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Preface

Welcome to RAG Optimization and the wonderful world of vector databases and
LLMs. We hope this book leaves you with many happy memories!

Who This Book is For

This book is for anyone whose boss has just thrown them into the deep end of an
ocean rip by assigning them the task of doing “something with LL.Ms” or any
other similarly clear project description related to generative Al. Alternatively, this
book may help you if you’re the CEO or other C-suite executive of a company,
and you want to assign someone such a project.

About Aussie Al

Aussie Al is an Australian Al lab that commercializes research in on-device
inference and consumer Al applications, with a special focus on inference
optimization algorithms that make the engine run fast. Some such areas are
examined in our other published book title Generative Al in C++: Coding
Transformers and LLMs.

In terms of public consumer-facing products, Aussie Al has a suite of Al-based
writing and editing tools, with a special focus on fiction writing. Our software
already has an extensive range of reports and error checks for both fiction and
non-fiction writing, from a full-length novel to a short report. Please try it out and
let us know what you think: https://www.aussieai.com

Our AI Research

The primary focus of research at Aussie Al is on optimizing LLM inference
algorithms (i.e., “running” the model after training or fine-tuning), and our
research is toward the following aims:
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e Fast on-device model inference algorithms, specifically for smartphones
and AI PCs.

e Scaling inference algorithms to large volumes of requests.

e Efficient GPU inference algorithms (hardware acceleration).

¢ Non-GPU inference optimization algorithms (i.e., software methods).

Disclosure: Minimal Al Authorship
No Als were harmed in making this book!

Despite our involvement in the Al industry, there was almost no Al engine usage
in creating this book’s text or any related code. Some text has been analyzed and
reviewed using Aussie Al’s editing tools, but not even one paragraph was auto-
created by any generative Al engine.

However, Al was used in several ways. Al-assisted search tools, such as “Bing
Chat with GPT-4”, were very useful in brainstorming topics and researching some
of the technical issues. The main cover art image of a baby dragon was generated
using Al followed by human editing.

Disclaimets

Although we hope the information is useful to you, neither the content nor any
related code in this work is guaranteed for any particular purpose. Nothing herein
is intended to be personal, medical, financial or legal advice. You should make
your own enquiries to confirm the appropriateness to your situation of any
information.

Oh, and sometimes I’'m being sarcastic, or making a joke, but it’s hard to know
when, because there’s also a saying that “Truth is often said in jest!” Your Al
engine certainly won’t be able to help you sort out that conundrum.

Third-Party License Notices

Except where expressly noted, all content and code is written by David Spuler (or
the contributors), with rights owned by David Spuler and/or Aussie Al

Additional information, acknowledgments and legal notices in relation to this
book, the Aussie AI C++ source code, or other Aussie Al software, can be found

on the Aussie Al Legal Notices page: https://www.aussieai.com/admin/legal-

notices.
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1. Introduction

What is RAG?

Retrieval Augmented Generation (RAG) is a technique of merging external data
sources with Al-based query answering. Really, it’s just a fancy way to say: look up
a database and then get the LLM to summarize it. When it works well, RAG
combines the speed of searching through an information database with the elegance
of fluent writing from an LLM.

RAG is a fundamental technique in generative Al that extends the knowledge of an
LLM without fine-tuning. Rather than train new knowledge in the LLM’s
parameters, we instead look up the extra information by searching a database.

The LLM receives the user’s prompt and the extra information found by the RAG
lookup (called the “retriever” component). The LLM then uses its summarization
and natural language capabilities to answer the uset’s question, based on the extra
RAG text as input context.

RAG is commonly used as the go-to architecture for fine-tuning an LLM on a
business’s specialist data. For example, to create a chatbot that knows about your
products, you could use fine-tuning to create a custom LLM that knows about your
products. The more efficient way is to leave your LLM unchanged, but put your
special documents into a RAG database (e.g., your entire website), and then have
the LLM search these documents using a RAG architecture.

The current capabilities of Google and Bing with Al assistants are a RAG-like
architecture, but more like a mega-RAG architecture, using a rather large database
of documents. The way it works is that Google or Bing first search the entire
internet (however they do this), and then the LLM smartly summarizes the handful
of internet documents into the final Al answer.
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Why RAG?

The need for RAG arose as a solution whereby a base LLM needed to be fine-tuned
with proprietary data. When generative Al first became hot, the cost of fine-tuning
was prohibitive, and the idea of using a datastore of small pieces of data came about.

The original authors didn’t know how popular RAG would become, or else surely
they would have chosen a better name. I mean, how about Flash Fine-Tuning, or
something like that? But, no, we have Retrieval-Augmented Generation (RAG), for
better or worse.

RAG arose for the same use case as fine-tuning was needed, of which the most
well-known is the customer support chatbot, which uses internal business data
about products. Hence, the general characteristics of a RAG application are:

o Interactive

e  Question and answer focus

e Purposeful, not just “chatting”

e Based on business-specific information

In technical terms, the goals of a RAG architecture include:

e Focus the LLM responses toward business-specific information.

¢ Reduce hallucinations by giving the LLLM more accurate input data.
e Faster to customize the LLM than using fine-tuning.

e EHasier to keep up-to-date by just adding more documents.

Lately, fine-tuning has been staging a comeback with new research into Parameter-
Efficient Fine-Tuning (PEFT). Again, we have the need for a better name. Notably,
Apple went for that and more with “Apple Intelligence,” which brazenly seeks to
take over the “AI”” acronym as well. The on-device engine for Apple Intelligence
uses PEFT via the Multi-LoRA architecture to run fast on iPhones and MacOS
PCs, but that’s really the topic for another whole book. RAG is still widely used,
especially in implementing customer support chatbots that rely on business-specific
information.

RAG is often used as a technique to manage large tool outputs also. This is often
necessaty in Agentic Applications. A tool returns a large result: it gets chunked and
then the chunks necessary to satisfy the goal are retrieved. It does not always make
sense.
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Overall RAG Architecture

RAG is an architecture whereby the Al is integrated with an external document
search mechanism. There are three main components:

e Datastore
e Retriever
e  Generator

The datastore could be a classic database (e.g., SQL or MongoDB) with keyword
lookup or a vector database with semantic lookup. The use of semantic lookup can
give more meaningful document search results, with better model answers, but
requires two additional steps. Firstly, the uset’s query must be converted into a
vector format that represents its semantic meaning (called an “embedding”).
Secondly, a vector database lookup is required using that embedding vector. There
are various commercial and open source vector databases available.

The “retriever” component looks up the uset’s query in a datastore of documents,
using either keyword search or vector search. This is effectively a search component
that accesses a database and finds all the related material. Typically, it returns
excerpts or snippets of relevant text, rather than full documents.

The role of the “generator” component in RAG is to receive the document excerpts
back from the retriever, and collate that into a prompt for the Al model. The
snippets of text are merged as context for the uset’s question, and the combined
prompt is sent to the Al engine. Hence, the role of the generator component is
mainly one of prompt engineering and forwarding requests to the LLM, and it tends
to be a relatively simple component.

How Does RAG Work?

As an example, let us assume you are creating an Al system that answers questions
about your company’s latest product offerings, perhaps with details already on your
website, or with nice glossy PDF marketing documents that describe the products.

How do you get the Al system to answer questions about those products?
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In the RAG approach, the model itself doesn’t know about the data or documents
with details of your newest products. Instead, the engine in a RAG architecture
knows how to:

(a) search company documents for the most relevant ones (retriever), and

(b) summarize relevant parts of the documents into an answer for the uset’s
question (generator).

Unlike fine-tuning, the RAG approach does not use your company documents as
training data that you cram into an updated model. Instead, the documents are a
source of input data that is integrated via a retriever search component, and sent as
input to the Al engine using an unchanged model. RAG may require some “prompt
engineering” that combines the document search results and a user’s query, but the
foundational model itself does not change.

The RAG component typically consists of a datastore of documents and a search
mechanism. A typical setup would be a vector database containing documents that
are indexed according to a semantic vectorization of their contents.

The search mechanism would first vectorize the incoming query into its semantic
components, then find the documents with the “nearest” matching vectors, which
indicates a close semantic affinity.

Document Snippets. Typically, the results from the “retriever” component would
be small sections or snippets of documents, rather than full-size documents.

The reason small sections are desirable is because:
(a) it would be costly to make an Al engine process a large document, and
(b) it helps the Al find the most relevant information quickly.

The retrieved snippets or portions of documents would be returned to the Al They
would be prepended to the uset’s search query as “context” for the Al engine.

Prompt engineering would then be used to ensure that the Al engine responds to
the user query using information from the context document sections.
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RAG Project Design

General implementation steps in a typical RAG project are as follows:

1. Data identification. Identify the proprietary data you want to make the RAG
system an expert on. This will also mean working out how to ingest the data. For
example, it might be a JIRA customer support database, a Confluence space, or a
directory of PDF files on disk,

Generally, any type of “knowledge base” can be used. Some common internal
examples are product documentation, HR benefits information, company policies
and other internal training materials. External examples are ticketing systems
(carefully scrubbed), customer product documentation, and support information.

Note that the base of knowledge will change and get bigger over time. It is necessary
to ponder the refresh operation, because purging and starting over can be
expensive, especially if embeddings are being calculated.

2. Sizing. Determine the sizes of a “chunk” of data. The context size of the model
matters here, because the chunks need to be substantially smaller than the context
size. When a user asks a question, the system will be given 3-5 chunks of knowledge
excerpts that are pertinent to the question. These snippets will be combined with
the question. Even wortse, if a back-and-forth dialog needs to occur between the
users and the model, extra room needs to be available in the context size for follow-
up questions.

Note that there can be two context sizes in play. The context size of the LLM which
will generate the answer, and the context size of the LLM producing the
embeddings. It’s common for these to be different, with the embedding generation
typically using a “cheaper” engine. If a RAG system has previously been
implemented and is now being revised, you should recheck the initial assumptions,
because model context sizes have increased and model costs have improved.

3. Splitting sections. Determine how to “chunk” the data. A boundary for the chunk
needs to be identified, which might be sections after a heading if it’s a web page.
Larger sections might need the heading and one or two paragraphs in each chunk.
Content from a bug tracking system might use the main description as one chunk,
the follow-up comments as another chunk or multiple chunks, and the identified
solution as another chunk. It’s often beneficial to “overlap” chunks to hide the fact
that chunking occurs.
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4. Text-based database upload. Each chunk needs to be organized and stored in a
text-based search engine, like Elastic Search, Azure Cognitive Search, etc. For
documents and web pages, the organization can be minimal, but for a ticketing
system with a complex structure (e.g., problem descriptions, comments, solutions),
it all needs to be related somehow.

5. Vector database upload. The embedding for each chunk needs to be calculated
and stored in a Vector Database. You can think of the embedding as a
“summatization” of the chunk from the perspective of the model. The vector
returned is typically multi-dimensional with 50+ dimensions. Each dimension
represents a single concept in the contents.

The idea is that from the model’s perspective, similar content would produce similar
vectors. A vector database can quickly find chunks with related data using vector
lookup.

6. Optimizations. The embeddings can sometimes be calculated using a lazy
evaluation algorithm (avoiding the cost of embeddings calculations for never-used
documents), but this can also slow down inference, and full precomputation is
faster.

The model used for calculating embeddings does not need to be the same as the
model answering the questions. Hence, a cheaper model can be used for
embedding, such as GPT-Turbo, whereas GPT-4 could be used to answer
questions.

When Not To Use RAG

RAG is not for everything and everyone. There are plenty of Al use cases where
RAG is not the appropriate architecture. The main alternative architectures to
consider are:

e Raw LLM (without any extra lookups)

e Tine-Tuned LLM

e Data source integrations

o Agentic architectures

e Chatbots and companionbots

e Non-interactive LLLM applications

e Multiple sub-models specialized from one main model
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Some of the indicators against using RAG would therefore be:

e No proprietary or internal company-specific data — any frontier LLM has
probably been pre-trained on public and evergreen data (i.e., RAG chunks
are not needed).

e Needs are more suited to fine-tuning — see Chapter 6 for choosing RAG
versus fine-tuning (or both).

e Main input data sources are dynamic and rapidly changing — a data source
integration might make more sense.

e Aim is to perform “actions” for the user — agent architectures are needed
whereas RAG may not be (see Chapter 15).

e The primary purpose is “chatting” rather than answering questions.

e Purpose is a long-term project like booking a vacation — agentic
architectures with planning are needed.

e Programmatic generation of many articles or LLM responses — batch API
architecture without RAG is probably best.

e Multiple special-purpose models are needed — using Parameter-Efficient
Fine-Tuning (PEFT) such as multi-LoRA is probably better than using the
same model with different RAG datastores.

Hence, RAG has a specific place in the hierarchy of various generative Al
architectures. It is needed when a business or company has some specific
proprietary information, whether public or internal, and an Al application is needed
that is specifically focused on answering questions about that information.

If the requirements fit that description, then the options are really to use RAG or
fine-tuning, and although we’re a little biased, RAG is better!

Refreshing an Old RAG Application

You’re not the only one with a sub-par customer support RAG application from a
year or more ago. Here’s the brutal truth: it’s not great.

On the other hand, everyone’s had plenty of experiences with real human customer
support agents that were also “not great,” so your RAG automation is not the worst
thing. But it’s giving your customers a non-optimal experience, which you could
definitely improve to drive greater business value.
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Here are some thoughts on ways to “refresh” your RAG Al application using the
insight from a year or two of experience with live use of RAG architectures.

¢ Logging. Make sure you add sufficient logging so you can analyze the user
questions being asked and the LLM responses given. Sometimes you have
to follow a full conversation via the logs to determine where things became
difficult.

e Analyze the logs! Employees and customers are familiar with the
industry’s terminology, but a naive chatbot often is not and can get
confused. Tweaking indexes, or preprocessing questions can help.
Tweaking the vector DB is more indirect (toss it and rebuild it with more
context)

e User feedback. Add a mechanism to get feedback about answer quality,
such as a thumbs up/down, although a 1-5 star rating is better (but will see
lower engagement). Provide something to be able to determine if users
think the answer was good.

e Longer contexts, more chunks. Early chatbots had small context
windows, likely better options available today. Sometimes those small sized
could propagated to the code. A hard coded limit or a truncation
somewhere is obvious. More subtle limits arise in the assumption that only
5 chunks of data will be provided to the LLM, where it might be possible
to provide more today. It might be possible to have bigger chunks now or
provide the best chunk plus some surrounding context chunks.

e Scope limits. If you put a chatbot on a knowledge base of your products,
it’s possible that there are conflicts in the knowledge base, X means one
thing for one product, but different thing for other products. Questions
around X could be based on matches from both products the LLM will
mash the info together. It’s useful allow the user to provide context to
narrow the search, such as a drop down menu of products. This way,
questions about X will not get contaminated by RAG chunk results from
Y.

e  Query cleanup. Preprocessing the questions may help, such as cleaning
up grammar, trying to narrow search context down or perhaps widening it,
too. Maybe the preprocessing can check to see if the question matches an
FAQ, and feed those results into the LLM too. It might just be that the
uset’s question asked is matched to a FAQ, and that question is fed into
the system instead.

e Hybrid vector search. Using just a vector database to find documents is
often poor. Vector searches combined with full-text searches and keyword
searches can be useful. For example, “Explain the ERR025 lost connection
error?” will likely produce a better match using a keyword search on
“ERRO025” than via a vector search of embeddings.
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Chunk attributes. Add context to the documents being retrieved as
chunks. For example, if the knowledge base is “HTML”, there might be
tags or comments in the HTML which help guide the search engine. These
are useful to pass along with the chunks. If such metadata is not available,
consider adding it.

Related questions. Generate embeddings of questions, and use that to
search a vector store to find similar questions and answers, along with the
source chunks from previous answers. It’s even better if those answers got
a good 1-5 rating or thumbs up. Top chunks should be combined with the
chunks found from the vector search of the content and text base searches.
HyDE mechanism. Run the question first to get an answer, then use the
question and answer to find more chunks again. Often, the question and
the initial answer can produce a better retrieval. This is the Hypothetical
Document Embeddings (HyDE) mechanism for more relevant retrieval.
Effectively, you can ask the LM directly for a candidate answer (without
RAG chunks), before using the user’s question and this preliminary answer
to do the RAG retrieval.

Chunk context. Organization of the data chunks can be useful. If the
document store has an organization, that can be important context. For
example, if the documents store is a wiki which has comments, or a
ticketing system which has comments and perhaps links to a knowledge
base, it’s useful to provide all of this data to the LLM. It can be important
to know that if the question matches a comment on the retrieval phase,
then the comment’s parent document gets captured, too, and perhaps even
the knowledge base or related articles or the document hierarchy.
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2. Smarter RAG

Why RAG is Smart

The whole point of RAG applications is to make them “smarter” than the basic
LLM. The intention is to be equivalent to fine-tuning additional company-specific
knowledge into the LLM. But RAG doesn’t do any training, but finds relevant extra
information “chunks” in its databases, and presents them to the LLM for it to use
as context.

The purpose of the extra content is to allow the LLM to be smarter in its answers.
This achieves improved results in answer quality in multiple ways:

e Proprietary data usage
e Updated information
e Reduced hallucinations

For this to work well, the basic RAG setup is required. Several components must
be functioning correctly in order to get a good answer. The basic areas that are
important to accuracy include:

e Data completeness — enough chunks of relevant data.

e Dataaccuracy — answers that are correct and up-to-date in the documents.

e Retriever lookup — returning relevant document chunks for the user’s
question.

¢ RAG prompt — must contain: (a) global instructions, (b) chunks, and (c)
the user’s query.

e System instructions — prompt’s global instructions to the LLM are clear
and effective.

And let us not forget, you need an LLM at the end that’s powerful enough to
understand that big prompt text containing three major sections and generate an
answer in lovely written prose.
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RAG Accuracy Optimizations

There are several areas to configure and optimize to make your RAG application
smarter. The main areas for improving accuracy are:

e  Documents used for chunks

e Vector and keyword lookup algorithms
e Reranking module

e Combined prompting and packing

e 'The main LLM underneath it all

Surprisingly, using a bigger LLM model is not highest on the list, because the RAG
application is supposed to get its “smarts” from the RAG text chunks that it
receives in the prompt.

Accuracy of the results is not supposed to rely on the innate knowledge that has
been pre-trained into the model parameters, nor has that LLM been “fine-tuned”
with your company-specific data.

It’s supposed to be an off-the-shelf LLM of reasonable capability, whether it’s an
open source LLM or one accessed via a commercial API wrapper.

Some example strategies for improving an existing RAG application’s accuracy can
include:

e System prompt improvements

e Chunking sizes and shapes

e Overlapping chunks

e Keyword lookup extensions

e Query expansion (parallel lookup)
e Pre-summarization of chunks

However, some of these ideas are becoming less important as LLM context
windows expand. Early LLMs had a context limit of about 4,000 tokens, but now
128k tokens is quite common, and these are called “long context” LLM:s.

Note that some models are exceeding the 1M token threshold, which are called
“ultralong context” models.
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Using a longer context LLM can be a powerful way to increase accuracy:

e Larger chunks!
¢ Long RAG optimizations
e  Mini-RAG (single document only)

See Chapter 10 for more details about long context RAG atchitectures and the
single document variants that have become possible.

Going even further, if you want to add more to your RAG application, and give
yourself some more coding work to do, here are some ideas:

e Automatic prompt optimization component
e Refusal module (safety)
e Prompt shield (jailbreak prevention)

I'm sure you can think of a few more.

Data Chunk Pipeline

Data in the main documents is important for accuracy, as you won’t get very far
without good data. Some of the main issues with optimizing chunks from your
documents include:

e Ensure you have enough RAG documents that there are chunks for all the
(reasonable) questions you’re likely to get.

e Cull any irrelevant or ambiguous chunks of data.

e Use larger chunk sizes (to ensure each chunk fully covers its topic).

The next step is ensuring that the best chunks for each uset’s query are being found
by the two lookup engines (vector database and keyword database). Techniques
include:

e Ensure the embedding model is capturing the semantic meaning of all
terms or jargon, some of which may be specific to your industry or
company.

e Tune the accuracy of the vector database lookup.

e Tweak the settings of your keyword lookup datastore.

e Return more chunks from either database in the retriever (to give the LLM
more context).
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The final step is to review the mechanisms whereby the data chunks are being
arranged into a prompt that gets sent to the LLM. Areas to examine include:

e Review the main meta-prompt text to ensure the LLM is getting strong
global instructions.

e Ensure that text chunks are clearly separated from the (a) global
instructions, and (b) user query text, in the prompt template text.

e Test the “reverse” packing algorithm (worst-to-best) for ordering the
chunks in the prompt text.

One underappreciated issue with chunking and RAG is the amount of manual work
that is required. Yeah, Al is supposed to be smart, but come on, it’s not that smart.
You have a bigger brain and it needs to do this:

e Test your RAG application like crazy.
e Manually tweak keywords to fix any lookup problems.
e Find new text chunks to fill holes.

Overall, testing of the pipeline whereby chunks are added to queries and then used
in answers is very important for creating a smart RAG application.

Prompt Optimization

RAG systems rely on LLMs underneath for the heavy lifting based on prompting.
There are several ways that modifications to prompting can improve the accuracy
of a RAG system.

e Basic prompt engineering — changes to the system prompts.
e Automatic prompt optimization — LLM-based prompt rewriting.
e Query enhancement — using modified prompts in retrieval.

The simplest idea is just to tweak the words in the overall RAG system prompt.
Any of the various advanced prompt engineering techniques can be worth
considering. The details of prompt engineering are examined in detail in Chapter 7.

Automatic Prompt Optimization. The idea of using LLMs to automatically
improve human queries into better prompts has been gaining traction in general
LLM usage. This technique is also called “programmatic prompting” in some
research papers. There hasn’t been as much research on the area in relation to RAG
architectures, but there’s no reason that it wouldn’t be applicable.
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The idea is simply to take the user’s query as LLM input and output a better prompt
for Al Surprisingly, or perhaps unsurprisingly, LLMs are great at tweaking the
words in a prompt to get a better answer from an Al engine.

The downside is obviously that it’s an extra LLM call, leading to extra cost and
increased response-time latency, although the prompt optimizer LLM can be a
smaller model than used for the final RAG answers.

References on Automatic Prompt Optimization. Research papers on prompt
optimization include:
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Zixiao Zhu, Hanzhang Zhou, Zijian Feng, Tianjiao Li, Chua Jia Jim
Deryl, Mak Lee Onn, Gee Wah Ng, Kezhi Mao, 20 May 2025

(v2), Rethinking Prompt Optimizers: From Prompt Merits to

Optimization, https:/ /arxiv.org/abs/2505.09930 https://github.com/Midi
vaZhu/MePO

Yumin Choi, Jinheon Baek, Sung Ju Hwang, 14 May 2025, Systesn Prompt
Optimization with Meta-1 earning, https:/ /arxiv.org/abs/2505.09666

Ziyu Zhou, Yihang Wu, Jingyuan Yang, Zhan Xiao, Rongjun Li, 13 May
2025, Evaluating the Effectiveness of Black-Box Prompt Optimization as the Scale
of LLMs Continues to Grow, https:/ /arxiv.org/abs/2505.08303

Chun-Pai Yang, Kan Zheng, Shou-De Lin, 11 May 2025, PLLHF: Prompt
Optimization with Few-Shot Human

Feedback, https://arxiv.org/abs/2505.07886

Query Enhancement

The idea of query enhancement is a RAG-specific optimization to the retrieval
phase of the architecture. This technique is also called “query expansion” in some
resources. Generally, the idea is to convert the user’s query into multiple queries
that are then used by the retriever in parallel. The idea is to improve the accuracy
of retrieved chunks by:

Capturing semantic meanings of user queties.
Resolving ambiguity or unclear wordings.
Broadening topics if user queries are too specific.
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There are two ways to run a query expansion mode:
1. One query — rewrite the usetr’s query into a better query.
2. Multiple queries — send multiple improved queties to the chunk lookup.

Multiple queries can be sent to the retrieval modules and then the different sets of
chunks can be combined into a final set of chunks by the reranker, once returned
by each query. Depending on the design, the extra queries may go to the vector
database lookup module, or to the keyword datastore, or to both. The aim is to
return a broader set of document chunks for use by the final LLLM phase.

Generation of alternative queries via query expansion is another step in the RAG
pipeline, which can slow down the overall algorithm, and also introduce extra
processing cost in both the generation of alternative queries and then looking them
up in the retrieval modules. However, the extra LLM cost can be somewhat
mitigated by using a simpler LLM, since this is a relatively low-difficulty task for a
small model. Also possible is the use of non-LLM heuristic approaches such as
synonym-based query rewriting.

RQ-RAG

One of the major papers on query expansion introduced RQ-RAG in 2024, which
worked by “rewriting, decomposing, and clarifying ambiguities” in the uset’s
prompt text. The system breaks complicated questions down into multiple simpler
questions, and uses the simpler questions for RAG lookups.

Their work went somewhat beyond just query expansion, whereby they trained a
7B Llama2 model with extra capabilities to enhance user queries, which were then
used to return chunks with improved relevance, and ultimately this led to the RQ-
RAG system giving better answers.

The RQ-RAG system also used the LLM to detect whether the user query was
actually a question for the RAG data set. For example, a general query like “Hi, how
are you?” is not a question for the RAG dataset, and can be sent straight to the
LLM without involving any RAG chunk data.

Or perhaps your system could save the tokens and reply without the LLM, “Enough
about me, do you have a real questionr”
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Query Enhancement References

References on query enhancement include:

1.

Hamin Koo, Minseon Kim, Sung Ju Hwang, 17 Jul 2024, Optimizing Query
Generation for Enbanced Document Retrieval in

RAG, https://arxiv.org/abs/2407.12325

L Jourdain, S Hellal, T Marini, 2024, Why just search when you can expand?
Enbancing RAG with Query Expansion Strategies and Document Aggregation,
Conference on Artificial Intelligence for Defense, Nov 2024, Rennes,
France. 2024, https:/ /hal.science/hal-05046658/,

PDF: https://hal.science/hal-05046658/document

Sejong Kim, Hyunseo Song, Hyunwoo Seo, Hyunjun Kim, 19 Mar

2025, Optimizing Retrieval Strategies for Financial Question Answering Documents
in Retrieval-Augmented Generation Systems, https:/ /arxiv.org/abs/2503.15191
Joohyun Lee, Minji Roh, 23 Nov 2024, Multi-Reranker: Maximizing
performance of retrieval-augmented generation in the FinanceRAG

challenge, https:/ /arxiv.org/abs/2411.16732

Tuana Celik, November 1, 2024, Advanced RAG: Query

Expansion, https:/ /haystack.deepset.ai/cookbook/query-expansion
Chi-Min Chan, Chunpu Xu, Ruibin Yuan, Hongyin Luo, Wei Xue, Yike
Guo, Jie Fu, 31 Mar 2024, RO-RAG: Learning to Refine Queries for Retrieval
Aungmented Generation, https:/ /arxiv.org/abs/2404.00610

RAG Fusion

RAG fusion is a RAG extension based on query expansion that incorporates
analyzing multiple versions of the query to return the best context chunks. The
model generates multiple “reformulated” versions of the original text query, each
of which is sent to the retriever, and a final use of “Reciprocal Rank Fusion”
combines all of the returned chunks into a single ranking, like a “reranker”
component, but using multiple similar rankings.

The main advantage of RAG fusion is finding more accurate context for the LLM
to user in answering the user’s question. However, the downside is the many
additional calls to the retriever database with slightly modified queries.
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Research on RAG fusion algorithms:

1.

Igor Novikov, Jul 23, 2024, RAG Architecture: Advanced

RAG, https://pub.towardsai.net/rag-architecture-advanced-rag-
3fea83e0d189

Surya Maddula, Sep 2024, Noz RAG, but RAG Fusion? Understanding Next-
Gen Info Retrieval, https:/ /pub.towardsai.net/not-rag-but-rag-fusion-
understanding-next-gen-info-retrieval-477788da02¢e2

Adrian H. Raudaschl, Oct 6, 2023, Forget RAG, the Future is RAG-Fusion:
The Next Frontier of Search: Retrieval Augmented Generation meets Reciprocal
Rank Fusion and Generated Queries, https:/ /towardsdatascience.com/forget-
rag-the-future-is-rag-fusion-1147298d8ad1

Deval Shah, Jul 4, 2024, Reciprocal Rank Fusion (RRF) explained in 4 mins —
How to score results from multiple retrieval methods in RAG: Unlock the power of
Reciprocal Rank Fusion in Retrieval-Augmented

Generation, https://medium.com/(@devalshah1619 /mathematical-
intuition-behind-reciprocal-rank-fusion-rrf-explained-in-2-mins-
002df0cc5e2a

Andrea Matarazzo, Riccardo Torlone, 3 Jan 2025, A Survey on Large
Langnage Models with some Insights on their Capabilities and

Limitations, https:/ /arxiv.org/abs/2501.04040 (Broad survey with many
LLM topics covered from history to architectures to optimizations.)
Sanjay Kumar, Apr 2, 2024, RAG Fusion: A New Frontier in Search and
Generative Al https://medium.com/@Sanjaynk7907/rag-fusion-a-new-
frontier-in-search-and-generative-ai-ebb24¢7¢905¢

Omar Santos, Jun 15, 2024, Comparing RAG, RAG Fusion, with RAPTOR:
Different Al Retrieval-Augmented

Tmplementations, https:/ /becomingahacker.org/comparing-rag-rag-fusion-
with-raptor-different-ai-retrieval-augmented-implementations-
laa76fce6abc

Hypothetical Document Embeddings
(HyDE)

HyDe is an extension of the idea of query expansion, whereby an entire LLM
answer is used for retrieval. This is far more general than query enhancement or
prompt optimization, which try to rewrite the query.

Here’s an insightful idea: answer it! A full LLLM answer is used, rather than tweaking
a few words in the query.
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The RAG retrieval process becomes a two-stage sequence:
1. Generate an answer via an LLLM (without RAG chunks), and
2. Submit this answer for chunk retrieval (vector-based, keyword, or both).

Hence, the initial answer from an LLM becomes the expanded query. The retrieval
phase becomes the task of finding other answers similar to our hypothetical answer.
Note that the LLM used for this initial answer need not be as powerful as the one
used to process all the RAG document chunks for the fully-drafted answer.

Isn’t this the same as just asking a non-RAG LLM for the answer?

Well, no. The initial LLM answer is used in the chunk retrieval processes, but is not
included as a chunk in the final LLM processing phase. The auto-generated answer
is not one of the candidate inputs at the end.

Doesn’t this encourage hallucinations?

Again, no. The first LLM that generates the preliminary answer is relying on its
parametric knowledge only, so admittedly, we haven’t got the hallucination-
reducing benefits of using RAG chunks in this first phase. However, it’s not going
to hallucinate by default, anyway, and furthermore, its answers don’t get passed as
input to the final LLM. Even in the unlikely case where the initial LLM does
hallucinate its answer, this would only cause the chunk retrieval process to return
irrelevant information, which the more powerful final LLM would probably sort
out.

Does it work?

The theory is that the user’s question plus the generated answer provide a better
vector lookup than just the question alone. Your mileage may vary, because it
depends how unique the RAG data set is.

If the source data is very specific to a particular domain, and that domain is not patt
of the LLM training, it might not help. Having said that, even a hallucinated answer
might provide some guidance, although there’s probably a better way in such cases.
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Reference papers on the HyDE lookup mechanism include:

1. Luyu Gao, Xueguang Ma, Jimmy Lin, Jamie Callan, 20 Dec 2022, HyDE:
Precise Zero-Shot Dense Retrieval without Relevance Labels, arXiv preprint
arXiv:2212.10496, https:/ /arxiv.org/abs/2212.10496, https://github.co
m/texttron/hyde

2. Igor Novikov, Jul 23, 2024, RAG Architecture: Advanced
RAG, https://pub.towardsai.net/rag-architecture-advanced-rag-
3fea83e0d189

3. Mark Craddock, Oct 28, 2023, HYDE: Revolutionising Search with
Hypothetical Document Embeddings, https://medium.com/prompt-

engineering/hyvde-revolutionising-search-with-hvpothetical-document-

embeddings-3474df795af8
4. Zilliz, Jul 25, 2024, Inmproving Information Retrieval and RAG with Hypothetical

Document Embeddings (HyDE), https://zilliz.com/learn/improve-rag-and-
information-retrieval-with-hyde-hypothetical-document-embeddings

Manual Curation

This is the part we don’t say out loud when the boss is in earshot, but sometimes
we have to...curate things. This is a highly advanced scientific process about which
there are many research papers written.

Generally, the areas in need of a carbon-based neural network approach include:

e Adding extra keyword associations to chunks (or removing some).

e Tixing keyword mappings in the query lookup.

e Editing a problem in one of the chunks.

e Adding a missing snippet of text to a chunk.

e  Scrummaging through MarComm PDF glossies to find a useful paragraph.

In some situations, it might be useful to provide extra hits to the logic which is
chunking the data, prior to running the chunking process.

For example, add a comment in the HTML source to mark a chunk boundary, or a
comment in the HTML soutce could be used to identify the length of the current
section and then a determination can be performed by the chunking algorithm to
decide if the content needs to be chunked.
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Extra keywords can be provided in comments to help with the chunking, too, where
they are used to provide an alternative matching word for retrieval.

This curation can be updated based on data from the RAG system. It is necessary
to periodically re-chunk, or re-ingest the source data. So, anything added to the
source will eventually get back into the RAG system.

Even “links” between various parts of the source data could be provided in the
source. For example, perhaps a concept is mentioned in an introductory part of the
documentation and appears in more detail later.

It might be useful to add some context in comments to relate the two areas more
explicitly. For example, overlapping chunks would not work if the data is separated
in the source data, and these can be manually merged. Or you can go looking for
another document that better covers the user’s query.

It’s like dumpster diving inside a disk drive, where it’s a win when you find an FAQ
document.

FAQ documents are particularly useful for the times where certain questions are
asked over and over again, but there’s not yet a chunk in the database. If the RAG
monitoring system is capturing the right data, then the frequently asked questions
can be detected.

Once FAQs are known, the best chunks corresponding to those questions can be
included in the set passed to the LLM when generating the answer. In fact, the LLM
can be used to determine if the user question matches an FAQ), too.

And if you can’t find a pre-written document that answers your user FAQ, you
could, you know, write one.

Yikes. We have writers for that.
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References on RAG Accuracy

General research papers and articles on RAG “smartness” strategies include:

1.

Chaitanya Sharma, 28 May 2025, Retrieval-Aungmented Generation: A
Comprehensive Survey of Architectures, Enbancements, and Robustness

Frontiers, https:/ /arxiv.org/abs/2506.00054

Xiaohua Wang, Zhenghua Wang, Xuan Gao, Feiran Zhang, Yixin Wu,
Zhibo Xu, Tianyuan Shi, Zhengyuan Wang, Shizheng Li, Qi Qian,
Ruicheng Yin, Changze Lv, Xiaoqing Zheng, Xuanjing Huang, 1 Jul
2024, Searching for Best Practices in Retrieval-Augmented

Generation, https:/ /arxiv.org/abs/2407.01219 Project: https://github.com
/FudanDNN-NLP/RAG

Florian June Aug 2024, The Best Practices of RAG: Typical RAG Process, Best
Practices for Each Module, and Comprebensive

Evaluation, https:/ /pub.towardsai.net/the-best-practices-of-rag-
300e313322¢6

Chandini Jain, Aug 15, 2024, The magic of RAG is in the

retrieval, https:/ /www.infoworld.com/article/3484132/the-magic-of-rag-
is-in-the-retrieval.html

Ziyan Jiang, Xueguang Ma, Wenhu Chen, June 2024, LongRAG: Enbancing
Retrieval-Augmented Generation with Long-contexct LLMs, arXiv preprint
arXiv:2406.15319, https://arxiv.org/abs/2406.15319 (Mote accurate
RAG with a long context LLM and larger chunk sizes.)

Andrew Ditmer, May 13 2024, SuperRAG — How o achieve higher accuracy
with Retrieval Aungmented

Generation, https:/ /techcommunity.microsoft.com/t5/ai-azure-ai-

services-blog/superrag-how-to-achieve-higher-accuracy-with-retrieval-

augmented/ba-p/4139004 (Iterating through up to 50 documents with
testing of a user’s query.)

Shengming Zhao, Yuheng Huang, Jiayang Song, Zhijie Wang,
Chengcheng Wan, Lei Ma, 29 Nov 2024, Towards Understanding Retrieval
Aceuracy and Prompt Quality in RAG

Systems, https:/ /arxiv.org/abs/2411.19463
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3. Faster RAG

RAG Speed Optimizations

Firstly, RAG atchitectures are inherently an optimization, themselves.

RAG was created because fine-tuning was too expensive and has various other
limitations (e.g., attribution, explainability), although Parameter-Efficient Fine-
Tuning (PEFT) techniques have also attacked the inefficiencies in fine-tuning, so
maybe it’s a tie between RAG and FT/PEFT.

Secondly, you can also further optimize your RAG architecture.
To start with, many of the major LLM optimizations also work on the RAG LLM,
so there’s many ways to do this (e.g., quantization, pruning, inference optimizations,

etc.) and they can all be used on the LLLM underneath the overall RAG architecture.

Furthermore, there are a few techniques that are specifically applicable to RAG
architectures, not just LLMs.

The main RAG-specific speedups include optimizations to either:
(a) non-LLM RAG components, or
(b) the RAG prompt tokens.

Some examples of RAG non-LLM optimizations include:

e RAG vector database speedups (e.g., indexing, all the usual database stuff).

e Keyword versus vector lookups in the retriever (e.g., hybrid keyword-
vector search, metadata search, etc.).

e Caching — multiple types (e.g., caching in the retriever versus the LLM
parts).

e FFAQs — identify specific questions and answers from an FAQ, but the
LLM still needs to be involved to seed the history.
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There are also some RAG-specific techniques on the “length” dimension (i.e., input
tokens), that are applicable to an input prompt that is extended with extra
prepended “context” tokens from the RAG chunks.

Some examples include:

e Chunk compression (e.g., chunk pre-summarization)

e Prompt compression

e Context compression

e Prompt lookup decoding (an extension of speculative decoding)
e  Prefix global KV cache

e Precomputed KV cache (for each RAG chunk)

RAG is not the only architecture to use prepended context. For example, chatbots
y prep pie,
prepend the conversation history, so many of these approaches apply there too.

Types of RAG Speed Optimizations

Optimizing the latency of an LLM system using Retrieval Augmented Generation
(RAG) can be achieved in various ways. The main approaches are:

e RAG component optimizations

e  General LLM inference optimizations

o Text-to-text caching (“inference cache”)
¢ Global KV caching methods (general)

¢ RAG-specific KV caching

Every component in a RAG application architecture is critical to the overall latency
as seen by the user. Hence, we can look at optimizing any of the main components:

e Retriever — use any of the well-known vector database optimizations, such
as indexes and embeddings caching.

e Serving stack — general web architectural optimizations.

e LLM optimizations — various well-known industry and research
approaches.
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LLM Inference Optimization

Optimizing LLM inference is a well-known problem, with literally thousands of

research papers, and we have a list of 500 inference optimization techniques (see
the Appendix).

The first point about optimizing the LLLM in a RAG application is that most of the
general LLM optimization ideas apply.

You’re probably familiar with the various techniques:

e Buy a better GPU (or rent one)
e  Quantization

Pruning

Small Language Models (SLMs)

Using smaller models, via either model compression or SLMs, is an optimization
that is particularly relevant to RAG applications. The goal with RAG’s use of an
LLM is not to have all the answers pre-trained into the model parameters, but
rather, to have the LLM rely on the text chunk in its input prompt. Hence, RAG
applications don’t need massive LLMs, and it might even be preferable to use a

smaller model, as it avoids conflict between trained knowledge and the contents in
the RAG text chunks.

In addition to changing the model itself, the software kernels in the inference engine
can be optimized. There are various inference software improvements that apply to
a RAG LLM just as well as they apply to any other LLM:

e Attention algorithm optimizations — e.g., Flash attention, Paged attention.
e Speculative decoding (parallel decoding)

e Caching (inference caches, KV caching)

e Matrix multiplication kernels (GEMM/GEMYV/MatMul)

e Feed-Forward Network (FFN) optimizations

e  Sparsification (static or dynamic)

Maybe let’s not list all 500 of the techniques here. Well, actually, the full list is to be
found in the Appendix!
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RAG Speed Optimization Research Papers

Research papers on optimization of RAG architectures:

1.

Chao Jin, Zili Zhang, Xuanlin Jiang, Fangyue Liu, Xin Liu, Xuanzhe Liu,
Xin Jin, 18 Apr 2024, RAGCache: Ejfficient Knowledge Caching for Retrieval-
Augmented Generation, https:/ /arxiv.org/abs/2404.12457

Jiayi Yao, Hanchen Li, Yuhan Liu, Siddhant Ray, Yihua Cheng, Qizheng
Zhang, Kuntai Du, Shan Lu, Junchen Jiang, 3 Jun 2024 (v2), CacheBlend:
Fast Large Langnage Model Serving for RAG with Cached Knowledge

Fusion, https:/ /arxiv.org/abs/2405.16444 Code: https://github.com/Yao
Jiayi/CacheBlend.git (Generalizes prefix KV caching to KV cache fusion
with selective recomputation of some KV cache data.)

Runheng Liu, Xingchen Xiao, Heyan Huang, Zewen Chi, Zhijing Wu, 7
May 2024, FlashBack: Efficient Retrieval-Augmented Langnage Modeling for Long
Context Inference, https:/ /arxiv.org/abs/2405.04065 (Optimize RAG by
appending rather than prepending documents, and modifying the
attention for improvements in KV caching, by shimming or replacing
some of the CUDA GPU low-level memory management APIs to avoid
the need to rewrite kernels with extra higher-level memory management
code.)

Priyank Rathod, May 21, 2024, Efficient Usage of RAG Systems in the World of
LIMs, https:/ /www.techrxiv.org/doi/full/10.36227 /techrxiv.171625877
.73379410/v1

Yun Zhu, Jia-Chen Gu, Caitlin Sikora, Ho Ko, Yinxiao Liu, Chu-Cheng
Lin, Lei Shu, Liangchen Luo, Lei Meng, Bang Liu, Jindong Chen, 25 May
2024, Accelerating Inference of Retrieval-Augmented Generation via Sparse Context
Selection, https:/ /arxiv.org/abs/2405.16178

Xiaohua Wang, Zhenghua Wang, Xuan Gao, Feiran Zhang, Yixin Wu,
Zhibo Xu, Tianyuan Shi, Zhengyuan Wang, Shizheng Li, Qi Qian,
Ruicheng Yin, Changze Lv, Xiaoqing Zheng, Xuanjing Huang, 1 Jul
2024, Searching for Best Practices in Retrieval-Augmented

Generation, https:/ /arxiv.org/abs/2407.01219 Project: https://github.com
/FudanDNN-NLP/RAG (Attempts to optimize the entite RAG system,
including the various options for different RAG modules in the RAG
pipeline, such as optimal methods for chunking, retrieval, embedding
models, vector databases, prompt compression, reranking, repacking,
summarizers, and other components.)

Dr. Ashish Bamania, Jun 18, 2024, Google’s New Algorithms Just Made
Searching V'ector Databases Faster Than Ever: A Deep Dive into how Google’s
ScaNN and SOAR Search algorithms supercharge the performance of 1 ector

Databases, https:/ /levelup.gitconnected.com/googles-new-algorithms-
just-made-searching-vector-databases-faster-than-ever-36073618d078
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Zilong Wang, Zifeng Wang, Long Le, Huaixiu Steven Zheng, Swaroop
Mishra, Vincent Perot, Yuwei Zhang, Anush Mattapalli, Ankur Taly,
Jingbo Shang, Chen-Yu Lee, Tomas Pfister, 11 Jul 2024, Speculative RAG:
Enbancing Retrieval Augmented Generation through

Drafting, https:/ /arxiv.org/abs/2407.08223

Siddharth Jha, Lutfi Eren Erdogan, Sehoon Kim, Kurt Keutzer, Amir
Gholami, 11 Jul 2024, Characterizing Prompt Compression Methods for Long
Context Inference, https:/ /arxiv.org/abs/2407.08892

Baolin Li, Yankai Jiang, Vijay Gadepally, Devesh Tiwari, 17 Jul

2024, LLM Inference Serving: Survey of Recent Adpances and

Opportunities, https:/ /arxiv.org/abs/2407.12391

Eric Yang, Jonathan Amar, Jong Ha Lee, Bhawesh Kumar, Yugang Jia,
25 Jul 2024, The Geometry of Queries: Query-Based Innovations in Retrieval-
Augmented Generation, https:/ /arxiv.org/abs/2407.18044

Vahe Aslanyan, June 11, 2024, Next-Gen Large Language Models: The
Retrieval-Augmented Generation (RAG)

Handbook, https:/ /www.freecodecamp.org/news/retrieval-augmented-
generation-rag-handbook

Thomas Merth, Qichen Fu, Mohammad Rastegari, Mahyar Najibi, 19 Jul
2024 (v2), Superposition Prompting: Improving and Accelerating Retrieval-
Augmented Generation, https:/ /arxiv.org/abs/2404.06910 (Process each
RAG chunk in parallel and choose a final output.)

Zhi Jing, Yongye Su, Yikun Han, Bo Yuan, Haiyun Xu, Chunjiang Liu,
Kehai Chen, Min Zhang, 6 Feb 2024 (v2), When Large I angnage Models
Meet Vector Databases: A Survey, https:/ /arxiv.org/abs/2402.01763
Anthropic, 20 Sept 2024, Introducing Contextual

Retrieval, https:/ /www.anthropic.com/news/contextual-retrieval

David Spuler, , September 26, 2024, RAG Optimization via

Caching, https://www.aussieai.com/blog/rag-optimization-caching
Zhenrui Yue, Honglei Zhuang, Aijun Bai, Kai Hui, Rolf Jagerman, Hansi
Zeng, Zhen Qin, Dong Wang, Xuanhui Wang, Michael Bendersky, 6 Oct
2024, Inference Scaling for Long-Context Retrieval Augmented

Generation, https:/ /arxiv.org/abs/2410.04343

Zhangchi Feng, Dongdong Kuang, Zhongyuan Wang, Zhijie Nie, Yaowei
Zheng, Richong Zhang, 15 Oct 2024 (v2), EasyRAG: Efficient Retrieval-
Augmented Generation Framework _for Automated Network

Operations, https:/ /arxiv.org/abs/2410.10315 https://github.com/BUAA
Dreamer/EasyRAG

Tolga Sakar and Hakan Emekci, 30 October 2024, Maximizing RAG
efficiency: A comparative analysis of RAG methods, Natural Language
Processing.

doi:10.1017 /nlp.2024.53, https://www.cambridge.org/core/journals/nat
ural-language-processing/atticle/maximizing-rag-efficiency-a-
comparative-analysis-of-rag-
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core/content/view/D7B259BCD35586E04358DFO6006E0A85 /529770

42424000530a.pdf/div-class-title-maximizing-rag-efficiency-a-

comparative-analysis-of-rag-methods-div.pdf

20. Sarayavalasaravikiran, Nov 2024, Optimizing RAG with Embedding
Tuning, https://ai.plainenglish.io /optimizing-rag-with-embedding-tuning-
2508af2ec049
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4. Cheaper RAG

RAG Cost Optimization

The first point to note is that RAG is itself a cost optimization. The idea of RAG
was to allow the LLM to give more accurate answers, but without the expense from
extra fine-tuning or training of the LL.M. The idea was to use chunks of data plus
prompting rather than changing the LLM.

Nevertheless, a RAG project is also a significant expense. The cost of building a
RAG application is like any other IT project, and has several main components:

e Development and testing costs
e Tech platform operating costs

e LIM token costs

Overall cost is one of the big constraints that you’ll have for a RAG project. Let’s
take a step back and consider the massive optimizations for your entire project.

1. Buy an off-the-shelf commercial Al-based solution instead of a DIY
RAG project (hahal).

2. Test multiple commercial foundational model API providers and
compare pricing.

3. Use an open source pre-trained model and engine (e.g., Meta’s Llama
models).

4. Choose a compressed open source pre-trained pre-quantized model
(e.g., quantized Llama).

5. Use cheaper commercial APl providers for early development and
testing.

6. Use smaller open-source models for eatly development and testing.
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Reducing Production Costs

Your RAG application has several major components, which can each contribute
to the operating costs of the overall system. The main components tend to be:

e LLM inference costs

e Vector database query costs

Keyword datastore query costs

e Database refresh and maintenance costs

There are also all the traditional types of IT costs for running the backend of a large
user application:

o Web servers (e.g., running Apache or Nginx)
e Utility servers

e Test and deployment servers

e Licensing costs (e.g., domain names)

e Internet query costs (e.g., DNS).

Reducing Token Costs

The main RAG cost has typically been the token cost of performing all of your
user’s LLM inference queries, which are often large due to the hidden cost of RAG
data chunks and undetlying prompt engineering (e.g., global instructions and/or
prompt template for packing).

However, pricing per token of LLM inference has been plummeting over the last
year or more, and there are now many cost-effective options to consider for the
LLM model and the inference engine.

There are two main choices: engine and model. You can choose a smaller or cheaper
model, but this can be a trade-off for speed versus accuracy. Nevertheless, choose
your underlying LI.M carefully:

e Choose the best model (for speed versus smartness)
¢  Quantized models
e  Small Language Models (SLMs)
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The basic ways to reduce costs for your RAG application include focusing on the
basic LLM inference engine component:

e Choose cheaper LLM inference providers (there are many!)

e Consider LLM APIs versus LLM hosting providers

e Consider commercial hosting versus self-hosted open source LLMs
e Choose your underlying GPU hardware

e Use cheaper models for testing and debugging (to some extent)

Other low-level ways to make RAG LLM inference queries cheaper by looking at
the text include:

e Fewer chunks returned by the retriever and/or reranker

e  Smaller chunks (fewer tokens)

e Context compression (automatically reducing size of chunks)

e  Chunk pre-summarization (chunk compression)

e Cached tokens from API providers (i.c., prefix KV caching)

e Text-to-text inference cache on the front (i.e.,, avoid LLM inference
completely!)

e Shorten the global system instructions and/or make the prompt template
more concise

We have a list of over 500 techniques for LLM inference optimization in the
Appendix, with various ideas that will reduce compute and memory cost, if you
want some bedtime reading.

Financial Optimizations

An Al project is expensive in terms of the hardware, the software, and the people
you need. There are some considerations that can reduce the cost somewhat.

Use existing assets. What internal data assets do you possess? Can you re-purpose
any of your company’s existing hardware assets? And also can you “re-purpose”
any of your staff, too?

Buy vs rent. If it’s floating, flying, or foundational modeling: rent, don’t buy!
Similatly, do you need to buy your own servers and GPUs?
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The decision may be different for the different phases of a project:

e Development and testing
e Training the model (fine-tuning/specialization)
e Inference (live execution)

For example, you might want to buy for training phases and rent for the inference
phase. This depends on how much training you need, the size of your model, and
whether you plan to avoid fine-tuning for proprietary data by using RAG instead.

The cost of inference depends on the user counts, which is significantly different
if it’s an internal employee project versus a live public user application.

Idle VMs and GPUs. Watch out for virtual machines and rented GPUs being idle
early in the project. You’re paying money for nothing in such cases. This can occur
in the development phases and in the early live deployment when user levels are
low.

Scrimp on developer models. During the development and testing phases, there’s
no need for gold-plated Al models. The cost of development and testing of your
Al application can be reduced by using low-end models for simple testing.

Many of the components needed are not dependent on whether the Al engine
returns stellar results. Initial development, prototyping, and ongoing regression
testing of these parts of the system can proceed with small models.

There is also vendor support for testing on lower-end models. There are various
other Al platforms that offer interfaces that mimic OpenAI’s API, but at a lower

cost, so you can test on these platforms, and then do final testing on the live
commercial platform.

Technical Debt in Al Projects

Everything’s changing fast in Al research and industry practices. Hence, the current
methods of building and deployment Al applications are a work-in-progress.
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Nobody really knows what’s optimal in regard to:

What to use Al for?
Which models?

What tech infrastructure?
How to optimize?

Safety concerns?

Hence, as part of planning an Al project, consider paying more attention to
“technical debt” inherent in this situation. You may need to refresh your tech stack
much sooner than in a non-Al project.

It’s hard to quantify in terms of effort or timescales, but it’s an important issue to
make note of in your Al project proposals. The key point is mainly to budget for
extra funding for post-launch maintenance tasks.

AI Costs Research

Research papers and articles on costs of Al applications in general, including API
usage and inference costs per token:

1.

Waleed Kadous, August 23, 2023, Liama 2 is abont as factually accurate as
GPT4 for summaries and is 30X

cheaper,, https:/ /www.anyscale.com/blog/llama-2-is-about-as-factually-
accurate-as-gpt-4-for-summaries-and-is-30x-

cheaper Code: https://github.com/anyscale/factuality-eval

Matt Murphy, Tim Tully, Derek Xiao, January 18, 2024, The Modern AI
Stack: Design Principles for the Future of Enterprise Al Architectures, Menlo
Ventures, https://menlove.com/perspective/the-modern-ai-stack-
design-principles-for-the-future-of-enterprise-ai-architectures/ (Vatious
details about the Al tech stack, organizational Al maturity levels, and
several interesting facts: inference is 95% of Al cost now, 60% of
organizations are using multi-model methods, RAG is the dominant
architecture currently, and Al application development teams are
primarily made up of non-ML software engineers leveraging on top of Al
models.)

Batchmon, July 18, 2024, Al paid for by Ads — the gpt-4o mini inflection

point, https:/ /batchmon.com/blog/ai-cheaper-than-ads

Anthropic, 15 Aug 2024, Prompt caching with

Claude, https:/ /www.anthropic.com/news/prompt-caching (Anthropic is
now supporting prompt caching with approximately tenfold reduction in
token pricing.)
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Andrew Ng, Sep 2024, X

post, https://x.com/AndrewYNg/status /1829190549842321758 (Droppi
ng token prices for LLMs means developers can focus on the app layer.)
David Spuler, March 2024, Financial Optimizations, in Generative Al in

C++, https://www.aussieai.com/book/ch5-financial-optimizations
Florian Douetteau, September 7, 2024, Get ready for a tumunltnons era of GPU
cost volatility, https:/ /venturebeat.com/ai/get-ready-for-a-tumultuous-era-
of-gpu-cost-volitivity

Tanay Jaipuria, Sep 16, 2024, The Plummeting Cost of Intelligence: On smaller
models, on-device inference and the path to Zero cost

intelligence, https:/ /www.tanavj.com/p/the-plummeting-cost-of-

intelligence
Lingjiao Chen, Matei Zaharia, James Zou, 9 May 2023, Fruga/GPT: How to

Use Large Language Models While Reducing Cost and Improving
Performance, https:/ /arxiv.org/abs/2305.05176

Robert Corwin Nov 2024, Running Large Langunage Models Privately: A
comparison of frameworks, models, and

costs, https:/ /towardsdatascience.com/running-large-language-models-

privately-a-comparison-of-frameworks-models-and-costs-ac33cfe3a462
Paul Krill Dec 05, 2024, OpenAI unveils API for tracking Open AL API usage,

costs, https:/ /www.infoworld.com/article/3618202 /openai-unveils-api-
for-tracking-openai-api-usage-costs.html

Waleed Kadous, May 17, 2023, Numbers every 1.LM Developer should

know, https:/ /www.anyscale.com/blog/num-every-llm-developet-should-
know (Includes discussion of “be concise” prompting.)

Tim Urista, Dec 2024, Dramatically Reduce Inference Costs with DeepSeek-173:
A New Era in Open-Source ILMs, https://ai.gopubby.com/dramatically-
reduce-inference-costs-with-deepseek-v3-a-new-era-in-open-source-llms-
4f1adf760eel

Kyle Wiggers, December 23, 2024, A popular technigue to make Al more
¢fficient has drawbacks, https://techcrunch.com/2024/12/23 /a-populat-
technique-to-make-ai-more-efficient-has-drawbacks/

Ryan Browne, Dec 31 2024, A/ibaba slashes prices on large language models by
up to 85% as China Al rivalry heats

up, https:/ /www.cnbc.com/2024/12/31 /alibaba-baba-cloud-unit-
slashes-prices-on-ai-models-by-up-to-85percent.html

Kyle Wiggers, January 5, 2025, OpenAl is losing money on its pricey ChatGPT
Pro plan, CEO Sam Altman

says, https:/ /techcrunch.com/2025/01/05/openai-is-losing-money-on-
its-pricey-chatgpt-pro-plan-ceo-sam-altman-says/ (OpenAl is losing
money on its $200/month plan because people use it too much.)

Janelle Teng, Dec 24, 2024, Unwrapping OpenAl'’s

03, https:/ /nextbigteng.substack.com/p/unwrapping-openai-o3-
reasoning-model ( “...it costs a whopping $17-$20 per task to run o3 in
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low-compute mode...03 and other CoT models are currently expensive at
inference”)

Austin Starks, Jan 2025, You are an absolute moron for believing in the hype of
“Al Agents”, https://medium.com/(@austin-starks/you-are-an-absolute-
moron-for-believing-in-the-hype-of-ai-agents-c0f760e7e48e

Akash Bajwa Jan 27, 2025, The Post-R1 World: AI Econonsics Have Irreversibly
Changed, https:/ /akashbajwa.substack.com/p/the-post-r1-world
Mohammed Karimkhan Pathan, February 3, 2025, Open-source revolution:
How DeepSeek-R1 challenges OpenAL's o1 with superior processing, cost

efficiency, https:/ /venturebeat.com/ai/open-source-revolution-how-
deepseek-r1-challenges-openais-o1-with-superior-processing-cost-
efficiency/

R Szilagyi, 2024, OpenSonrce alternatives of Generative Artificial Intelligence for
SME's, Journal of Agricultural Informatics, Vol. 15 No. 2

(2024), https://doi.org/10.17700/jai.2024.15.2.733 https://journal.magis
z.org/index.php/jai/article/view/733 https://journal.magisz.org/index.
hp/jai/article/view/733 /412

Wade Tyler Millward, February 4, 2025, Google 04 2024 Earnings: CEO
Pichai Says DeepSeek Models Less ‘Efficient’ Than Gemini’s, "The cost of actually
using it is going to keep coming down, which will make more use cases feasible,’
Alphabet CEO Sundar Pichai

says. https:/ /www.crn.com/news/ai/2025/google-q4-2024-earnings-ceo-
pichai-says-deepseck-models-less-efficient-than-gemini-s

Sam Altman, Feb 10, 2025, Three

Observations, https:/ /blog.samaltman.com/three-observations (Talks
about scaling laws, inference costs reducing, and AGI. One of them:
“The cost to use a given level of Al falls about 10x every 12 months, and
lower prices lead to much more use.”)

Dave Salvator, January 23, 2025, Fast, Low-Cost Inference Offers Key to
Profitable Al The NVIDLA inference platform boosts Al inference performance,
saving millions of dollars across retail, telco and

more, https:/ /blogs.nvidia.com/blog/ai-inference-platform

swyx, Jan 2025, X post: updated price-elo pareto frontier with DeepSeek v3/r1 and
Gemini 2 flash thinking 2

results, https:/ /x.com/swyx/status /1882933368444309723

Reuters, February 26, 2025, DeepSeck cuts off-peak pricing for developers by up to
75%, https:/ /www.reuters.com/technology/chinas-deepseek-cuts-off-
peak-pricing-by-up-75-2025-02-26

Reuters, March 1, 2025, China’s DeepSeek claims theoretical cost-profit ratio of

545% per day, https:/ /www.reuters.com/technology/chinas-deepseek-

claims-theoretical-cost-profit-ratio-545-per-day-2025-03-01

Zhouzi Li, Benjamin Berg, Arpan Mukhopadhyay, Mor Harchol-Balter,
31 Jul 2024 (v3), How to Rent GPUs on a
Budget, https://arxiv.org/abs/2406.15560
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https://x.com/swyx/status/1882933368444309723
https://www.reuters.com/technology/chinas-deepseek-cuts-off-peak-pricing-by-up-75-2025-02-26/
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https://arxiv.org/abs/2406.15560

29.

30.

31.

32.

Prasanth Aby Thomas, Feb 27, 2025, DeepSeek offers steep discounts, escalating
Al price war, https:/ /www.infowotld.com/article /3834662 /deepseek-
offers-steep-discounts-escalating-ai-price-war.html

Alberto Romero, Mar 19, 2025, Why the Cost of AI Keeps Magically Going
Down? Houses, healthcare, and education surely don’t work that
-the-cost-of-ai-

=]

way, https://www.thealgorithmicbridge.com/p/wh
keeps-magically

Lavanya Gupta, May 1, 2025, Hidden costs in Al deployment: Why Claude
models may be 20-30% more expensive than GPT in enterprise

settings, https:/ /venturebeat.com/ai/hidden-costs-in-ai-deployment-why-
claude-models-may-be-20-30-more-expensive-than-gpt-in-enterprise-
settings/ (The Claude tokenizer apparently creates more tokens than
GPT)

Peter Wayner, 74 tiny tricks for big cloud savings, Apr 28,

2025, https://www.infowotld.com/article /3964101 /14-tiny-tricks-for-
big-cloud-savings.html

Al Costs and Revenue Market Research

Articles and research papers on Al companies and their costs or revenues include:

1.

Tanay Jaipuria, Oct 01, 2024, OpenAI and Anthropic Revenue Breakdown:
Breaking down revenue growth, the consumer subscription businesses and the
importance of partnerships to the API

business, https:/ /www.tanayj.com/p/openai-and-anthropic-revenue-
breakdown

Ashu Garg, August 30, 2024, The AI Hype: §600B question or §4.6 T+
opportunity? Foundation Capital, https://foundationcapital.com/the-ai-
hype-600b-question-or-4-6t-opportunity/ (Quote: “...today’s uncertainty
will give rise to the next magnificent seven...”)

Kaya Ginsky June 27, 2024, Figma CEO says it is ‘eating cost’ of Al upgrade for
customers in 2024, https:/ /www.cnbc.com/2024/06/27 /figma-ceo-says-
its-eating-cost-of-ai-for-customers-in-2024-upgrade-.html

Jing Hu, Aug 2024, The AI Bubble. A Reality I Just Realized in the GenAl
Landscape, https:/ /ai.gopubby.com/the-ai-bubble-some-reality-i-just-
realized-in-the-genai-startup-landscape-c837a567ae3e

Ben Evans, Nov 2024, For 2025, ‘Al eats the world’, https:/ /www.ben-
evans.com/presentations

Paula Rooney, 18 Jul 2024, GenAl sticker shock sends CIOs in search of
solutions, C10O, https://www.cio.com/article/2518411/genai-sticker-
shock-sends-cios-in-search-of-solutions.html
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Grant Gross, 21 Nov 2024, CIOs view cost management as possible Al value
killer, https: / /swww.cio.com/article/3608214/ cios-view-cost-
management-as-possible-ai-value-killer.html

Paula Rooney, 23 Jan 2025, Cost concerns put CIOs’ Al strategies on

edge, https://www.cio.com/article/3808191/cost-concerns-put-cios-ai-
strategies-on-edge.html (Most businesses want consumption-based
pricing to control costs, not up-front commitments.)

Grant Gross, 19 Dec 2024, How will Al agents be priced? CI1Os need to pay
attention, https:/ /www.cio.com/article/3624540 /how-will-ai-agents-be-
priced-cios-need-to-pay-attention.html

Training Costs Research

Research papers on Al training costs include:

1.

Epoch Al, 2024, How Much Does It Cost to Train Frontier AI

Models? https://epochai.org/blog/how-much-does-it-cost-to-train-
frontier-ai-models

Ben Cottier, Robi Rahman, Loredana Fattorini, Nestor Maslej, David
Owen, 31 May 2024, The rising costs of training frontier Al

models, https:/ /arxiv.org/abs/2405.21015

David Linthicum, Aug 23, 2024, Navigating the Al

frontier, https:/ /www.infoworld.com/article/3491416/navigating-the-ai-
frontier.html

Maxwell Zeff, February 5, 2025, Researchers created an open rival to OpenAI's
ol ‘reasoning’ model for under

$50, https://techcrunch.com/2025/02/05/researchers-created-an-open-
rival-to-openais-o1-reasoning-model-for-under-50

Kyle Wiggers, January 11, 2025, Researchers open sounrce Sky-11, a ‘reasoning’
Al model that can be trained for less than

$450, https://techcrunch.com/2025/01 /11 /researchers-open-source-

sky-tl-a-reasoning-ai-model-that-can-be-trained-for-less-than-450

NovaSky, Jan 2025, S&y-17: Train your own O1 preview model within

$450, https://novasky-ai.github.io/posts /sky-t1

Douglas C. Youvan, September 27, 2024, Buzlding and Running Large-Scale
Language Models: The Infrastructure and Technigues Behind GPT-

4, https://www.researchgate.net/profile/Douglas-
Youvan/publication/384398902 Building and Running large-

Scale Language Models The Infrastructure and Techniques Behind
GPT-4/links/66£6f4d3906bca2ac3d20e68 /Building-and-Running-Large-
Scale-Language-Models-The-Infrastructure-and-Techniques-Behind-
GPT-4.pdf
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8. Will Henshall June 3, 2024, The Billion-Dollar Price Tag of Building Al,
Time, https://time.com/6984292/ cost-artificial-intelligence-compute-

epoch-report/

9. Jaime Sevilla Edu Roldan, May 28, 2024, Training Compute of Frontier Al

orows-by-4-5x-per-year
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5. RAG Architecture
Optimizations

Reranker Component

The reranker component aims to calibrate the best chunk for the LLM to use. The
basic idea is:

Retriever returns several chunks

Reranker orders them in priority of relevance

Packer merges the chunks with the user’s query and other global
instructions

One final LLM request answers the user’s question

Why do we need a reranker? After all, doesn’t the vector database itself return a list
of chunks sorted in order of relevance? Yes, but the reranker is useful for:

1.

Reconciling the two different rankings returned by the keyword lookup
and vector database.

2. Offering an extra point to optimize accuracy of the system.

Here are some research papers specific to the reranker component:

1.

Vahe Aslanyan, June 11, 2024, Next-Gen Large Language Models: The
Retrieval-Augmented Generation (RAG)

Handbook, https:/ /www.freecodecamp.org/news/retrieval-augmented-
generation-rag-handbook

Benjamin Clavié, 30 Aug 2024, rerankers: A Lightweight Python Library to
Unify Ranking

Methods, https:/ /arxiv.org/abs/2408.17344 https://arxiv.org/pdf/2408.1
7344

Vivedha Elango, Sep 2024, Search in the age of Al- Retrieval methods for
Beginners, https:/ /ai.gopubby.com/search-in-the-age-of-ai-retrieval-
methods-for-beginners-557621e12ded

Zhangchi Feng, Dongdong Kuang, Zhongyuan Wang, Zhijie Nie, Yaowei
Zheng, Richong Zhang, 15 Oct 2024 (v2), EasyRAG: Efficient Retrieval-
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Augmented Generation Framework _for Automated Network
Operations, https:/ /arxiv.org/abs/2410.10315 https://github.com/BUAA
Dreamer/EasyRAG

5. Rama Akkiraju, Anbang Xu, Deepak Bora, Tan Yu, Lu An, Vishal Seth,
Aaditya Shukla, Pritam Gundecha, Hridhay Mehta, Ashwin Jha, Prithvi
Raj, Abhinav Balasubramanian, Murali Maram, Guru Muthusamy,
Shivakesh Reddy Annepally, Sidney Knowles, Min Du, Nick Burnett,
Sean Javiya, Ashok Marannan, Mamta Kumari, Surbhi Jha, Ethan
Dereszenski, Anupam Chakraborty, Subhash Ranjan, Amina Terfai,
Anoop Surya, Tracey Mercer, Vinodh Kumar Thanigachalam, Tamar Bar,
Sanjana Krishnan, Samy Kilaru, Jasmine Jaksic, Nave Algarici, Jacob
Liberman, Joey Conway, Sonu Nayyar, Justin Boitano, 10 Jul
2024, FACTS About Building Retrieval Aungmented Generation-based Chatbots,
NVIDIA Research, https://arxiv.org/abs/2407.07858

6. Andrea Matarazzo, Riccardo Totlone, 3 Jan 2025, A Survey on Large
Langnage Models with some Insights on their Capabilities and
Limitations, https:/ /arxiv.org/abs/2501.04040 (Broad survey with many
LLM topics covered from history to architectures to optimizations.)

7. Y Huang, T Gao, | Zhang, X Liu, G Wang, 2024, Adapting Large Langnage
Models for Biomedicine though Retrieval-Angmented Generation with Documents
Scoring, 2024 IEEE International Conference on Bioinformatics and
Biomedicine (BIBM), 2024, pages 5770-5775, DOLI:
10.1109/BIBM62325.2024.10822725, https://www.computer.org/csdl/p
roceedings-article/bibm /2024 /10822725 /2300dpoidfq (Using an LL.M-
based reranker for medical research documents.)

8. MS Tamber, R Pradeep, | Lin, Jan 2025, LiT and Lean: Distilling Listwise
Rerankers into Encoder-Decoder

Models, https://cs.uwaterloo.ca/~jimmylin/publications /Tamber Lin E

CIR2025.pdf
9. Bharani Subramaniam, 13 February 2025, Emerging Patterns in Building

GenAl Products, https:/ /martinfowler.com/articles /gen-ai-patterns
10. Tanay Varshney, Annie Surla, Nave Algarici, Isabel Hulseman and Cherie
Wang, Mar 06, 2025, How Using a Reranking Microservice Can Improve
Acenracy and Costs of Information
Retrieval, https:/ /developer.nvidia.com/blog/how-using-a-reranking-
microservice-can-improve-accuracy-and-costs-of-information-retrieval
11. Ghadir Alselwi, Hao Xue, Shoaib Jameel, Basem Suleiman, Flora D.
Salim, Imran Razzak, 19 Mar 2025, Long Context Modeling with Ranfked
Memory-Augmented Retrieval, https:/ /arxiv.org/abs/2503.14800
12. Jiashuo Sun, Xianrui Zhong, Sizhe Zhou, Jiawei Han, 16 May 2025
(v2), DynamicRAG: Leveraging Outputs of Large Langnage Model as Feedback for
Dynamic Reranking in Retrieval-Angmented
Generation, https:/ /arxiv.org/abs/2505.07233 https://github.com/GasolS

un36/DynamicRAG
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Overview of RAG Components

A typical RAG application has a number of components, wrapped around the main
LLM and its inference engine. Each of these components can be optimized for
either speed or smartness or maybe even both if we’re lucky.

Some of the main RAG-specific components include:

RAG orchestrator component (running the whole show)
Retriever (two types)

Embedding vector generator

Vector database

Keyword datastore

Reranker

Packer (sometimes called the “augmenter”)

A more fully-fledged RAG application backend would have some additional
components:

Prompt shield — block jailbreaks and other user trickiness.

Error handler — sometimes things go awry.

Citation manager — show references for “explainability” of answers.
Image results handler — show pretty product pictures to cashed-up users.
Observability — add logging, monitoring, and instrumentation for
MLOps.

Security credential management — allow users to log in!

Some of the possible latency optimizations by adding RAG components include:

Inference cache (text-to-text or text-to-KV cache)
Semantic cache (text-to-text)

Prefix caching

Context token compression (chunk compression)
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Packer

The packer component in a RAG application takes the uset’s query and the RAG
chunks and “packs” them according to a prompt template. The output from the
packer is the final input text that is sent to the LLM. The usual order of the final
text is:

e Global instructions (e.g., “please use only the following data for answering
the question.”)

e Chunks (1 or more)

e  User question

The general guidance for optimizing the packing phase includes:

e Put the user’s query last.

e Order the chunks in reverse (worst-to-best).

e DPut the global instructions first (as a fixed prefix).

e Don’tinsert the user’s query into the global instructions.

Putting the uset’s question last helps in both accuracy and speed. With the question
at the end of the prompt, it’s “closest” to the newly output answer tokens, which
helps the LLM pay attention to the question when creating more answer tokens in
the decoding phase.

Leaving the user’s question till the end also ensures a common prefix for all RAG
queries, which enables the “prefix caching” optimization. Putting the user’s query
first would ruin that caching speedup. Note that a higher-level “inference cache” of
text-to-text cached query-response results, for optimizing recurring user queries, is
a separate optimization, and that idea works regardless of the ordering, because it’s
at the top level. Prefix caching is an optimization that helps latency for all user
queries, without needing them to be the same or even similar.

Otrdering of the RAG chunks also matters for both accuracy and speed. The packer
has a list of chunks, which have been ranked by both the retriever and also the
“reranker” component. But how should they be packed — best to worst (sorted),
wortst to best (reverse), or some other ordering.

There is some “best practices” research that the accuracy-optimal algorithm for

packing is “reverse,” which means putting the highest-ranked chunk last. This
means that the best chunk is nearest to the uset’s question, which helps attention.
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Note that this is somewhat the opposite result to other research whereby LLMs
generally are better at finding information at the start of a sequence, then
information at the end is next-best, and information in the middle is 2 muddle.

Chunk ordering also affects latency. Firstly, the number of chunks and the total
token count significantly affects LLM speed, so perhaps the packer could prefer
shorter chunks, or even compress them to fewer words. Configuring the retriever
and/or reranker to return fewer chunks is an important optimization. Prefix
caching is also affected by the packer’s choice of ordering, but this optimization
doesn’t work as well for chunks because their ordering can change, so there’s not
always the same prefix (unlike global instructions, which are fixed text).

Cache-aware chunk ordering is probably not desirable, as it sacrifices accuracy for
speed. There is a “cache-aware prefix caching” speed optimization for RAG
chunks, whereby the packer should put any chunks for which it has a prefix cache
to the front of the query, to maximize cache usage. Although faster, this undermines
the whole point of the reranker, which focuses on presenting the most relevant
information to the LLLM for the best accuracy.

The overall prompt template used by the packer also affects both accuracy and
speed. Good prompt engineering helps with RAG accuracy and is a very important
part of designing a RAG system (see Chapter 7). However, the total size and layout
of prompt instructions can also affect speed. If it’s too long, then the LLM is
processing a lot of tokens for every user query, although this is alleviated somewhat
by prefix caching if the text is fixed. For this reason, the idea of inserting the uset’s
question twice, at both the start and end of the prompt template, might help
accuracy, but the changing query at the front ruins prefix caching speed
optimizations.

Some of this research on text ordering may need to be re-done. Newer models are
much better at handling “long context” inputs with a high level of accuracy, so the
guidance to put the best information at the end (reverse chunk ordering), or near
the beginning, may no longer matter for some advanced models, and probably
won’t matter at all for any models in the longer term.

Keyword Lookup Datastore

The keyword lookup component is a datastore mapping keywords to RAG chunks.
It is somewhat optional, as a RAG architecture can make do with only a vector
database component, using only embeddings-based search. However, combining
keyword search with vector database search can lead to more accurate results.
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The area of searching text for keywords has been around for many decades, usually
called “information retrieval.” Some of the better-known algorithms for looking up
things in text include:

e Term Frequency—Inverse Document Frequency (TF-IDF)
e  Okapi Best Match 25 (BM25)

e Facebook Al Similarity Search (FAISS)

e Navigable Small World (NSW)

e Hierarchical Navigable Small World (HNSW)

The accuracy of a keyword lookup datastore is integral to the overall accuracy of
the RAG system. Both the keyword lookup and vector database lookup needs to
be performing well, in order to give the LLM the most relevant input data.

Latency can also be affected by adding a keyword datastore, as it adds another step
in the RAG sequence. Optimizing the speed of the keyword datastore component
involves choices such as:

e Comparing multiple keyword datastores

e Parallel execution of keyword and vector lookups
e Datastore indexes

e Caching

The keyword datastore needs to ensure good performance in terms of both
accuracy and speed as the number of stored chunks increases. This needs to be
tested and tuned as part of the initial build of the RAG system, and also on an
ongoing basis as more data is added to the datastore.

BM25 Keyword Lookup Algorithm

As an example of the keyword lookup component, let’s examine the “Best Match
25” or BM25 algorithm. This is a longstanding algorithm for keyword search that
has preceded much of the Al work, and is simpler to understand that embedding-
based vector research. Keyword search algorithms such as BM25 can be used as
RAG-based keyword retrievers.
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At a high level, BM25 consists of the following steps:

1. Process the query to remove the small words (e.g., “the,” “and,” “this”,
“that,” etc.), leaving the core words of the query.

2. Use a reverse index to find all the documents (chunks) that match each
word.

3. Score and rank these chunks or documents.
4. Return the Top 25 as the keyword lookup results.
The score for ranking is based on:

e How many of the query terms appeat in a chunk/document.
e How frequently each word appears in the chunk/document.
e How rare each word is across all documents.

e Length of the chunk/document.

All of these tests can be brute-force precalculated for each word, so only the
combination of each metric needs to be calculated at runtime. Presumably, there
could be other weights in the calculation too, such as there may be a “vocabulary”
specific to your knowledge base which might have a better affinity to specific
documents for example.

This overall algorithm is used as the keyword-based retriever component of the
RAG architecture. At the very end of this algorithm, the “top 25” chunks or
documents are passed back to the LLM as the result of the keyword lookup, which
are then incorporated into the overall RAG algorithm.

Overall RAG Algorithm

The overall RAG algorithm involves quite a few steps, and is the basis of the RAG
architecture. The software component that executes this overarching algorithm is
called the “RAG orchestrator,” or simply the “RAG backend.”

The RAG orchestrator has quite a busy life, because it has to supervise a lot of
different personalities.
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There are several other individual components used by the algorithm:

¢ Embedding model — converts the uset’s quety string into a vector of
semantic embeddings.

e Retriever —text chunks from a vector database, keyword store, or both.

e Reranker — orders the returned text chunks into a “ranking” from most
relevant to least.

e Packer — merges all text chunks and user query into the prompt template.

e Citation manager —track the citations to show users, based on text chunks.

The basic technical algorithm flow for a user request in a RAG architecture can be:
a. Receive the user’s question (input).

b. Use the uset’s question to do a text-based (keyword) search on the index
and get the top X hits (of documents or snippets).

c. Calculate the “embedding” for the user’s question (a vector that shows
its semantic meaning in numbers).

d. Calculate the embeddings for the top X hits (from text search) and add
these embeddings vectors to the vector database.

e. Do a vector search on embeddings and get the top Y hits.

f. Filter top X hits (text-based) and top Y hits (vector-based) to find
overlaps, this overlap represents the best text-based and vector-based hits.
If there is no overlap, select some from each.

g. Combine the top hits with any summarization from previous questions.

h. Get the contents from the top hits and use prompt engineering to create
a question something like:

“Given <summary>, <chunk 1>, <chunk 2>, <chunk 3>, answer
<question from nser>.

Only respond with content from the provided data.

If you do not know the answer, respond with I do not know.

Cite the content used.”

1. Send the prompt to the LLM, and receive the answer back from the LLM.
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j. Resolve any citations in the answers back to URLs the end user can click
on, e.g., Confluence page, Jira ticket/comment/solution, etc.

k. Summarize the conversation to date using the model (i.e., context for
any subsequent questions).

L. Send back answer + summarization (perhaps encoded). The idea is the
encoded summarization will not be shown for this answer, but will only be
used internally by the RAG components for follow-up questions.

m. The client or caller is responsible for context management, which means
ensuring that conversations end quickly and new topics result in new
conversations. Otherwise, the context fills up quickly, the LLM forgets
what it’s already said, and things gets confusing.

The above algorithm is thorough in generating two sets of hits (top X and top Y).
It’s not strictly necessary to do two searches (one with text keywords and one with
vector embeddings), as often vector embeddings are good enough. Alternatively,
text-based keyword searches are often cheaper, and vector lookups could be
skipped. At the end of the day, the chunks most likely to contain answers to the
questions are being sought.

Special Cases

If only that were all there was to code for a RAG system. Here are some more
special cases to consider:

e No chunks are returned by the retriever (two cases: keyword retrieval and
vector database retrieval).

e Returned chunks are scored so low by the reranker that it’s effectively the
same as having no chunks (i.e., all are scored below a relevance threshold).

e The query requires a “tool” or “function call” (e.g., a clock is needed to
answer: “What time is it?”).

e The query requires an external data source, such as a web search, which
may or may not be supported by your RAG system.

My brain is in pain. How many distinct input cases is that?

There’s not one right answer in such cases. Handling zero chunks returned could
be handled by simply bailing out with a fixed unfriendly message (“Error: no
chunks”) or a friendlier LLM response based on a different prompt template (“I
don’t know the answer to that, but here’s a quote from Hamlet.”)
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On the other hand, maybe you want to sell your customer something even if you’ve
nothing. For example, the RAG system is a clothing advisor, and the user query is:

“What should I wear today?”

That’s unlikely to have any good matches to specific RAG documents about
clothing products. The simple and efficient solution would be to just give a generic
sales spiel response, which could be a canned document.

But if personalization was desirable (yes), and a weather tool was available (maybe),
and your LLM has been trained to recognize day-specific or season-specific
searches (probably not), then the weather tool could be called, and the returned
weather conditions could be substituted into the query. With better keywords, a
good selection of clothing could then be retrieved from the RAG store. The query
would effectively become:

“What should I wear when it is chilly with a chance of rain?”

Note that this idea actually needs two tools. To get the weather, you first need to
know the website uset’s general location from their IP address or other cookies,
which is another tool.
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6. Fine-Tuning vs RAG

Fine-Tuning vs RAG

If you want an Al engine that can produce answers based on your company’s
product datasheets, there are two major options:

e Tine-Tuning (FT): re-train your foundation model to answer new
questions.

e Retrieval-Augmented Generation (RAG) architecture: summarize excerpts
of documents using an unchanged foundation model.

The two basic approaches are significantly different, with completely different
architectures and a different project cost profile. Each approach has its own set of
pros and cons.

Spoiler alert! RAG and fine-tuning can be combined.

Advantages of RAG

The RAG architecture typically has the following advantages:

e Lower up-front cost

o Flexibility

e Up-to-date content

e Access external data soutces and/or internal proprietary documents

e Content-rich answers from documents

e  Explainability (citations)

e Personalization is easier

e Hallucinations less likely (if retriever finds documents with the answer)
e Scalability to as many documents as the datastore can handle.

e RAG is regarded as “moderate” difficulty in terms of Al expertise.
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The main goal of RAG is to avoid the expensive re-training and fine-tuning of a
model. However, RAG also adds extra costs in terms of the RAG component and
its database of documents, both at project setup and in ongoing usage, so it is not
always a clear-cut win.

In addition to cost motivations, RAG may be advantageous in terms of flexibility
to keep up-to-date with content for user answers. With a RAG component, any
new documents can simply be added to the document datastore, rather than each
new document requiring another model re-training cycle.

This makes it easier for the Al application to stay up-to-date with current
information includes in its answers.

Disadvantages of RAG

The disadvantages of RAG where the underlying model is not fine-tuned, include:

e Architectural change required (retriever component integrated with model
inference).

e Slower inference latency and user response time (extra step in architecture).

e Extra tokens of context from document excerpts (slower response and
increased inference cost).

e Extra ongoing costs of retriever component and datastore (e.g., hosting,
licensing).

e Larger foundation model required (increases latency and cost).

e Model’s answer style may not match domain (e.g., wrong style, tone, jargon,
terminology).

e Re-ingestion may be required for data updates.

Data needs to be ingested periodically stay up to date, which is also true of FT.
With RAG, any major changes to the source data may require it 2/ to be ingested
again. Even if the data stays the same, but it’s been reorganized, the data needs to
be ingested again. If you’re not careful with revisions, citation links may resolve to
404 pages.

Technically, this is also an advantage of RAG, because the ingest is not terribly
expensive compared to fine-tuning,
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Statelessness of RAG

There’s an even more fundamental limitation of RAG systems: they’re not any
smarter than the LLM they use. In fact, a typical RAG system:

¢ Remembers nothing
e Learns nothing

The overall RAG implementation relies on the LLM for basic common sense,
conversational ability, and simple intelligence. It extends the LLM with extra data,
but not extra memory or extra skills.

The RAG system does not remember anything about the chunks it sees. Rather, it
needs to scan them again for every query. It has no memory of having seen them
before, except maybe a KV cache, which helps it run faster but not smarter.

The LLM does not learn anything from a chunk that puts its knowledge into a
higher plane. For example, if you ask a RAG system with a chunked version of a
hundred programming textbooks, I doubt you could ask it to generate a Snake
Game. However, you could certainly ask it about the syntax of a switch statement
in the language, because that’s probably memorized inside the model weights.

With a RAG architecture, the model has not “learned” anything new, and you have
only ensured it has the correct data to answer questions. For example, if you asked
about how a “switch” statement works, the hope is that the retriever finds the
chunks from the “Switch” sections of the programming books, and not from five
random code examples that used the switeh statement. This is all dependent on the
text-based keyword indexing and how well the semantic embedding vectors work.
The “R” in RAG is “Retrieval” and it’s very dependent on that.

It’s also somewhat dependent on the initial ingest of the RAG data. For example,
if done well, the ingest logic and chunking could notice text versus code segments
in the original content and then chunk or categorize it appropriately.

There is some research on “continuous learning” or “continuous adaptation” or
“incremental learning” on the horizon. Future RAG systems might retain some
knowledge from the text chunks of documents (or conversations with users).
Maybe some of the faster fine-tuning algorithms, such as Parameter-Efficient Fine-
Tuning (PEFT) or Low-Rank Adapters (LoRA), will improve RAG’s learning
capabilities in the future.
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Advantages of Fine-Tuning

The main advantages of a fine-tuning architecture over a RAG setup include:

e Style and tone of responses can be trained — e.g., positivity, politeness.

e Use of correct industry jargon and terminology in responses.

e Brand voice can be adjusted.

e No change to inference architecture — just an updated model.

e Faster inference latency — no extra retriever search step.

e Reduced inference cost — fewer input context tokens.

e No extra costs from retriever and datastore components.

e Smaller model can be used — further reduced inference cost.

¢  You're more likely to get free lunches and access to the company jet on
weekends.

Fine-tuning is not an architectural change, but is an updated version of a major
model (e.g., GPT-3), whereas RAG is a different architecture with an integration to
a search component that accesses an external knowledge database or datastore and
returns a set of documents or chunks/snippets of documents.

Disadvantages of Fine-Tuning

The disadvantages of a fine-tuning architecture without RAG include:

e Training cost — up-front and ongoing scheduled fine-tuning is expensive.

e Outdated information used in responses.

e Needs a lot more proprietary data than RAG.

e Training data must be in a paired input-output format, whereas RAG can
use unstructured text.

e Complexity of preparing and formatting the data for training (e.g.,
categorizing and labeling).

e No access to external or internal data sources (except what it’s been trained
on).

e Hallucinations more likely (if it hasn’t been trained on the answer).

e Personalization features are difficult.

e Lack of explainability (hard to know how the model derived its answers or
from what sources).

e Poor scalability (e.g., if too many documents to re-train with).

e Fine-tuning (training) is regarded as one of the highest difficulty-level
projects in terms of Al expertise.
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The main disadvantage of fine-tuning is the compute cost of GPUs for fine-
tuning the model. This is at least a large up-front cost, and is also an ongoing cost
to re-update the model with the latest information. The inherent disadvantage of
doing scheduled fine-tuning is that the model is always out-of-date, since it only
has information up to the most recent fine-tuning. This differs from RAG, where
the queries can respond quickly using information in a new document, even
within seconds of its addition to the document datastore.

Cost Comparison of RAG and FT

The fine-tuning approach has an up-front training cost, but a lower inference cost
profile. However, fine-tuning may be required on an ongoing schedule, so this is
not a once-only cost. The lower ongoing inference cost for fine-tuning is because
(a) there’s no extra “retrieval” component needed, and (b) a smaller model can be
used.

RAG has the opposite cost profile. The RAG approach has a reduced initial cost
because there is not a big GPU load (i.e., there’s no re-training of any models).
However, a RAG project still has up-front cost in terms of setting up the new
architecture, but so does a fine-tuning project. In terms of ongoing costs, RAG also
has an increased inference cost for every user query, because the Al engine has
more work to do with extra information. There is also the hidden cost whereby the
RAG architecture may increase the number of tokens sent as input to the inference
engine, because they are “context” for the user query, and this increases the
inference cost, whether it’s commercially hosted or running in-house. This extra
RAG inference cost continues for the lifetime of the application.

One final point: you need to double-check if RAG is cheaper than fine-tuning. 1
know, I know, sorry! I wrote that it was, and now I’'m walking that claim back.

But commercial realities are what they are. There are a number of commercial
vendors pushing the various components for RAG architecture and some are
hyping that it’s cheaper than buying a truckload of GPUs. But fine-tuning isn’t that
bad, especially with PEFT and LoRA available, and you need to be clear-eyed and
compare the pricing of both approaches.

Staffing profiles are another issue in RAG versus fine-tuning. Fine-tuning likely
requires some ML-savvy data scientists, whereas RAG needs only your average
programmer without much ML experience.
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Hybrid RAG + Fine-Tuning Methods

Fine-tuning and RAG are more like frenemies than real enemies: they’re usually
against each other, but they can also work together. If you have the bucks for that,
it’s often the best option. The RAG architecture uses a model, and there’s no reason
that you can’t re-train that model every now and then, if you’ve got the compute
budget for re-training.

In a hybrid architecture, the most up-to-date information is in the RAG datastore,
and the retriever component accesses that in its normal manner. But we can also
occasionally re-train the underlying model, on whatever schedule our budget allows,
and this gets the benefit of innate knowledge about the proprietary data inside the
model itself. Occasional re-training helps keep the model updated on industry
jargon and terminology, and also reduces the risk of the model filling gaps in its
knowledge with “hallucinations.”

Once-only fine-tuning. One hybrid approach is to use a single up-front fine-
tuning cycle to focus the model on the domain area, and then use RAG as the
method whereby new documents are added. The model is then not fine-tuned
again.

The goal of this once-only fine-tuning is to adjust static issues in the model:

e Style and tone of expression
e Brand voice
e Industry jargon and terminology

Note that I didn’t write “up-to-date product documents” on that list. Instead, we’re
putting all the documents in a datastore for a RAG retriever component. The model
doesn’t need to be re-trained on the technical materials, but will get fresh responses
using the RAG document excerpts. The initial fine-tuning is focused on stylistic
matters affecting the way the model answers questions, rather than on learning new
facts.

Another strength of fine-tuning for use as a RAG LLM is getting the model used
to answering in the form you want and getting it used to accepting queries in the
form you want. This can make subsequent prompting easier in the RAG system.

Occasional re-training might still be required for ongoing familiarity with jargon or
tone, or if the model starts hallucinating in areas where it hasn’t been trained.
However, this will be infrequent or possibly never required again.
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Use Cases for FT vs RAG

I have to say that I think RAG should be the top of the pile for most business
projects. The first rule of fine tuning is: do not talk about fine-tuning.

A typical business Al project involves the use of proprietary internal documents
about the company’s products or services. This type of project is well-suited for
RAG, with its quick updates and easy extraction of relevant document sections.
Hence, RAG is my default recommendation for such use cases.

Fine-tuning is best for slow-changing or evergreen domain-specific content. RAG
is more flexible in staying up-to-date with fast changing news or updated
proprietary content. A hybrid combined approach can work well to use fine-tuning
to adjust tone and style, whereas RAG keeps the underlying content fresh.

If the marketing department says you need to do fine-tuning for “brand voice”
reasons, you simply ask them to define what exactly that means. That’ll keep them
busy for at least six months.

Fine-tuning can also be preferred in some other specialist situations:

a. Complex structured syntax, such as a chat bot that generates code for a
proprietary language or schema.

b. Keeping a model focused on a specific task. For example, if a coding
copilot is generating a Ul based on a text description using proprietary
languages, you don’t want to get side-tracked by who won the 2023 US
Open because the prompt somehow mentioned “tennis.”

c. Fixing failures using the foundation model or better handling of edge
cases.

d. Giving the model new “skills”, or teaching the model how to understand
some domain language and guide the results. For example, if you train the
model using the works of Shakespeare, and then ask it to output something
in HTML, the model will fail. Even using RAG and providing HTML
examples as context will likely fail, too. However, fine tuning the model
with HTML examples will succeed, and allow it to answer questions about
the works of Shakespeare, and create new, improved works of Shakespeare
that people other than English teachers can actually understand, (and how
about a HEA in R&]). After that, it'll format the results very nicely in
HTML thanks to your fine-tuning.
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e. Translation to/from an unfamiliar or proprietary language. Translating
to a foreign language the model has never seen is a clear example where
fine-tuning is needed. Proprietary computer languages are another area.
For example, consider the task of creating a SQL schema based on
conversion of a given SAP schema. Fine tuning would be required to
provide knowledge of SQL, SAP and the various mappings. Some models
might already have some clue about SQL and SAP schemas from internet
training data sets, but SAP schemas are also often company-specific.

f. Post-optimization fine-tuning. This is another use of fine-tuning after
certain types of optimizations that create smaller models, such as pruning
or quantization. RAG cannot help here, because this is about basic model
accuracy. These optimizations cause damage to the accuracy of the models,
and it’s common practice to do a small amount of fine-tuning on the
smaller model to fix these problems.

Obviously, we prefer RAG, and it is an optimal solution in many cases. However,
fine-tuning has been making a comeback in terms of use cases and optimizations
such as LoRA architectures.
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7. Prompt Engineering

What is Prompt Engineering?

Surely, you had a good laugh the first time you heard the term “prompt
engineering”’? Well, if you’re a software engineer that is. Apparently, English is now
the programming language du jour?

Anyway, prompt engineering is a real thing.

LLMs supposedly speak “natural language” but the methods of prompting are
rather unnatural. Over the last year or so, Al researchers have discovered a number
of rather bizarre ways to enhance the results of LLMs, just by tweaking the words
that go in.

But there’s a lot of simpler stuff that makes more sense. In fact, there are multiple
ways that changing the words of your input query can enhance the results:

e  Meta-instructions

e Brand voice

e Prepended context
e Advanced reasoning

All of these ideas are useful ideas for “dataless” chatbots. Rather than defining a

complicated RAG architecture, or using a fine-tuned custom LLM, you can get very
far with just prompt engineering.

Basics of Prompt Engineering

Before we get into the details of writing code in your brand-new programming
language, formerly known as “English,” let’s examine some of the basic things
about prompting.
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Techniques include:

e Longer prompts

e Specific words

e Add examples

e Set the temperature

e Basic question-answer structure
e Templated structures

e Context markers

All things equal, a longer prompt will work better than a shorter one. More words
give the LLM more probabilities to crunch, and it tends to do better.

In the same vein as prompt length, being very specific with appropriate words helps
the LLM focus on the area. Try to avoid ambiguous words that have multiple
meanings, or use a longer prompt with several different synonyms or near-
synonyms.

Examples or “exemplars” are useful for LLMs to know what you want to output.
If you make a longer prompt that contains an example, the LLM can do better in
terms of generating an answer in a similar structure and style.

The “temperature” is an important variable to consider when you’re sending
prompts to the LLM engine. How creative do you want it to be? This is a
consideration that is sometimes forgotten when you’re fiddling with words, but you

can also fiddle with the settings.

If you’re doing a question-and-answer type application, you can just use a “pass-
through” prompt from the user:

What is the capital of Australia?

This basically foists the issue of prompt engineering onto your user, for better or
worse. You can use some more structured templates, where you insert the uset’s
input prompt into a templated format, such as:

Question: What is the capital of Australia?

Answer:
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This encourages the LLM to extend the context, although don’t worry, it was going
to do that anyway. By adding a little more structure, you can get a more focused
answer.

Another type of templating is to use various special characters as delimiters, such
as quotes or dashes. A simple example:

meeeee-QUlESHION: ===
What is the capital of Australia?
—————————— Aunswer: ----------

The use of multi-character delimiters as separators is useful with blocks of text,
such as “chunks” in a RAG architecture, or multiple turns of conversation history
in a chatbot. Using these types of section-splitting markers helps the LLM know
what is context, and what is a question.

But those are just the basics of prompt engineering. There are literally dozens,
maybe even hundreds, of specific types of weird algorithms for advanced prompt
engineering. All in English, without a drop of Python code to be found. And by the
way, the answer to the capital city of Australia is “Canberra” if you were wondering.
It’s nowhere near the beach and full of politicians, so nobody goes there as a tourist.

RAG Prompt Structure

Prompt engineering is used in RAG algorithms in multiple ways. For example, it is
used to merge document excerpts with the uset’s question, and also to manage the
back-and-forth context of a long conversation. The basic sequence from RAG
prompt engineering that goes into the LLM is:

e Preamble (e.g., global instructions)

e Chunk1
e Chunk?2
e Chunk 3

e User’s query
e Grounding criteria (prompt engineering)

Usually, the RAG chunks go first as “context,” and then the user’s query is
appended. But I have read at least one research paper that extolled the many
advantages of “prepending” the user’s query before the RAG chunk, but good luck
finding it because I can’t remember the citation.
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That idea also breaks some of the amazing “prefix KV caching” that can be done
with RAG, so it would be slower, anyway, and we can’t have that.

As with any prompt engineering, playing around with the order of things can
produce improved results. Repeating things can also help. It’s often useful to give
prompt instructions like:

Using the following <chunks> answer <query>.
Make sure only the chunks are used and provide the
number of chunks used.

It’s often useful to useful to repeat the query, too:

Answer <query> using <chunks>.

When answering <gquery> remember to only use
information provided

and provide the number of the chunks used.

Repeating things at the end is useful to refocus the LLM. If the <query> is before
the <chunks> it might be so far away that its impact is reduced for inference.

Not all instructions need to be in the same LLM query. It’s possible to have a
preamble conversation with the LLM initially where you explain what the following
queries will look like and even provide an example. After that preamble, the actual
prompt with RAG chunks and query can be sent.

RAG Global Prompts

Another use of prompt engineering is to overcome some of the “brand voice”
limitations of RAG without fine-tuning. Such problems can sometimes be
addressed using prompt engineering with global instructions. The new sequence
becomes:

e Chunk1
e Chunk?2
e Chunk3

e  Global instructions
e User’s query

Or maybe you can put the global instructions right at the top, which works better
with caching. But the global instructions near the user’s query probably works better
for accuracy.
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Also, interestingly, some research has shown that the RAG chunks at the start and
end are the two that work best with LLMs, because I guess LLMs get bored reading
all this garbage and just skim over the middle stuff. So, maybe you should only
return two document chunks from your data retriever. Has anyone researched that?

Global instructions for RAG are similar to other uses of “custom instructions” for
non-RAG architectures. For example, the tone and style of model responses can be
adjusted with extra instructions given to the model in the prompt. The capabilities
of the larger foundation models extend to being able to adjust their outputs
according to these types of meta-instructions:

e Style

e Tone

e Readability level (big or small words)

e Verbose or concise (Hemingway vs James Joyce, anyone?)
e Role-play/mimicking (personas)

e Audience targeting

This can be as simple as prepending an additional instruction to all queries, either
via concatenation to the query prompt, or as a “global instruction” if your cloud-
based model vendor supports that capability directly.

Global instructions are usually written in plain English. Style and tone might be
adjusted with prompt add-ons such as:

Please reply in an optimistic tone.

You might also try getting answers in a persona, such as a happy customer (or a
disgruntled one if you prefer), or perhaps a domain enthusiast for the area.

You can use a prompt addendum with a persona or role-play instruction such as:
Please pretend you are Gollum when answering.

Technically, you can omit the word “Please” if you like. But I think that good
manners are recommended, because LLMs will be taking over the world as soon as
they get better at math, or haven’t you heard?
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Chatbot Sessions and Conversations

Many uses of LLMs are interactive sessions or turn-based Al, where the user can
ask multiple questions in sequence. The obvious example is chatbots and other
interactive Q&A sessions.

Remember in such cases, it’s not a single question/answet, but a conversation. This
is both good and bad. The history of the conversation can be helpful if it stays in
context.

In general, though, the conversation will become polluted over time. Things can be
very unpredictable when topics change. To address this, there are a few options:

e Let the LLM handle it anyway (many LLMs are now trained to be “long
context” capable).

e Ask the LLM to summarize the conversation.

e Tty to truncate the conversational history.

The brute-force way to deal with this problem is to toss the conversation once it
gets too long. But what is too long? It could be as little as five user questions. By
tossing the conversation, you get back to a “known” base case, but your LLM will
also “forget” everything that the user has said before that in the conversation.

Summarization of the conversation by the LLM is another option. It’s as simple as
injecting a prompt saying “Summarize the conversation to date”. In this way, the
LLM will itself generate a summary, and then insert it into the output prior to the
answer of the user’s question.

How does this help? It puts a summary of the conversation into the early part of
the context, so that if other earlier answers fall out of the context window, there is
still the summary around for the LLM to keep its answers consistent.

The final approach is simply to truncate the conversation in the enclosing algorithm
around the RAG components. It’s useful in the application to encourage
conversations to be restarted wherever it can happen naturally. Navigation within
your application can easily have points in it where the current conversation ends.
For example, in a customer support website with a chatbot, when the user moves
between products, this could cause the old conversation to end and a new one to
start.
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Meta-Instructions

Meta-instructions are general instructions about the instructions. Usually they are a
kind of “global” setting that you want the LLM to do for every answer. These
include things like:

e Tone of voice — e.g., optimistic.

e Reading level

e Spelling — if you don’t want American spelling.

e Audience — are your users all retirees? Third-graders?

These types of directives are commonly used as “global” instructions. Some
commercial services allow you to pre-set these meta-instructions for every user
query. For example, OpenAl calls them “custom instructions” for ChatGPT, and
Google has “system instructions” for Gemini. Alternatively, if you’re building an
Al app, even a simple wrap architecture, then adding these meta-instructions is just
a simple string concatenation operation in your prompt engineering module.

Brand Voice and Prompt Engineering

Brand voice is having a consistent way that the chatbot talks about your brand.
Some of the issues include:

e Positioning
e Jargon and terminology
e Brand voice

How the customer perceives the output from the LLM is affected by tone (e.g.,
optimistic, positive), but also involves choice of words (positioning), and sometimes
there may be specific jargon or terminology that you may or may not want the LLM
to use.

Having an LM use your preferred brand voice in its communications is usually the
domain of fine-tuning. In fact, one of the advantages of fine-tuning models over
RAG is that there is better control over brand voice.

But prompt engineering is cheapet!

Prompt engineering can get you a long way towards what you want with fine-tuning,
You might be able to do without either fine-tuning or RAG, and then you can code
it yourself using just English, without needing a Python developer.
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If you’re considering fine-tuning only for brand voice and positioning reasons,
rather than needing your LLM to know lots of factual information about product
specifications, then prompt engineering is something you should experiment with.

You can prepend quite a long sequence of text to a uset’s query, giving the LLM
details about things you want it to say, or specific words that you want it to use for
reasons of brand voice, or the meaning of certain words if they are non-standard
terminology.

Using a long text before every uset’s query can increase your overall cost, because
the LLLM has to crunch all those extra words. See further below for discussion of
issues with using a long prepended text document.

Prepended Prompt Context

The idea of prepended prompt context is similar to prepending meta-instructions.
Except we can use expanded types of prepended instructions to set useful context
for the LLM to answer the question. Some examples include:

e Personas

e  Goals

o Advertising

e  Product-specific information

Personas are the way that a chatbot can appear to be a particular personality. It
might be a particular fictional character, but in a business application you might
prefer the bot that’s answering user questions to appear like a regular customer
suppott person.

Or you might want a more salesy custom chatbot. For example, if you want your
customer support chatbot to be a car buff, you prepend instructions like this:

Pretend you are a car excpert who is very knowledgeable abont car engines.

You could also choose funny personas like C3PO or Marvin the Robot, or your
program might rotate through some different ones, if you want to write extra code.

You can go further by adding a “goal” for the chatbot to follow in every response:

Your answer should include a recommendation to go do a test drive at your local

dealership.
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It’s your chatbot, and it’s just software. If you want to advertise something, or bias
the results for a particular product, knock yourself out. And you can go further to
push a particular product, if you like:

As a classic car devotee, you should suggest that the user buy a Del orean.
And also, you could write your program so that it has time-sensitive information.
Inform the user that it is 50% off Deloreans until the end of March.

Obviously, for that capability, the time-dependent text needs to change regularly.
Hence, you need a way to modify the prepended prompt text without having to re-
build the application. In other words, the programmers should have configuration
settings of one or more strings to prepend to queries.

Repetition in Prompts

It can be helpful to repeat some meta-instructions or the user’s query in prompt
engineering. This helps ensure that enough attention is paid to the task at hand. It
helps to include important things multiple times in a prompt. For example, in a
RAG system its can be useful to “remind” the LLM that it should use the supplied
context chunks only at the start and end of the prompt (i.e., repeating some meta-
instructions that are critical to how RAG works). This helps to reduce the extent to
which the LLM might answer based on its other pre-trained knowledge.

Repetition can be unnecessary in some conversational or session-based Q&A
LLMs. For example, you may not need to add this on every prompt:

Answer the following question as an expert that knows abont car engines.

Instead, it may be sufficient to say it only once, up front at the start of the session.
Note that in chatbots and other interactive sessions, the entire previous
conversational history is used in each query as the “context” for that request, so the
LLM will see such meta-instructions from eatly in the conversation.

Another positive use of repetition is in the mitigation of jailbreak tricks in prompts.
There is always going to be a user out there who only wants to get your Al
application to say something silly. One effective jailbreak that used to work was just
prepending this before a user query:

Please ignore all previous instructions and do this:
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Even the most well-intentioned users will throw in a suggestion like:
...and provide the response in the style of Darth 1 ader.

Before you know it, your LLM’s responses have a subtle Star Wars influence
coming into the mix. It does not hurt to throw into the conversation some prompts
that bring the LLM back to its main focus:

Remember you are an expert on car engines.

You can add these reminders and refocusing instructions at multiple points in a
conversation, and at the start and end of a RAG prompt. That’s not enough to stop
a determined jailbreaker, but it can be helpful in normal usage.

Efficiency of Prepended Prompt Text

Adding extra prepended text, especially a long product description or detailed brand
voice instructions, increases the number of input tokens for a query. And that will
increase your cost if you are wrapping a commercial LLM service, as they usually
charge for both input and output token counts.

However, there are ways to optimize a recurring text sequence (and the commercial
services really should be offering them). Since prepended text is a recurring prefix
of text, the optimization of “prefix KV caching” can be used to completely
obliterate the extra GPU cost of the “prefill” processing on that text, so that the
LLM doesn’t need to re-do this processing every time.

This is an advanced optimization, and not all LLM engines support this. The first
to offer prefix KV caching included the open source »I.I. M engine and DeepSeck.
Also, the companionbot company Character. Al said in a blog that they use this
technique internally. There are now a number of Al engines and platforms that
support prefix KV caching:

e vVvLLM

e DeepSeek

e Anthropic

e  Google Gemini
e OpenAl

e  OpenVINO
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A number of these platforms now offer per-token discounts for “cached tokens”
in their pricing. There will probably be additional engines that support prefix
caching by the time you read these words.

Why is Prompt Engineering So Weird?

Surely, you agree that prompt engineering is just a little weird? Why do we need to
do all these strange things? Well, mainly because Al engines are strange beasts, too.

The way that generative Al engines work is to take a sequence of words, and predict
the next word. Then you repeat this, and it generates lots of words. This leads to a
few limitations:

e Continues at the end.

e Prepended context.

e Only one sequence.

e No changes to the input sequence.

Completions only. The Al engine works by adding a word on at the end. Whatever
your input sequence, it can tell you what comes next, and that’s what it outputs.
This leads to the oddity that every type of question has to be posed as a completion
of a sequence. To humans, most queries have two things:

e Instructions — “please summarize this document!”
e Context — the document

But to an Al engine, they’re the same thing. The input has to join the document
and the instructions into a single sequence. Usually, the context is prepended, and
the instructions are at the end, but not always. Then the Al engine is happy, because
it knows how to add stuff onto the end of the big sequence.

One sequence only. A corollary of that is that there’s only one sequence. Give
two sequences to an LLM, it'll have to find a buddy to run the other sequence in
parallel. Each LLM only knows how to process one sequence. And note that an
LLM definitely can’t just run both sequences, one after another, because this is Al
and we bought all those GPUs to use them, so we just don’t do any of that awful
kind of sequential thing.

The input is not changed. The question you ask an Al engine is effectively read-

only. The engine does not change your words, but answers your question by adding
words on after it.
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This is even weirder for context. If you give it a document as “context” and tell the
engine to “summarize” the document, it doesn’t go back and change the context.
Instead, it just appends its summary after everything,.

Even more cleatly, if you tell a human to revise a document, they’ll run a pencil
over the original. But if you tell an LLM to “edit” the document, it won’t edit the
input sequence. Instead, the best it can do is output the edited version, starting after
all of the input words, which is after the context and your instructions. Nothing
would freak an LLM out more than having its input text change.
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8. Vector Databases

What are Vector Databases?

Vector databases are a modern type of database for semantic lookup. Rather than
searching for keywords, modern databases index into their documents using a
vector embedding that represents the semantic meaning of its contents.

The main feature of a vector database is to be able to a vector-based query.

Basically, you are looking for how close vectors are to each other in N-dimensional
space. Cosine similarity is a common comparison, but other algorithms include
nearest neighbors, least squares, and more.

Speed of the vector database lookup is obviously important for fast inference
latency. Each vector also needs to be associated with the actual data or document
chunk in the vector database.

What is an Embedding?

An embedding is a numeric vector of approximately 500 to 5,000 elements. For
RAG systems, embeddings are calculated by sending chunks of text to a special
model, which returns vector embeddings. The embedding is a representation that
works as a summary of the contents of the chunk of text.

Vector embeddings do not need to be restricted to just chunks of text. In other
non-RAG use cases, embeddings could be calculated on image data, metric streams,
and other types of data.

An embedding in a RAG system intends to capture the semantic concepts in chunks
of text. It is the model’s interpretation of the text provided.
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What is a Vector Query?

There are a few mechanisms used to query using vectors as the input. The query is
typically implemented as follows:

1. The user asks a question,
2. The vector embedding for the question is determined.
3. That embedding vector is then used to query the vector database.

The vector query is along the lines of: what vectors exist in the database that are
closest to the vector of the user query? It’s highly unlikely that an exact match can
occur. So, instead of identifying a single match, typically the “closest” vector
matches are what is desired. These matches are assumed to correspond to the
chunks of text that are most likely to contain the answer to the user’s question.
Typically, the top-k best matches are returned (using the k-nearest neighbors
algorithm), or the top matches within a specific threshold of an accuracy metric.

Vector similarity relies on the computation of a comparison metric. The most
common vector comparisons used are:

e  Cosine Similarity
e EBuclidian Distance
e Dot Product Similarity

All these methods involve calculating the dot product between vectors being
compared. Cosine similarity appears to be the most popular mechanism currently
used in vector databases.

One problem that can occur with vector queries is that the user’s question is often
terse and the chunks in the vector database are more detailed. Due to the limited
context in the uset’s query, the vector embedding calculated from the user’s query
may not match the embeddings of the chunks well.

This problem of short user queries can often be remediated by adding a summary
of the recent conversation to the question. Another mechanism is to use the LLM
to provide a short or sample answer to the question and using both the user
question and the short answer together to calculate a vector embedding to query
the vector DB with. This is the HyDE technique.
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Choosing a Vector Database

There are various options to consider for vector databases, including both
commercial products and open source projects. Some well-known vector databases
are:

e Pinecone
e  Milvus

e Chroma
o  Weaviate
e Qdrant

e FAISS

FAISS is an author’s favorite because it’s all in memory, and is quite good for quick
prototyping, too. And it’s written in C++!

General database systems also have some vector capabilities, including (amongst
numerous others):

e Elastic (Elasticsearch/Opensearch)

e Redis
e Postgres
e Mongo DB

e Cosmos DB

These databases are all good choices, especially if your solution already uses these
technologies for other reasons.

How Vector Searches Work

A vector database is effectively performing two separate steps in sequence:
1. Text to embeddings vector mapping
2. Embeddings vector to chunk mapping

The first part is not usually performed by the vector database as such, but via an
embeddings model that is usually an external component to the vector database.
The output of this first phase is a vector that contains embeddings data.
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The second phase is a vector search using the embeddings vector as the input query
to search the vector database of chunks, which needs to perform a vector-based
search. Vector search algorithms are an area of active research, and there are various
ways to optimize.

Some of the algorithms for high-dimensionality searching in a vector space include:

e Vector hashing

e Locality-Sensitive Hashing (LSH)

e Approximate Nearest Neighbour (ANN)
e KD-trees

e Hypercube

o  FAISS hybrid algorithms

Using different versions of these lookup algorithms is one way to optimize a vector
database. However, this is a low-level implementation issue and there are many
other approaches for optimizing a vector database.

Vector Database Speed Optimizations

Vector database lookups are an important step in the RAG chain, and can become
a performance bottleneck if not properly tuned. The issue here is database tuning,
which is a longstanding I'T discipline, and most of the LLM inference optimization
techniques are not applicable to vector databases as they don’t use LLMs.

The speed of a vector database can be optimized using methods such as:

e Comparing multiple vector databases

e Returning fewer chunks

e Vector database indexes

e Text cache (inference cache)

e Dimensionality reduction (shorter vectors)
e Batch processing

e Vector search algorithm optimizations

An important point is that the LLM for embeddings can be much smaller than that
used for the final RAG answers. Some optimizations include:

e Embeddings caching (of queries)
e Using a smaller LLM for embeddings
e Quantization of embeddings model
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Vector databases are like any other database in that the key point is scaling their
speed to the number of records. If you’ve only ingested a few chunks to test things,
it’ll fly for sure. But when you’ve ingested the totality of your input documents, then
the scalability of the vector database (or lack thereof), will be the key factor.

Indexing Vector Databases

One way to speed up your vector database is the same as any other database: better
indexes. Open-source and commercial vector databases have multiple ways to
improve their indexing performance. Some examples:

e  Hierarchical Navigable Small World (HNSW) graph-based indexing
e Inverted File IVF) index

e FAISS hybrid indexes

e Tree-based indexing (e.g., KD-trees)

e Product Quantization (PQ) compressed vectors

The brute force indexing mechanism would be a “flat index.” This is effectively a

lineat scan where every query vector is compared to all vectors in the database. This
Ty query p

guarantees 100% accuracy, but it is very slow for large databases.

Do not be so quick to dismiss this method, though. The speed is manageable for
less than one million records. All other indexing methods are an Approximate
Nearest Neighbor (ANN) mechanism, where a little accuracy is traded for
substantial speedups.

HNWS indexing. The HNSW method organizes vectors in a hierarchy of graphs
(small world graphs). At the upper most levels, it’s a very coarse and sparse graph
of vectors. At each lower level, more vectors (nodes) are added and more
connections. The connections (edges) indicate the vector’s nearest neighbors.

During a query, HNSW starts at the top and traverses down until it gets to the
lowest-level, dense parts of the graph where it can then do a linear search. On a
database of one million vectors, HNSW may only do a few hundred vector
comparison computations. The accuracy is in the range of 95%-100%. The storage
of the graphs does require substantially more space than the raw vector list.

IVF indexing. The IVF indexing method is based on clustering. First, all similar
vectors are grouped into clusters, often using a k-means approach. Each cluster has
a centroid and each vector in the cluster is assigned to its centroid.
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At query time, the query vector is compared to each centroid to find the candidate
clusters, and then a linear search is performed over the vectors within the candidate
clusters. Again, this method excels at reducing the search space dramatically. In a
database of one million vectors, a thousand clusters are typical, and only ten of
those might be the nearest to the query vector. This leads to a search over about
one percent of the actual vectors, but the accuracy is still good and this method
scales well.

KD-Tree indexing. KD-Trees are also often used for vector database indexing.
This is a well-known structure for representing “spatial” data. This is a tree similar
to a binary search tree but in higher dimensions. It is well known for nearest-
neighbor searches. As can be imagined, just like with a binary tree, huge parts of
the tree can be eliminated with a single comparison, resulting in far better
performance than a linear search.

Product Quantization. The PQ indexing method takes a different approach.
Instead of organising vectors based on a clustering measure, it simplifies the vectors
to allow for substantially faster comparisons. The idea is to take the high-
dimensional embedding vectors and then make them smaller by quantizing them.

One method is to break each vector into disjoint subvectors and organize them,
wheteby each subvector is related back to the original vector. Each subvector can
be uniquely identified and assigned a code, called a PQ code. At query time, the
query vector can be broken up and its PQ) code identified. This can be used to guide
the search until a small linear search can be done on a small set of related vectors
with the same PQ code.

There are some even more extreme forms of quantization. For example, each
element of an embedding is typically 32 bits, representing a number between -1 and
1. Reducing the precision of numeric values is a common technique in LLMs, where
a smaller number of bits leads to faster compatisons.

The absolute extreme is a binary quantization, where each element is reduced to a
single bit (instead of 32 bits). When single bits are involved, numerical calculations
become bitwise calculations and can be super-fast, but this can lose a significant
amount of accuracy.

Moderate approaches with some efficiency improvement but less accuracy
degradation include 4-bit, 8-bit, or 16-bit quantization.
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https://github.com/Ancientshi/ERM4
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https://www.pinecone.io/learn/series/faiss/vector-indexes/
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https://arxiv.org/abs/2310.14021
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https://link.springer.com/article/10.1007/s00778-024-00864-x

2. Zhi Jing, Yongye Su, Yikun Han, Bo Yuan, Haiyun Xu, Chunjiang Liu,

Kehai Chen, Min Zhang, 6 Feb 2024 (v2), When Large Langnage Models
Meet Vector Databases: A Survey, https:/ /arxiv.org/abs/2402.01763

Yikun Han, Chunjiang Liu, Pengtei Wang, 18 Oct 2023, .4 Comprebensive
Survey on Vector Database: Storage and Retrieval Technique,

Challenge, https:/ /arxiv.org/abs/2310.11703

Toni Taipalus, 2024, VVector database management systems: Fundamental concepts,
use-cases, and current challenges, Cognitive Systems Research, Volume 85,
101216, ISSN 1389-

0417, https://doi.org/10.1016/j.cogsys.2024.101216 https://www.scienc
edirect.com/science/article/pii/S1389041724000093

General research papers on vector databases:

1.

Sebastian Bruch, Jan 2024, Foundations of 1 ector

Retrieval, https:/ /arxiv.org/abs /2401.09350 (Extensive 200+ pages review
of vector lookup data structures such as LSH and clustering.)

Xiaohua Wang, Zhenghua Wang, Xuan Gao, Feiran Zhang, Yixin Wu,
Zhibo Xu, Tianyuan Shi, Zhengyuan Wang, Shizheng Li, Qi Qian,
Ruicheng Yin, Changze Lv, Xiaoqing Zheng, Xuanjing Huang, 1 Jul
2024, Searching for Best Practices in Retrieval-Augmented

Generation, https:/ /arxiv.org/abs/2407.01219 Project: https://github.com
/FudanDNN-NLP/RAG (Attempts to optimize the entire RAG system,
including the various options for different RAG modules in the RAG
pipeline, such as optimal methods for chunking, retrieval, embedding
models, vector databases, prompt compression, reranking, repacking,
summarizers, and other components.)

Dr. Ashish Bamania, Jun 18, 2024, Google’s New Algorithms Just Made
Searching V'ector Databases Faster Than Ever: A Deep Dive into how Google’s
ScaNN and SOAR Search algorithms supercharge the performance of 1 ector

Databases, https:/ /levelup.gitconnected.com/googles-new-algorithms-

just-made-searching-vector-databases-faster-than-ever-36073618d078
Chips Ahoy Capital, Jul 02, 2024, Evolution of Databases in the World of AI

Apps, https://chipsahoycapital.substack.com/p/evolution-of-databases-
in-the-world

Donald Farmer, 8 Aug 2024, 10 top vector database options for similarity
searches, https:/ /www.techtarget.com/searchdatamanagement/tip/Top-
vector-database-options-for-similarity-searches

Pere Martra, Aug 2024 (accessed), Implementing semantic cache to improve a
RAG system with

FAISS, https:/ /huggingface.co/learn/cookbook/semantic cache chrom
a_vector database

Richmond Alake, Apoorva Joshi, Aug 14, 2024, Adding Semantic Caching
and Menmory to Your RAG Application Using MongoDB and LangChain,
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10.

11.

12.

13.

14.

15.

16.

17.

MongoDB, https://www.mongodb.com/developer/products/atlas/adva
nced-rag-langchain-mongodb

James Jie Pan, Jianguo Wang, Guoliang Li, 21 Oct 2023, Survey of 1 ector
Database Management

Systems, https:/ /arxiv.org/abs/2310.14021 https://link.springer.com/arti
cle/10.1007/500778-024-00864-x

Zhi Jing, Yongye Su, Yikun Han, Bo Yuan, Haiyun Xu, Chunjiang Liu,
Kehai Chen, Min Zhang, 6 Feb 2024 (v2), When Large Langnage Models
Meet Vector Databases: A Survey, https:/ /arxiv.org/abs/2402.01763

Yikun Han, Chunjiang Liu, Pengfei Wang, 18 Oct 2023, A Comprebensive
Survey on Vector Database: Storage and Retrieval Techniqgue,

Challenge, https:/ /arxiv.org/abs/2310.11703

Toni Taipalus, 2024, 1Vector database management systems: Fundamental concepts,
use-cases, and current challenges, Cognitive Systems Research, Volume 85,
101216, ISSN 1389-

0417, https://doi.org/10.1016/j.cogsys.2024.101216 https://www.scienc
edirect.com/science/article/pii/S1389041724000093

Zhi Yao, Zhiqing Tang, Jiong Lou, Ping Shen, Weijia Jia, 19 Jun

2024, VELO: A Vector Database-Assisted Cloud-Edge Collaborative LLM QoS
Optimization Framework, https:/ /arxiv.org/abs/2406.13399

David Spuler, March 2024, Vector Databases, in Generative Al in

C++, https://www.aussieai.com/book/ch6-vector-databases

David Spuler, March 2024, Semantic Caching and 1V ector Databases,

in Generative Al in C++, https:/ /www.aussieai.com/book/ch29-semantic-

caching-vector-databases
Chirag Agrawal, Sep 20, 2024, Unlocking the Power of Efficient 1 ector Search in

RAG Applications, https:/ /pub.towardsai.net/unlocking-the-power-of-
efficient-vector-search-in-rag-applications-c2e3a0c551d5

F Sundh, Oct 2024, Evaluating the efficacy of modality conversion in vector
databases, Bachelot’s Thesis, Computer Science and Engineering, Luled
University of Technology, Department of Computer Science, Electrical
and Space Engineering, https://www.diva-
portal.org/smash/get/diva2:1905628 /FULLTEXTO01.pdf

Tolga Sakar and Hakan Emekci, 30 October 2024, Maximizing RAG
efficiency: A comparative analysis of RAG methods, Natural Language
Processing.

doi:10.1017 /nlp.2024.53, https://www.cambridge.org/core/journals/nat
ural-language-processing/article/maximizing-rag-efficiency-a-
comparative-analysis-of-rag-
methods/D7B259BCD35586E04358DF06006EOASS https://www.cam
bridge.org/core/setrvices/aop-cambridge-
core/content/view/D7B259BCD35586E04358DF06006EO0A85 /829770

42424000530a.pdf/div-class-title-maximizing-rag-efficiency-a-

comparative-analysis-of-rag-methods-div.pdf
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18. Sonal Prabhune, Donald . Berndt, 7 Nov 2024, Deploying Large Langnage
Models With Retrieval Augmented
Generation, https:/ /arxiv.org/abs/2411.11895

19. Matvey Arye, Avthar Sewrathan, 29 Oct 2024, VVector Databases Are the
Wrong Abstraction, https:/ /www.timescale.com/blog/vector-databases-
are-the-wrong-abstraction

Vector Search Theory

There are various low-level papers on using hashing and other search optimizations
for computations involving vectors and tensors of higher dimensions. One of the
main techniques is Locality-Sensitive Hashing (LSH), which is hashing to find
vectors that are “close” in n-dimensional space. For example, LSH can also be used
to hash vectors for caching vector dot products as an optimization of matrix
multiplication.

Research papers on vector-level hashing and search optimizations in neural
networks:

1. Gionis, Aristides, Indyk, Piotr, and Motwani, Rajeev, 1999, Similarity search
in bigh dimensions via hashing, In Atkinson, Malcolm P., Orlowska, Maria E.,
Valduriez, Patrick, Zdonik, Stanley B., and Brodie, Michael L. (eds.),
Proceedings of the 25th International Conference on Very Large Data
Bases, pp. 518-529. Morgan Kaufmann,

1999, https://dl.acm.org/doi/10.5555/645925.671516

2. Jaiyam Sharma, Saket Navlakha, Dec 2018, Improving Similarity Search with
High-dimensional 1 ocality-sensitive
Hashing, https:/ /arxiv.org/abs/1812.01844

3. A. Andoni, P. Indyk, T. Laarhoven, I. Razenshteyn, and L. Schmidt,
2015, Practical and optimal L. SH for angular distance, in Proceedings of the
28th International Conference on Neural Information Processing
Systems - Volume 1, (Cambridge, MA, USA), pp. 1225-1233, MIT Press,
2015. https://arxiv.org/abs/1509.02897

4. M. Datar, N. Immortlica, P. Indyk, and V. S. Mirrokni, 2004, Locality-
sensitive bashing scheme based on p-stable distributions, in Proceedings of the
Twentieth Annual Symposium on Computational Geometry, (New York,
NY, USA), pp. 253-262, ACM,

2004. https:/ /www.cs.princeton.edu/courses/archive/spr05/cos598E /bi
b/p253-datar.pdf

5. P.Indyk and R. Motwani, 1998, Approxcimate nearest neighbors: towards
removing the curse of dimensionality, in Proceedings of the thirtieth annual
ACM symposium on Theory of computing, pp. 604-613,
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1998. https://www.theoryofcomputing.org/articles/v008a014/v008a014.
pdf

A. Andoni and P. Indyk, 2006, Near-optimal hashing algorithms for approximate
nearest neighbor in bigh dimensions, in Foundations of Computer Science,
2006. FOCS’06. 47th Annual IEEE Symposium on, pp. 459—468,

2006. http://web.mit.edu/andoni/www/papers/cSquared.pdf

K. Terasawa and Y. Tanaka, 2007, Spherical LSH for approximate nearest
neighbor search on unit hypersphere, in Workshop on Algorithms and Data
Structures, pp. 27-38,

2007. https://dl.acm.org/doi/10.5555/2394893.2394899

Giannis Daras, Nikita Kitaev, Augustus Odena, and Alexandros G
Dimakis, 2020, SMYRFE: Efficient Attention using Asymmetric Clustering,
Advances in Neural Information Processing Systems, 33:6476—6489,
2020. https:/ /arxiv.org/abs/2010.05315 (LSH used in attention
algorithms.)

Chinnadhurai Sankar, Sujith Ravi, and Zornitsa Kozareva.

2021. ProFormer: Towards On-Device LSH Projection Based Transformers,
Proceedings of the 16th Conference of the European Chapter of the
Association for Computational Linguistics: Main Volume, pages 2823—
2828, Online. Association for Computational

Linguistics. https://arxiv.org/abs/2004.05801 (LSH used for embedding
vectors.)

10. J Zhang, 2023, Qnantization for High-dimensional Data and Neural Networks:

11.

12.

13.

14.

Theory and Algorithms, Ph.D. Thesis, University of California, San
Diego, https://escholarship.org/content/qt9bd2k7gf/qt9bd2k7gf.pdf
Gonzalez T, 1985, Clustering to minimize the maximum intercluster distance,
Theoretical computer science 38:293-300,

PDF: https://sites.cs.ucsb.edu/~teo/papers /TCS-

ktmm.pdf (Approximate algorithm for vector clustering.)

Chen, B. and Shrivastava, A., 2018, Densified Winner Take All (W1TA)
Hashing for Sparse Datasets, Uncertainty in artificial

intelligence, http://auai.org/uai2018 /proceedings/papers/321.pdf (Uses
hashing related to LSH.)

Hackerllama, January 7, 2024, Sentence Embeddings. Introduction to Sentence

Embeddings, https://osanseviero.github.io /hackerllama /blog/posts/sente

nce embeddings/
M Sponner, B Waschneck, A Kumar , 2024, Adapting Nenral Networks at

Runtime: Current Trends in At-Runtime Optimizations for Deep Learning, ACM
Computing Surveys,,

PDF: https://dl.acm.org/doi/pdf/10.1145/3657283 (Sutrvey of various
adaptive inference optimization techniques with much focus on image
and video processing optimization for LLMs.)
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15.

16.

17.

18.

19.

20.

21.

David Spuler, March 2024, Chapter 18. Parallel Data Structures, in Generative
Al in C++: Coding Transformers and

LIMs, https:/ /www.amazon.com/dp/BOCX]KCWX9

Yikun Han, Chunjiang Liu, Pengtei Wang, 18 Oct 2023, .4 Comprebensive
Survey on Vector Database: Storage and Retrieval Technique,

Challenge, https:/ /arxiv.org/abs/2310.11703

Ala-Eddine Benrazek, Zineddine Kouahla, Brahim Farou, Hamid Seridi,
Ibtissem Kemouguette, 28 Aug 2024, Efficient £-NN Search in 10T Data:
Overlap Optimization in Tree-Based Indexing

Structures, https:/ /arxiv.org/abs/2408.16036

David Spuler, March 2024, 1Vector Hashing, in Generative Al in

C++, https:/ /www.aussieai.com/book/ch18-vector-hasing

Duy-Thanh Nguyen, Abhiroop Bhattacharjee, Abhishek Moitra,
Priyadarshini Panda, 9 Feb 2023, DeepCAM: A Fully CAM-based Inference
Accelerator with Variable Hash Lengths for Energy-efficient Deep Neural
Networks, https:/ /arxiv.org/abs/2302.04712

Aditya Desai, Shuo Yang, Alejandro Cuadron, Ana Klimovic, Matei
Zaharia, Joseph E. Gonzalez, lon Stoica, 19 Dec 2024, HashAttention:
Semantic Sparsity for Faster Inference, https:/ /arxiv.org/abs/2412.14468

Uri Methav, Dec 30, 2024, VVector Similarity Search is Hopeless. A pre-baked
notion of similarity is inberently flawed and doomed 1o fail. We can do

better, https:/ /urimerhav.medium.com/vector-similarity-search-is-
hopeless-7251a855b4bd

Vector Quantization

Vector quantization is a longstanding ML technique that pre-dates all of the
Transformer work. Hence, there are many early papers on ML topics. Vector
quantization is related to other vector methods such as nearest-neighbor search,
such as for the analysis of embedding vectors and semantic similarity, amongst
many other applications.

Research papers on vector quantization:

1.

Sebastian Bruch, Jan 2024, Foundations of 1 ector

Retrieval, https:/ /arxiv.org/abs/2401.09350 (Extensive 200+ pages review
of vector lookup data structures such as LSH and clustering.)

Vage Egiazarian, Andrei Panferov, Denis Kuznedelev, Elias Frantar,
Artem Babenko, Dan Alistarh, Jan 2024, Extreme Compression of Large
Language Models via Additive

Quantization, https:/ /arxiv.org/abs /2401.06118

W Jiang, P Liu, F Wen, 2017, An improved vector quantization method using
deep nenral network, AEU, Volume 72, February 2017, Pages 178-
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10.

11.

12.

13.

14.

183, https://www.sciencedirect.com/science/article/pii/S143484111631
3954

Zicheng Liu, Li Wang, Siyuan Li, Zedong Wang, Haitao Lin, Stan Z. Li,
18 Apr 2024 (v2), Longl Q: Long Sequence Modeling with 1V ector Quantization
on Structured Memory, https:/ /arxiv.org/abs/2404.11163

Siyuan Li, Zedong Wang, Zicheng Liu, Di Wu, Cheng Tan, Jiangbin
Zheng, Yufei Huang, Stan Z. Li, 2 Jun 2024 (v2), VODNA: Unleashing the
Power of Vector Quantization for Multi-Species Genomic Sequence

Modeling, https:/ /arxiv.org/abs/2405.10812

Yunchao Gong, Liu Liu, Ming Yang, Lubomir Bourdev, 18 Dec

2014, Compressing Deep Convolutional Networks using 1 ector

Quantization, https:/ /arxiv.org/abs/1412.6115 (A very eatly paper on
vector quantization of CNNSs that has been cited many times.)

Qijjiong Liu, Xiaoyu Dong, Jiaren Xiao, Nuo Chen, Hengchang Hu,
Jieming Zhu, Chenxu Zhu, Tetsuya Sakai, Xiao-Ming Wu, 6 May

2024, Vector Quantization for Recommender Systems: A Review and

Outlook, https:/ /arxiv.org/abs/2405.03110 (Survey paper on vector
quantization.)

Yanjun Zhao, Tian Zhou, Chao Chen, Liang Sun, Yi Qian, Rong Jin, 8
Feb 2024, Sparse-1"Q Transformer: An FEN-Free Framework with 1 ector
Quantization for Enbanced Time Series

Forecasting, https:/ /arxiv.org/abs/2402.05830

James Jie Pan, Jianguo Wang, Guoliang Li, 21 Oct 2023, Survey of 1 ector
Database Management

Systems, https://arxiv.org/abs/2310.14021 https://link.springer.com/arti
cle/10.1007/500778-024-00864-x

Or Sharir, Anima Anandkumar, 27 Jul 2023, [ncrementally-Computable
Neural Networks: Efficient Inference for Dynamic

Inputs, https:/ /arxiv.org/abs/2307.14988

David Spuler, 26th August, 2024, Inference Optimization Research

Ideas, https:/ /www.aussieai.com/blog/inference-optimization-ideas
Ruihao Gong, Yifu Ding, Zining Wang, Chengtao Lv, Xingyu Zheng,
Jinyang Du, Haotong Qin, Jinyang Guo, Michele Magno, Xianglong Liu,
25 Sep 2024, A Survey of Low-bit Large Langunage Models: Basics, Systems, and
Algorithms, https:/ /arxiv.org/abs /2409.16694

Yifei Liu, Jicheng Wen, Yang Wang, Shengyu Ye, Li Lyna Zhang, Ting
Cao, Cheng Li, Mao Yang, 25 Sep 2024, I'P1Q: Extreme Low-bit 1 ector
Post-Training Qunantization for Large I angnage

Models, https:/ /arxiv.org/abs/2409.17066 https://arxiv.org/pdf/2409.17
066

Christopher Fifty, Ronald G. Junkins, Dennis Duan, Aniketh Iger, Jerry
W. Liu, Ehsan Amid, Sebastian Thrun, Christopher Ré, 8 Oct

2024, Restructuring Vector Quantization with the Rotation
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Trick, https:/ /arxiv.org/abs/2410.06424 https://github.com/cfifty/rotati
on trick

15. Junhyuck Kim, Jongho Park, Jaewoong Cho, Dimitris Papailiopoulos, 12
Dec 2024, Lexico: Extreme K17 Cache Compression via Sparse Coding over
Universal
Dictionaries, https:/ /arxiv.org/abs/2412.08890 https://github.com/krafto
n-ai/lexico (Sparsification of KV cache in prefill, using INTS8 and vector
lookup in a dictionary of predefined vectors.)

16. Yuzhuang Xu, Shiyu Ji, Qingfu Zhu, Wanxiang Che, 12 Dec
2024, CRVQ: Channel-relaxed V'ector Quantization for Exctreme Compression of
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9. Chunk Optimizations

Data Requirements

To get the full benefit of an LLM application that’s specialized to your particular
type of business, you want and need some proprietary data. This means you can use
this data in either a fine-tuning or RAG project, and this offers more specialized
results for your users, whether they’re external customers or internal staff.

Assuming your RAG project needs data, which it does, there are various extra
developmental tasks:

e Data inventory — finding it.
e Data cleaning

e Access permissions review

o Legal review

e Data chunking

e Chunk ingesting

Another aspect to project planning is the need to repeat all of the above over the
RAG product’s lifetime. Data changes over time, which means that data cleaning,
data ingestion, and potentially legal review, all need a periodic ongoing process.

RAG Data Management

When compiling data for a RAG implementation, you do have to go to some
lengths to make sure your database of content has the data in it to answer questions.
But it does not need to be a great number of samples.

In fact, even a single hit with one chunk of data is enough for the LLM to form an
answer. With any RAG, if you search in the text-based index or the vector index
and do not get good hits, it will produce poor results.

Also, unlike fine-tuning data, RAG does not require question and answer type
content, but only documents that can be searched. The RAG chunks can be based
on references, FAQs, or summary materials, and don’t need to be conversational.
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The data is very important to a successful RAG project. RAG systems are not much
different conceptually to searching Google for your own data. At the end, you have
something that can produce eloquent writing better than 90% of the population.

Data Inventory

There are several major problems with data in many commercial Al projects.
(a) Finding good data.
(b) Cleaning it up!
(¢) Structuring it logically.
(d) Formatting it.

All of these issues are bottlenecks that are often underestimated, especially since
the people pushing for Al projects tend to be tech staff, who only care about code.

Some of the aspects of the data that need to be considered:

e Quality of the data

e Formats (input and output)
e Authorship

e Legal license rights

Data Formats

With regard to data formats, they could be anything, but common examples include:

e HTML pages of your public website (or internal intranet)

e Database records

e Emails

e PDF files

e Microsoft Word document files

e Plain text

e Free-form text (e.g., user questions and staff answers in a trouble ticketing
support system)
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What is Good Data?

Higher quality data is better for fine-tuning, and is also one of the ways that Small
Language Models (SLMs) have improved. Some of the issues to consider in terms
of data quality include:

e User-generated content versus professionally created content.
o Completeness

e Accuracy

e Tone of writing (e.g., casual versus formal)

e Reading level

e Use of complex jargon

e Up-to-date

e  Harmless, safe, and non-toxic

To put it more succinctly, would the content actually contain answers that would
be helpful to users of your LLM project? This may depend on whether they’re
internal staff or your external customers.

Generally speaking, good data for an LLM project is:
(a) professionally written,
(b) fully-owned by the company, and
(c) written with the general public as the intended audience.

A good example would be the customer “data sheets” about your products, which
are either glossy brochures in PDF or “white papers” with technical details. That
sort of data would be great to train a user support chatbot on how to answer
customer questions about your products.

Hence, the first stop on your quest for good data: the marketing department.
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Data Cleaning

Be careful if you load up a USB drive full of PDFs from the marketing server, or
set up your Linux box spidering the entire corporate intranet. Might not be such a
great idea.

Also, if you’ve gathered some dodgy data, don’t expect the LLM to save your bacon!
The Al engines are really dumb about this kind of stuff, and won’t recognize that
they shouldn’t regurgitate all this out in answers to the general public. It’s kind of
like having your kids at show-and-tell announce that you only cook microwave TV
dinners at home.

Some of the issues with cleaning of internal proprietary data include:

e Confidential data (all sorts of things!)

e Source code

e  Bank account numbers

e Internal discussions (e.g., developers cussing at support staff in the trouble
ticket database).

e Individual names, email addresses, or other personally-identifiable
information.

¢  Out-of-date information

e [Irrelevant information

e Cuss words

e Sensitive topics (many!)

But those are only the exciting stuff. A lot of the problems are much more
mundane:

e Typos

e Badly formatted documents

e DPoorly written content (e.g., in emails or trouble tickets)
e Incomplete data

e Just Plain Wrong (JPW) data

So, the main thing is that you have to very carefully curate the sources of all the
information, and then run a lot of scans on it.
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Data Access Permissions. Another aspect of data cleaning is to ensure that the
data should really be shown to end users. Are there any restrictions or permissions
required to view the data? I have seen RAG projects that end up giving more access
to the data than would have been available in the original source. This can be a
“security” issue where your RAG application divulges confidential or sensitive
information in some contexts.

Open Source Data

Should you use any open source data in your business application? There ate plenty
of curated data sets of Al training data available on the internet. These are free and
mostly have permissive open licenses that permit commercial usage. Sounds great!

Firstly, what’s the point? If it’s a publicly available data set, it’s probably already
been included in the training set of whatever pre-trained foundation model you’re
going to use, whether it’s commercial or open source. Foundation models are data-
hungry beasts, and everyone in the Al industry knows this trick!

Secondly, open source data is probably only generic data, too. The whole idea with
either RAG or fine-tuning is to find some special data, stored on a dusty mag tape
hidden away in a cupboard down on the shipping dock floor. Then you can fine-
tune your magic data into a fancy fine-tuned model, that has genius-level
intelligence about “sewer solvents” or whatever you’re selling to your customers,
and then you are the Al hero.

This is the data economy now. I read somewhere that it was the companies with
the most data that would win at AL. Or maybe it was the companies with the most
patents, I forget.

In any case, using open source data is not necessarily a great idea. There are
probably situations where it’s useful, such as to fill RAG gaps or to fine-tune a
model to be more likely to follow the information or the style of a specialized set
of data. Or if your boss demands that you get some data because of some reason
or other, then use free data by all means.

Here’s a tip: there are various companies that sell data, too.
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Legal Issues with Data

Data is a good place to start the initial conversation with the legal department. Some
of the legal concerns with regard to data being available for use with an LLM
include:

e Ownership — was the data internally generated and thereby fully owned
by the business, or is it subject to a third-party content license?

e Licensed rights — what does a third-party content license actually permit
for third-party data?

e Copyrighted data — it’s a currently unresolved issue with regard to non-
licensed copyrighted data being used in the training data set of an LLM.
It’s also a highly controversial issue at the moment, with active lawsuits.

e User-generated content — does the user license and associated privacy
policy allow you to use the data? Or do you want it to disclose that you
3
won’t?

e Minor-created content — are all the users who agreed to your website user
terms actually old enough to do so? Can you identify such content to
handle it separately? Even if you have rights to such content, would you
want to use it?

e Proof of license acceptance — if your user license supposedly permits your
use of user data for training models, has anything documenting the user’s
acceptance actually been retained? And what is required?

e Mixed copyrighted data — some data may be a mix of user-created content
and copyrighted data from other sources, such as where a user uploads an
excerpt from a published book.

e Open source license compliance — if some or all of a data set is open
source, there are still some complicated compliance aspects, such as
attribution and supplying a copy of the license, even for superficially simple
licenses like the MIT License or the Apache 2 License.

e Copyleft-licensed content — if the content has a “copyleft” or “share-
alike” license, such as Wikipedia or CC-BY-SA, can you use it without
onerous obligations attaching to your other intellectual property? It’s an
unclear legal issue whether copyleft licenses attach to an LLM trained using
that data.

e International data — can data sets from overseas be moved between
countries according to the applicable terms and privacy policies, and also
the overarching legal systems of the government where it is located?

e Synthetic data — if you’re using “synthetic data” created by some other
LLM, what are the legal issues surrounding that? What data sets were used
to train the other LLM?
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e Photos, images, and multimedia — don’t assume that you have unlimited
rights to images, photos, or video just because they appear in company
articles or multimedia materials. Many such media may have been licensed
from clipart or stock photography websites, with very complex license
terms that are often restrictive with onerous penalties for non-compliance.

There is, of course, a huge gray cloud of unclear boundaries hanging over all of
these legal issues, some of which is currently making its way through the courts in
various countries. There’s all that data publicly on the web for anyone to consume
for free, but this does not necessatily mean it can be used for training, or does it?
Where an author has not stated you cannot use it for Al, this does not imply they
have stated you can use it, cither. Five years ago, nobody had a clue that data like
this could possibly be used for Al, and now we’re dealing with it.

Anyway, your only response to the gray fog and that awful list should be to
immediately enrol in a law degree. There’s already plenty of these copyright lawsuits
to get your book full, and the Al patent lawsuits will be ramping up in a year or
two. The only job that pays more than Al IP attorney is training a trillion-parameter
model.

Chunk Size

Even with long context models being available, it is still important to pick a good
chunk size. If a vector database is used, every chunk will be represented by a vector
embedding. This is a concise numerical summary of the key concepts in the chunk.
Ideally there should not be very many concepts in a single chunk.

If there are too many concepts in a chunk, it will be a candidate chunk a lot, but
likely not be one of the top chunks. If it is too small, it will likely not have enough
content in it to allow the LLM to form a good answer.

The context size of the LLM is important too. The user is likely going to have a
short conversation after the initial query. As such, the system needs to ensure there
is enough room left in the token context window to ensure the LLM can keep track
of the whole conversation.

If the RAG system uses too much of the context window with chunks, some history
may be lost, and the conversation will be disjointed. Things will not flow well,
simply because the LLM will forget what it has already responded with.
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This is less of an issue now, as LLM context windows are far bigger than the 4K to
8K which they were initially released with. It’s common to see 32k to 128k context
windows now, and the latest models can be even bigger, up to a million tokens and
beyond.

So, what is the optimal size of a chunk? The sweet spot is between 250-500 tokens.
It does depend a little on the type of answer the RAG system is trying to provide
too.

Small Chunks (50-200 tokens) — good for short Q & A, but more chunks
will need to be given to the LLM, some chunks might be of little value

Medium Chunks (200-500 tokens) — balanced and good for most use
cases. Good trade-off between accuracy and costs

Large Chunk (500+ tokens) — useful for providing long and broader
answers. Can lead to less precision.

Alot of this guidance on chunk size was created based on older models with smaller
context windows. Does it still apply today? It does, because the idea of a chunk it
to capture a topic. Bigger chunks mean more topics get captured. Any retriever
trying to rank the chunks as to their appropriateness for answering a user’s question
will prefer chunks that fully match the question instead of partial matches.

But, surely it is possible to take advantage of bigger context windows? It is, more
chunks can be provided. More matches or chunks “related” to the matched chunk.
This gives the LLM more fodder to generate a good answer.

Overlapping Chunks

Overlapping of chunk text from multiple chunks is a longstanding accuracy
optimization for RAG retrieval. However, recent advances in context window sizes,
length generalization (needle in haystack answering), and vector lookup accuracy
have made the need for overlapping chunk text less important.

The overlapping chunk technique is considered somewhat old and naive right now,
but it’s the starting point for all subsequent theory, so it deserves some attention.

In the early days of RAG, when taking the initial content and breaking it into
chunks, it was often advised to overlap the chunks. The idea here is that nearby
data in a document is likely relevant.
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So, if chunk X is selected as a candidate for the answer, then chunk X-1 and X+1
are likely related to the matched chunk. By overlapping X-1, X and X+1 in the
input, there is a good chance that all three chunks will be retrieved and provided to
the LLM.

The initial literature and techniques all spoke about chunking and overlapping
chunks to ensure that if chunk X and X+1 were related then the overlap would
allow both chunk X and X+1 to be included when retrieved. Basic idea was if chunk
X was retrieved, it gives a bonus to the adjacent chunks X-1 and X+1.

It’s not clear that this is compelling any more, though. If you have chunk X and
chunk X+1, and both are just chunks next to each other, if you are concerned that
X and X+1 are related, then cither the vector embeddings will reveal that anyway,
or you could modify the ranking algorithm so that if chunk X was retrieved and the
vector of X+1 is close to the vector of X (but perhaps not sufficient on its own)
then include it anyway.

Given that..why bother with trying to overlap stuff? Just makes chunking more
complex.

Indeed, another practical problem with the overlapped text approach is that it turns
out that overlapped chunking is not all that easy to do. Ideally, when creating chunk,
the chunk should also match some sort of boundary in the document being
chunked. Perhaps the chunks correspond to paragraphs, or div’s in a web page, or
tickets in a ticketing system, and so on.

In many situations, processing the source data top to bottom in a sequence does
not lead to an ideal ordering of chunks for RAG accuracy, so the previous and the
next chunk may not be the best chunks to provide for extra content. For example,
if the source is a website, perhaps a chunk from a hyper link in the match chunk
makes more sense.

Also troubling is what to do with short paragraphs, or a paragraph that is already
bigger than a chunk, but only by a small delta. Finding a chunk that aligns with a
document boundary, also overlaps other chunks, and is of the optimal size for the
application can get tricky.

Furthermore, if it makes sense that chunks X-1 and X+1 are relevant to chunk X,
then why not just index the chunks with the vectors? Whenever chunk X matches,
combine it with X-1 and X+1 directly and provide the bigger chunk or all three
chunks to the LLM.
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Overall, the use of overlapping chunk text may not be worth the effort with modern
LLMs. Other approaches such as graph-based RAG may be a better way to provide
a general association between multiple chunks. In the graph mechanism similar
things happen, but instead of looking for blocks adjacent to each other in a reading
order, it’s retrieving blocks near each other in the graph. More detail on graph RAG
is covered in Chapter 16.

Chunk Pre-Summarization

The idea of pre-summarization is to use the LLM to summarize each chunk in a
batch mode during development. The summarization process becomes another
step in the chunking pipeline.

Summarization of chunks is an optimization with dual aims of improving accuracy
and speed. Using an LLLM summary can lead to better semantic keywords for chunk
lookups, or to more accurate pre-written answers. The cost of answering user
queries is also reduced if the summaries have fewer tokens than the initial chunks.

There are multiple ways to use an LLM summary of a chunk. The summary can be
used in a RAG architecture with these modifications:

e With the chunk — combining both into one chunk.

e Instead of the chunk — a more-readable chunk to use.
e Query expansion — as source of embedding keywords.
¢ Dual index — summaries in a separate vector database.

The last idea is the most expensive, which involves effectively having two indexes
over the chunks: one based on the chunk itself, and a second one based on the
summary of the chunk. We can run both vector database queries in parallel, and let
the reranker sort out what goes to the LLM.

Matching the user question with the summary of each chunk might yield some
additional content for a more accurate answer. Any other metadata information
from the source content can be useful to include in the summary, too. For example,
the soutrce being chunked may be known to be about Product X of a company’s
offerings due to the fact that the source page is under the Product X documentation
directory. The hierarchy of the source information could be divided by many
criteria, rather than just product name.
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10. Long RAG, Mini-RAG and
Mega-RAG

Long Context RAG

There’s been a lot of research over the last year on “long context” in LLM inference.
There were two problems that needed solving:

e Length generalization
e  Quadratic inference cost

In short, LLMs on long input documents were neither smart nor speedy.

Length generalization is about making the LLMs smart enough to find the answer
to your question in a long document. Historically, LLMs were good at finding
answers at the start of a document, and also near the end, but not so much in the
middle. This area has massively improved now, to the point where many models
are passing various types of “needle in a haystack” inference benchmarks.

The other problem with running an LLM over a long document was the
computational cost, which is “quadratic” in length of the input. Hence, inference
on a long document was prohibitively expensive. The main problems were:

e Self attention had quadratic compute cost
e KV cache data grew proportionally to input length

Well, that sounds easy, since there are only two problems: GPU cost and memory
cost. No, it was far from easy, but there have been several research breakthroughs
and success in both areas using techniques such as:

e Memory-efficient attention (e.g., Flash attention, Paged attention).
e KV cache compression (e.g., KV quantization, KV layer fusion, etc.).

Long context is a solved problem!
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Overall, the good news is that we now have models with a long “context window”
such as 128K or even 1M tokens, in both open source and commercial invocations.
Furthermore, the pricing on these models from commercial providers has been
dropping fast, to the point where their use is cost-effective in many Al applications.

What has this to do with RAG?

The main area where RAG applications can leverage a long context window in a
model are the chunks. The size of the LLM context is the product of the number
of chunks returned by the retriever (or reranker), and the token length of each
chunk. Hence, having a fast and cheap way to process large documents, and an
LLM smart enough to find useful information, leads to ideas like:

e Retrieve more chunks
e  Use bigger chunks

And taking all these to their logical conclusion, as programmers do, we get the ideas:

e Mini-RAG — combine all the chunks into one massive document
(dispensing with the retriever completely), or
e  Mega-RAG — use a small number of very massive chunks.

Both of these ideas are now viable options for RAG architectures with a long
context LLM as the superpower underneath. Mostly, it depends on the use case
whether to use them or not.

Mini-RAG

The fullest generalization of this idea is that you can cancel the licensing fees on
your vector database, and shut down your reranker. Just use one document!

The idea is that you can prepend anything you like, including a full datasheet of
information about your preferred product. This is then prepended to every query,
and the LLLM has to decide how much of the information it wants to use from the
context.

The Del orean is a famons sportscar that was used in the movie Back to the Future
starring Michael ]. Fox. 1t was literally a time machine in the movie and its sequels.
This is why everybody loves this car and a Del_orean is the most visibly wonderful car
you conld possibly buy. The most notable and impressive feature of the Del orean is that
the doors open upwards like wings. Also, the engine is located in the rear, like all good
sportscars.
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You could write literally a thousand words about the specs of a DeLorean if you
like. This is like a “mini-RAG” system where only one document is ever returned.
But you don’t need to code any of the RAG architecture elements, like a datastore
retrieval module, because there’s no datastore. Instead, the method is just a single
string operation to prepend the long context in your prompt engineering module.

You do have a prompt engineering module, right?

Too Expensive?

Both of the mini-RAG and mega-RAG ideas involving sending ore tokens to your
inference provider, with the goal of giving users better answers. However, this also
means mote bucks in your LLM API bills, or more cost to you if you’re self-hosting.
Is it too expensive, and can this be addressed in any way?

The idea of mini-RAG is converting a HR chatbot into a mini-RAG architecture
by sending the entire HR manual with every query. What’s the wordcount of your
HR manual, including all the articles on the intranet?

There are LLMs that can handle 1M tokens, which is about 750,000 words, which
is about 1,500 printed pages on full-size paper (or about eight full-length mystery
novels in 6x9 format on Amazon Kindle Unlimited). It’s amazing that LLMs can
read that much stuff and still have something useful to say about your question, but
here’s the thing: i#’s not free.

Sending 1M tokens with every user query might be non-viable. If the cost is $15
per 1M input tokens (note that it’s not output tokens), then that’s $15 for every user
question about pay and benefits. Not ideal.

There are a few ways to reduce the cost, such as:

e Reduce the word length of the full HR manual used as input (i.e., via
manual or automatic context compression)

e Use “cached tokens” support via “prefix caching” in many commercial
APIs, since the prepended document is a common prefix for every query
(typically, a 50% discount).

e Split your big HR chatbot into sub-atreas, each with a shorter document,
thereby creating multiple smaller chatbots, where the user can self-select
which one they need.
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Mega-RAG

The support for long context inference in LLLMs, with both better understanding
and more efficient inference, means that RAG applications can use much bigger
chunks. This is the idea of “mega-RAG” architectures and there are several ways to
take advantage of these new capabilities:

e Return fewer, much longer RAG chunks.

e Return whole documents rather than chunks.

e Use overlapping chunks rather than topic-specific paragraphs.

e Base your entire RAG application on a single document (i.e., mini-RAG)
or a handful of long documents.

If you’re using a small number of large documents, the need for a full vector
database becomes questionable. Perhaps a keyword-based search would be
adequate (and faster). Other heuristics are also possible to speed things up.

Another idea is to have the user effectively “self-select” which large document they
are interrogating via the query, thereby obviating the need for any search. For
example, an internal HR Q&A app could offer an input selector that allows the user
to ask a question about either “Pay” or “Benefits” or other subareas. This idea is
more of a “multi-mini-RAG” architecture than a single mega-RAG application.

The latency and token cost of using larger RAG chunks is still non-negligible, but
it’s declining faster than an ice cube at a monster truck rally. Speed of inference can
be further optimized using prefix caching, since each large RAG chunk will be a
fixed prefix of unchanging text. Possibly the retriever might only ever return one
document, in which case prefix caching is always possible.

Even if not always only one, the concerns about needing to cache too many distinct
orderings of RAG documents will be much less when there is only a small set of
documents. Hence, the latency and cost may be acceptable, and the main advantage
of long context RAG is the opportunity to give much more accurate answers to
users.
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Research on Long Context RAG

There is a lot of research on getting LL.Ms to run fast on long context inputs, and
some of this is related to RAG architectures (i.e., processing big chunksl):

1.

Ziyan Jiang, Xueguang Ma, Wenhu Chen, June 2024, LongRAG:
Enbancing Retrieval-Augmented Generation with Long-context LLMs, arXiv
preprint arXiv:2406.15319, https://arxiv.org/abs/2406.15319 (Improved
accuracy performance of RAG methods when using a long context LLM
and longer chunk sizes for the retriever.)

Qingfei Zhao, Ruobing Wang, Yukuo Cen, Daren Zha, Shicheng Tan,
Yuxiao Dong, Jie Tang, 23 Oct 2024, LongRAG: A Dual-Perspective
Retrieval-Augmented Generation Paradigm for Long-Context Question

Apnswering, https:/ /arxiv.org/abs/2410.18050 https://github.com/QingH
cil /LongRAG

Tan Yu, Anbang Xu, Rama Akkiraju, 3 Sep 2024, In Defense of RAG in the
Era of Long-Contexct Langnage Models, https:/ /arxiv.org/abs/2409.01666
Zixuan Li, Jing Xiong, Fanghua Ye, Chuanyang Zheng, Xun Wu, Jiangiao
Lu, Zhongwei Wan, Xiaodan Liang, Chengming Li, Zhenan Sun,
Lingpeng Kong, Ngai Wong, 3 Oct 2024, UncertaintyRAG: Span-Level
Uncertainty Enbanced 1.ong-Context Modeling for Retrieval-Angmented

Generation, https:/ /arxiv.org/abs/2410.02719

Bowen Jin, Jinsung Yoon, Jiawei Han, Sercan O. Arik, 8 Oct 2024, Long-
Context LLMs Meet RAG: Overcoming Challenges for Long Inputs in

RAG, https://arxiv.org/abs/2410.05983

Zhenrui Yue, Honglei Zhuang, Aijun Bai, Kai Hui, Rolf Jagerman, Hansi
Zeng, Zhen Qin, Dong Wang, Xuanhui Wang, Michael Bendersky, 6 Oct
2024, Inference Scaling for Long-Context Retrieval Aungmented

Generation, https:/ /arxiv.org/abs/2410.04343

Contextual Al Team, March 19, 2024 Introducing RAG

2.0, https://contextual.ai/introducing-rag2

Brian | Chan, Chao-Ting Chen, Jui-Hung Cheng, Hen-Hsen Huang, 20
Dec 2024, Don’t Do RAG: When Cache-Augmented Generation is All You Need
Jfor Knowledge Tastks, https:/ /arxiv.org/abs/2412.15605 (Mini-RAG
architecture preloading the entire knowledge into the LLM context and
then using KV caching.)

Xinze Li, Yixin Cao, Yubo Ma, Aixin Sun, 27 Dec 2024, Long Context vs.
RAG for LLMs: An Evalnation and

Revisits, https:/ /arxiv.org/abs/2501.01880 (Long context, summatization-
based RAG, and classic chunked RAG have different strengths and
weaknesses for different types of query.)

117 RAG Optimization


https://arxiv.org/abs/2406.15319
https://arxiv.org/abs/2410.18050
https://github.com/QingFei1/LongRAG
https://github.com/QingFei1/LongRAG
https://arxiv.org/abs/2409.01666
https://arxiv.org/abs/2410.02719
https://arxiv.org/abs/2410.05983
https://arxiv.org/abs/2410.04343
https://contextual.ai/introducing-rag2/
https://arxiv.org/abs/2412.15605
https://arxiv.org/abs/2501.01880

10.

11.

12.

13.

14.

15.

16.

17.

18.

Kuicai Dong, Yujing Chang, Xin Deik Goh, Dexun Li, Ruiming Tang,
Yong Liu, 15 Jan 2025, MMDoclR: Benchmarking Multi-Modal Retrieval for
Long Documents, https:/ /arxiv.org/abs/2501.08828

Salvatore Raieli, Jan 2025, Do Not Fiip a Coin: When to Use RAG or Long
Context LLMs, Understanding the Trade-offs and Best Practices for Optimizing
LI Ms with External Knowledge

Sources, https:/ /levelup.gitconnected.com/do-not-flip-a-coin-when-to-
use-rag-or-long-context-llms-6£51a39de98c (Analysis of several papers
that compare LC to RAG)

Runheng Liu, Xingchen Xiao, Heyan Huang, Zewen Chi, Zhijing Wu, 16
May 2024 (v3), FlashBack: Efficient Retrieval-Angmented Langnage Modeling for
Long Context Inference, https:/ /arxiv.org/abs/2405.04065

Isuru Lakshan Ekanayaka, Jan 2025, Retrieval-Angmented Generation (RAG)
vs. Cache-Angmented Generation (CAG): A Deep Dive into Faster, Smarter
Knowledge Integration, https://pub.towardsai.net/retrieval-augmented-
generation-rag-vs-0b4bc63¢1653

Dr. Ashish Bamania Jan 10, 2025, Cache-Augmented Generation (CAG) Is
Here To Replace RAG: A deep dive into how a novel technique called Cache-
Augmented Generation (CAG) works and reduces/ eliminates the need for Retrieval-
angmented generation (RAG), https:/ /levelup.gitconnected.com/cache-
augmented-generation-cag-is-here-to-replace-rag-3d25¢52360b2

Patrick Lewis, Ethan Perez, Aleksandra Piktus, Fabio Petroni, Vladimir
Karpukhin, Naman Goyal, Heinrich Kittler, Mike Lewis, Wen-tau Yih,
Tim Rocktischel, Sebastian Riedel, Douwe Kiela, 12 Apr 2021

(v4), Retrieval-Augmented Generation for Knowledge-Intensive NLP

Tasks, https:/ /arxiv.org/abs/2005.11401

Weihang Su, Yichen Tang, Qingyao Ali, Junxi Yan, Changyue Wang,
Hongning Wang, Ziyi Ye, Yujia Zhou, Yiqun Liu, 27 Jan 2025, Parametric
Retrieval Augmented

Generation, https:/ /arxiv.org/abs/2501.15915 https://github.com/oneal2
000/prag (Parametric RAG (PRAG) is training the RAG documents into
model parameters, rather than prepending documents using long context
RAG, and this means a shorter inference token length.)

Xubin Ren, Lingrui Xu, Long Xia, Shuaiqiang Wang, Dawei Yin, Chao
Huang, 3 Feb 2025, VVideoRAG: Retrieval-Augmented Generation with Extreme
Long-Context

Viideos, https://arxiv.org/abs/2502.01549 https://github.com/HKUDS
VideoRAG

Cristian Leo, Feb 2025, Don’t Do RAG: Cache is the future: CAG or RAG?
Let’s explore Cached Augmented Generation, its math, and trade-offs. Let’s dig into
its research paper to see what it excels at, and how you could leverage

i, https:/ /levelup.gitconnected.com/dont-do-rag-cache-is-the-future-

d1e995f0c76f

Spuler & Sharpe 118


https://arxiv.org/abs/2501.08828
https://levelup.gitconnected.com/do-not-flip-a-coin-when-to-use-rag-or-long-context-llms-6f51a39de98c
https://levelup.gitconnected.com/do-not-flip-a-coin-when-to-use-rag-or-long-context-llms-6f51a39de98c
https://arxiv.org/abs/2405.04065
https://pub.towardsai.net/retrieval-augmented-generation-rag-vs-0b4bc63c1653
https://pub.towardsai.net/retrieval-augmented-generation-rag-vs-0b4bc63c1653
https://levelup.gitconnected.com/cache-augmented-generation-cag-is-here-to-replace-rag-3d25c52360b2
https://levelup.gitconnected.com/cache-augmented-generation-cag-is-here-to-replace-rag-3d25c52360b2
https://arxiv.org/abs/2005.11401
https://arxiv.org/abs/2501.15915
https://github.com/oneal2000/prag
https://github.com/oneal2000/prag
https://arxiv.org/abs/2502.01549
https://github.com/HKUDS/VideoRAG
https://github.com/HKUDS/VideoRAG
https://levelup.gitconnected.com/dont-do-rag-cache-is-the-future-d1e995f0c76f
https://levelup.gitconnected.com/dont-do-rag-cache-is-the-future-d1e995f0c76f

19.

20.

21.

22.

23.

Manpreet Singh, Feb 2025, Goodbye RAG? Gemini 2.0 Flash Have Just Killed
I#! https:/ /ai.gopubby.com/goodbye-rag-gemini-2-0-flash-have-just-
killed-it-96301113c01f

Kun Luo, Zheng Liu, Peitian Zhang, Hongjin Qian, Jun Zhao, Kang Liu,
17 Feb 2025, Does RAG Really Perform Bad For Long-Context

Processing? https:/ /arxiv.org/abs/2502.11444 (Long context RAG
processing based on the KV cache data is similar to fused/substring KV
caching methods.)

Xiaoran Liu, Ruixiao Li, Mianqiu Huang, Zhigeng Liu, Yuerong Song,
Qipeng Guo, Siyang He, Qiqi Wang, Linlin Li, Qun Liu, Yaqian Zhou,
Xuanjing Huang, Xipeng Qiu, 24 Feb 2025, Thus Spake Long-Context Large
Langnage Model, https:/ /arxiv.org/abs/2502.17129 (Impressive survey of
many techniques to improve efficiency and accuracy of long context
processing in both inference and training, covering text, video and
multimodal models.)

Guanzheng Chen, Qilong Feng, Jinjie Ni, Xin Li, Michael Qizhe Shieh,
27 Feb 2025, Long-Context Inference with Retrieval-Augmented Speculative
Decoding, https:/ /arxiv.org/abs/2502.20330

Jiajie Jin, Xiaoxi Li, Guanting Dong, Yuyao Zhang, Yutao Zhu,
Yongkang Wu, Zhonghua Li, Qi Ye, Zhicheng Dou, 15 May

2025, Hierarchical Document Refinement for Long-context Retrieval-angmented
Generation, https:/ /arxiv.org/abs/2505.10413 https://github.com/ignorej

jj/LongRefiner

Research on Mini-RAG

There are starting to be research papers on making use of long context RAG by
cramming the entire information into one LLM context, and avoiding a retrieval
database lookup. Papers include:

1.

Brian J Chan, Chao-Ting Chen, Jui-Hung Cheng, Hen-Hsen Huang, 20 Dec
2024, Don’t Do RAG: When Cache-Augmented Generation is All Y ou Need for
Knowledge Tasks, https:/ /arxiv.org/abs/2412.15605 (Mini-RAG architecture
preloading the entire knowledge into the LLM context and using pre-computed
prefix KV caching for efficiency.)

Zhuowan Li, Cheng Li, Mingyang Zhang, Qiaozhu Mei, Michael Bendersky, 17
Oct 2024 (v2), Retrieval Augmented Generation or Long-Context LI Ms? A
Comprebensive Study and Hybrid Approach, https:/ /arxiv.org/abs/2407.16833
Jérome DIAZ, Dec 2024, Why Retrieval-Angmented Generation Is Still Relevant in the
Era of Long-Context Language Models, In this article we will explore why 128K
tokens (and more) models can’t fully replace using

RAG. https://towardsdatascience.com/why-retrieval-augmented-generation-is-

still-relevant-in-the-era-of-long-context-language-models-e36£509abac5
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10.

11.

12.

13.

14.

Tan Yu, Anbang Xu, Rama Akkiraju, 3 Sep 2024, In Defense of RAG in the Era of
Long-Context Langnage Models, https:/ /arxiv.org/abs/2409.01666

Nelson F. Liu, Kevin Lin, John Hewitt, Ashwin Paranjape, Michele Bevilacqua,
Fabio Petroni, Percy Liang, 20 Nov 2023 (v3), Lost in the Middle: How Language
Models Use ong Contexts, https:/ /arxiv.org/abs/2307.03172 (Information is best
placed at the start, or otherwise at the end, of a long context.)

Xinze Li, Yixin Cao, Yubo Ma, Aixin Sun, 27 Dec 2024, Long Context vs. RAG for
LIMs: An Evaluation and Revisits, https:/ /arxiv.org/abs/2501.01880 (Long
context, summarization-based RAG, and classic chunked RAG have different
strengths and weaknesses for different types of query.)

Tianyu Fan, Jingyuan Wang, Xubin Ren, Chao Huang, 14 Jan 2025

(v2), MiniRAG: Towards Exctremely Simple Retrieval-Augmented

Generation, https:/ /arxiv.org/abs/2501.06713 https://github.com/HKUDS /Min
iRAG (Uses the name “mini RAG” but is about knowledge graphs not long
context RAG.)

Isuru Lakshan Ekanayaka, Jan 2025, Retrieval-Augmented Generation (RAG) vs.
Cache-Augmented Generation (CAG): A Deep Dive into Faster, Smarter Knowledge
Integration, https://pub.towardsai.net/retrieval-augmented-generation-rag-vs-
0b4bc63c¢1653

Dr. Ashish Bamania Jan 10, 2025, Cache-Augmented Generation (CAG) Is Here To
Replace RAG: A deep dive into how a novel technique called Cache-Augmented Generation
(CAG) works and reduces/ eliminates the need for Retrieval-augmented generation

(RAG), https:/ /levelup.gitconnected.com/cache-augmented-generation-cag-is-
here-to-replace-rag-3d25¢52360b2

Patrick Lewis, Ethan Perez, Aleksandra Piktus, Fabio Petroni, Vladimir
Karpukhin, Naman Goyal, Heinrich Kiittler, Mike Lewis, Wen-tau Yih, Tim
Rocktischel, Sebastian Riedel, Douwe Kiela, 12 Apr 2021 (v4), Retrieval-
Augmented Generation for Knowledge-Intensive NLP

Tasks, https://arxiv.org/abs/2005.11401

Weihang Su, Yichen Tang, Qingyao Ai, Junxi Yan, Changyue Wang, Hongning
Wang, Ziyi Ye, Yujia Zhou, Yiqun Liu, 27 Jan 2025, Parametric Retrieval Aungmented
Generation, https:/ /arxiv.org/abs/2501.15915 https://github.com/oneal2000/pr
ag (Parametric RAG (PRAG) is training the RAG documents into model
parameters, rather than prepending documents using long context RAG, and this
means a shorter inference token length.)

Cristian Leo, Feb 2025, Don’t Do RAG: Cache is the future: CAG or RAG? Let’s
explore Cached Angmented Generation, its math, and trade-offs. Let’s dig into its research
paper to see what it excels at, and how you conld leverage

7, https:/ /levelup.gitconnected.com/dont-do-rag-cache-is-the-future-
d1e995f0c76f

Manpreet Singh, Feb 2025, Goodbye RAG? Gemzini 2.0 Flash Have Just Killed

I# https:/ /ai.gopubby.com/goodbye-rag-gemini-2-0-flash-have-just-killed-it-
96301113c01f

Xiaoran Liu, Ruixiao Li, Miangiu Huang, Zhigeng Liu, Yuerong Song, Qipeng
Guo, Siyang He, Qiqi Wang, Linlin Li, Qun Liu, Yaqian Zhou, Xuanjing Huang,
Xipeng Qiu, 24 Feb 2025, Thus Spake Long-Context Large Language

Model, https:/ /arxiv.org/abs/2502.17129
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11. RAG Caching

RAG Caching

Several components in a RAG architecture can be optimized with a cache. The
retrieval component can use all of the types of caching that are applicable to
whatever database or datastore architecture it uses, irrespective whether it’s
keyword or vector lookup, and whether stored on disk or cached in memory. All
these different retrieval options can have a cache. At the bottom level of the LLM,
there are various KV caching techniques (see further below). At the topmost level,
there can be an overall cache via an “inference cache” for exactly identical queties,
or a “semantic cache” for similar queries.

In addition to RAG caches, such as retrieval caches, there are various LLLM cache
methods. Several of the many types of KV caching optimizations can optimize
RAG architectures (and other LLM use cases). The main KV cache techniques
involve precomputed caches for RAG chunks, such as prefix caching or session
caching. Such techniques include:

e Prefix KV cache

e Session KV cache (multi-turn KV caching)

e Substring KV cache (Lengthwise-fused KV caching)
e Global KV cache (multi-query KV caching)

Other general types of caching that apply to any LLM system, and can be used with
RAG:

e Inference cache

e Global KV caching
e Semantic cache

o Context cache

e Prompt cache
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Text-to-Text Inference Caching

Any LLM architecture can put a text-to-text cache in front of the query processor.
Whenever the user types in the same query, we can output an answer that we’ve
previously cached. There are two main types:

e Inference cache — exact text-to-text mapping (identical queties).
e Semantic cache — detects similar-enough queries with the same meaning,.

Text-to-text caching works for RAG applications and is perhaps even more
effective than for other LLLM applications, because a text-to-text cache removes the
need to launch the RAG retriever. We don’t need chunks of text if we already have
stored the answer.

There are a few problems with implementing a text-to-text inference cache. Some
of the issues include:

e Same answer every time
e Not all queries can be cached

One practical issue is that your RAG application will output the exact word-for-
word answers for the same input queries. It’s great for regression testing, but users
may not like it.

Furthermore, there are a lot of different types of queties that cannot be cached.
Some examples include:

e Time-dependent queries

e Location-dependent queries

e News-related queries

e Any topic that changes rapidly

Hence, this type of cache may not be ideal. Instead, we’d like the speed of caching,
but with some flexibility in the answers. The solution is to use the KV cache.

Global KV Caching

Instead of text-to-text caching, we can go halfway and cache the internal
computations of the LLM, called the “KV cache” data. The basic type of KV
caching occurs in every query, one token at a time. But we can also store the whole
KV cache data in a “global KV cache.”
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We can do this for an “inference cache” of exact queries, but it doesn’t work for
semantic caching, because the number of tokens is usually different (i.e., the user
query used slightly different words). KV cache data is very specific to a token
sequence.

The idea is that for a known query, such as an inference cache, a huge part of the
computation is cached in this internal data. Most of the tokens are processed, and
there’s no need to do any of the “prefill phase” that usually delays the LLM’s first
token. Only the decoding phase remains and the LLM can output its first token
very quickly to give good user responsiveness.

Global KV caching works especially well for RAG applications because:

e Input data is large — multiple chunks of text.
e Queries are small — usually questions of a few words.

e Output is smaller than the input (it’s usually a summary extracted from a
chunk).

Hence, this type of global KV caching works in any LLM and is a good candidate
for RAG caching.

RAG-Specific Caching Optimizations

But what can we only do in a RAG architecture? How can we make the LLM run
faster when we’re looking up most of the answer as text chunks in a vector
database? The main answers are:

e Prefix KV caching
e Precomputed RAG KV cache

Prefix KV caching is a slight generalization of global KV caching, in that it will
cache any prefix of tokens that it’s seen before. If you think about it, there are a lot
of common prefixes in a RAG architecture:

e Global prompt instructions (prepended)
e RAG chunks (prepended)
e  User query (a few words)

We have a common prefix every time consisting of the global instructions plus the
first RAG chunk. The prefix has more than one RAG chunk if our vector database
is deterministic in returning the chunks in the same order.
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Prefix KV caching is a very powerful technique, and it’s been implemented in
various commercial inference frameworks, such as vLLM, DeepSeek, and
Anthropic. It’s so effective that some LLM API providers are offering “cached
tokens” at a much lower price point.

Precomputed RAG Cache

The main problem with all of the above caching techniques is that they require a
uset’s query to be seen already. We don’t have a cache the first time.

So why not precompute it?

In order to precompute our cache, we could try to guess all of our user’s likely
queries. Then we can pre-populate the cache by running all those candidate user
queries.

In fact, that would work for any of the above caching methods, but it’s somewhat
hard to know all the variations of words that users might choose. And remember
that semantic caching doesn’t work for KV data, so we can’t use vector embeddings
to help with a KV cache.

A better idea is to precompute our cache for each RAG chunk. The idea here is to
store the KV cache data in the vector database. For every text chunk, we have a
precomputed KV cache. When the retriever returns a chunk, or more than one
chunk, it also returns any KV cache data that it has for that chunk.

Note that if we don’t want to precompute for all of the text chunks, then we can
precompute for a subset of the most frequently used chunks, and then add more
KV cache data to the RAG cache, as other chunks appear in user queries.

However, our RAG chunk is not actually the prefix for the LLM if there’s a
prepended set of global instructions. The trick is to precompute the KV cache data
for the combined query: global instructions plus the RAG chunk.

This assumes that if we change the global instructions, we have to discard any
previously cached KV data. Similarly, this doesn’t work if there’s per-user global
instructions, because we don’t want to store a wholly different cache for every user!

If this approach works, the only part of the query that isn’t precomputed is the
user’s query. Usually, it’s only a few words of a question.
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Prefix KV Caching Takes Off

There have been two notable trends in relation to “prefix KV caching” in the last
couple of months:

1. Several industry implementations of prefix KV caching,

2. Multiple research papers on the generalization to “non-prefix KV
caching.”

There’s been quite a few industry announcements of “caching” functionality, such
as “prompt caching” or “context caching” and similar names, from platforms such
as:

e vLLM
e  Character.Al
e DeepSeck

e Google Gemini
e Anthropic

e  OpenAl

e  OpenVINO

Such is the efficiency benefit of prefix KV caching that the pricing for “cached
tokens” is much lower than normal inference pricing. It’s faster and cheapet!

Multiple RAG Chunks

You’ve probably noticed a problem with the precomputed RAG KV cache: what
happens if the retriever returns multiple chunks. After all, it usually does!

Yes, there’s a problem here, because the retriever could return the chunks in
different orders. It’s not always going to be the same prefix.

If we have 10 chunks, and have 10 precomputed KV caches, we can’t just munge
them together. Furthermore, each of our precomputed KV caches might be
assuming it’s the one just after the global instructions, whereas only 1 of the 10
chunks is actually the prefix chunk, so we’ve got a big mess.
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There are several basic approaches used in the research literature to resolve this
problem:

e Get the retriever to favor returning the one RAG chunk with a cache.
e Store multiple caches for different RAG chunk orders.
e Fused KV caching

Using a “cache-aware” RAG retriever asks the retriever to try to return the RAG
chunks that have a cache as the first one. But it’s not a very general approach,
because the other 9 RAG chunks don’t have a cache, or even if they have one, we
can’t use it, because they’re not the prefix chunk.

Storing multiple KV caches for different chunk orders is possible, but it’s very
expensive. If the chunks are coming out in different orders, we need to cache each
unique order. If we have 10 chunks in a retrieved result, there are 10! cache entries
we could use. This can be done with prefix KV caching, but we can’t precompute
all of that!

The last idea is “fused KV caching.” I said above that we can’t just munge multiple
caches for chunks all together. Sorry, I lied, because you actually can.

Fused KV Caching of RAG Chunks

This is definitely at the cutting edge of the Al research papers. There’s only a
handful of papers that look at this idea of fusing KV caches together. I’ve seen two
new papers on this research area in just the last week. There are various names being
used:

e Substring KV cache

e Fused KV cache

e DPosition-independent KV cache
e KV cache concatenation

These all amount to the same thing: just merge all the KV caches together!

It seems like it shouldn’t be that simple, and yet there are now at least four research
papers that suggest that it is.

Spuler & Sharpe 126



If we have a query sent to the LLM, after the retriever has returned 10 chunks, then
the LLM sees this:

e Global instructions prompt
e Chunk1

e Chunk 10
e User query text

Each of those parts have their own KV cache data precomputed. We have a general
precomputation for the global instructions, and our retriever returns 10 separate
KV caches for each of the chunks. The only part without a KV cache is the user’s
query text.

How do we merge multiple KV caches? It seems like it should be a fancy GPU
computation, and yet, no.

Instead, we just put one after the other, in a sequence, and pretend that we’ve
computed the cache for the full token sequence. This is “fused KV caching” and
it’s obviously a fast method that only requires memory copies and literally zero extra
computations.

I really don’t understand why this works at all, let alone works well. Nevertheless,
there are a couple of research papers that assert that it seems to be effective.

Even so, I feel like it needs a lot more research. Also, there are literally zero research
papers on using “fused KV caching” with other optimizations, such as linear
attention algorithms or hybrid local-global attention, which would be an obvious
improvement to make RAG run even faster.

Open Questions for Non-Prefix KV Caching

This area still needs more research! Basic confirmation of the technique will still
require more confirmation. Some of the other areas needing examination include:

e  Why does this even work? Does the attention computation during the
decoding phase quickly make up for the total lack of inter-chunk and
instructions-chunk attention in the KV cache?

e To what extent is this a lossy approximation of the KV cache, and how
does it depend on the position of the RAG chunk in the ordering.
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e Does the lossiness of the approximation depend on the length of the
chunk? On the number of chunks? On the distance between the chunk and
the user query tokens? On the length of any prepended instructions? On
the length of the user’s query afterwards?

e Whether the KV cache for a RAG chunk should be computed with or
without any prepended global instructions or meta-instructions (i.e., it’s
faster if not, and using a prepended instruction sequence is like doing prefix
KV caching if the chunk is in first position, so it may depend on its ranking
position.)

e To what extent does this fused KV caching method require that global
attention is used in the decoding phase? Using local attention (e.g., sliding
window) or hybrid local-global attention is a common industry backend
optimization. Does this method of RAG chunk KV caching undermine
this other optimization method?

Nevertheless, I am optimistic that we’ll see an industry implementation of fused
KV caching for RAG chunks in the near future!

Cached Tokens Should Be Cheaper?

When you think about “cached tokens” at a 50% discount, shouldn’t it be cheaper?
I mean, it’s taking a complex LLM computation away, and replacing it with a disk
load of some KV data (i.e., prefix KV caching). And why should you pay more for
caching of tokens for the bigger models, when storage cost would be the same for
all LL.Ms?

That all sounds like reasonable logic, and yet, no. The above postulate about storage
costs misunderstands how caching of tokens works:

e It’s not only a disk load, and
e The cost depends on the cached token length, and
e The cost does depend on the model.

The way that prefix KV caching works is that it does take the compute cost away
for that prefix of tokens, replacing it with a disk load of data. Note that it’s not only
storage costs, but also network bandwidth cost, because that data has to be sent to

the GPUs, which indicates the key point:

GPUs stil] use the KU cache data.
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The GPUs still have crunch away on that KV cache data, not for the cached tokens,
but for:

(a) all of the non-cached prompt tokens, and
(b) all of the newly decoded tokens in the generated output.

Hence, token caching does alleviate the “context processing” patt of the query, but
only in the prefill phase, and not even for all of the prefill phase. And the longer
the cached token sequence, the more computation that is required for each non-
cached token, because they have to “pay attention” to every single one of the cached
tokens. Hence, there is still extra GPU computation cost in the attention module
with these features:

e More computations for longer cached token sequences, and

e Extra computations for every non-cached user query token, and

e Extra attention computations for every output token, and

e These are all more expensive computations when used with bigger models.

Hence, it’s not clear if a 50% discount is too high or too low, but we shouldn’t be
expecting a fixed price either.

References on RAG Caching
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Xin Jin, 18 Apr 2024, RAGCache: Efficient Knowledge Caching for Retrieval-
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2. Jiayi Yao, Hanchen Li, Yuhan Liu, Siddhant Ray, Yihua Cheng, Qizheng
Zhang, Kuntai Du, Shan Lu, Junchen Jiang, 3 Jun 2024 (v2), CacheBlend:
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3. Google, 2024, Context caching, https://ai.google.dev/gemini-
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12. RAG Deployment

Backend Server Architecture

Although it’s wonderful to see your Al engine running on your dev box, there’s still
a lot to do before your users can see it. This is called “deployment” of your
application, including its Al model and whatever application-specific logic you’re
adding on top. Your deployment architecture typically consists of these main
components:

e Web server (e.g., Apache, NGinx)
e Backend server

e Application logic server

e Al Request Server

e Al Engine

You can merge several of these types of server components, but it’s simpler to do
them separately, or at least to think about them conceptually as separate. It also
gives some valuable optionality to have them separate, because each component
can be scaled individually if your app is a hit.

The Al engine is not the first part of the backend deployment architecture. There
needs to be a simpler request-handling server that receives the user’s input from the
client. This may involve one or more server processes behind the scenes.

For example, in a simple browser-based Q&A service, the user would input their
question or prompt from a web browser. This browser request is then handled by
the basic HTTPD server such as Apache or Nginx, which then forwards the user’s
prompt to another application-specific server that processes the request.

The request processing server could be the Al engine directly in a small architecture,
but in a more realistic production architecture it would be a simpler server that
multiplexes a stream of input requests, farming out the requests to multiple Al
servers.
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The backend server takes the user request and sends it over for the application logic
server to do whatever high-end services you are providing, which then decides what
Al requests are needed, and then sends it along for the Al request server to handle.

The Al request server has to multiplex the Al requests across multiple Al engines,
and then, for any complex queries or multi-engine requests, collate the results back
together. Neither of these components are trivial, but at least they’re not as big of
a coding project as trying to write a whole Al engine. Various commercial off-the-
shelf servers already exist for either of these components, so that’s probably your
best option. But the application logic server should be your own brilliance
expressed in code.

Al Server Hosting Options

How are you running your Al engines? If you’re calling a commercial AI API, at
least there’s an SEP field wrapped around that issue. But if you’re running your own
model or open-source models, then you have various options:

¢ Cloud server hosting to rent boxes with GPUs (e.g., AWS, Azure, GCP,
OVH, etc.)

e  GPU-specific hosting companies (the big companies and several newer
startups).

e Hourly GPU rental (from the same GPU hosting companies).

e Model hosting (not just GPUs, and again, choose between companies big
and small)

At the time of writing, GPU rental prices for Al-specific hosting have been
plummeting (as have the API inference prices), and it’s probably not worth it to
buy your own GPU chips. On the other hand, if you want to go big or control your
own destiny, then you can go wild on capex.

Note that GPUs are not your only concern. You will need some non-GPU boxes
to run the other components of your Al production architecture, such as basic
Apache/Nginx setvers, backend servers, and application logic servers. The Al
request servers might run near your Al servers, or could be on separate boxes.

Various ancillary servers may also be needed for your operations, such as:

e Testbed servers (GPU and non-GPU)

e Deployment servers (e.g., marshaling new releases)
e  Static file cache servers

e DNS servers (if you DIY)
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Note that DNS servers are not necessary to do yourself unless you go very big. The
capabilities of the basic domain vendors to also handle your DNS serving needs are
very high (e.g., GoDaddy, Amazon, Google, Network Solutions, etc.). If you really
want to, there are open-source DNS servers available (e.g., djdns), but doing
advanced features like geo-based DNS requires some work.

You also need a way to test your new production architecture before it goes live.
The full “deployment” procedure may need a server to manage it, and for a rollback
procedure when it fails. You might also need extra boxes to DIY a cache of static
files (e.g., images, scripts), or you can use a Content Delivery Network (CDN)
commercial provider.

Hosting Server Specs

Irrespective of whether you’re hosting on your own servers, or using a major cloud
service provider, you need to consider the specs for an Al backend server. Firstly,
note that not all servers are “Al servers” and most of the basic servers don’t need
GPUs at all (e.g., Apache servers, ancillary servers, etc.). The main specs for a non-
Al server are the usual suspects for an Internet server:

e CPU

e RAM

e Disk speed

e Network connectivity

These days even a moderate box will handle all a small project’s basic serving needs
(i.e., until you really make it big). For basic boxes, if you don’t mind getting a bit
hands on, then dedicated server hosting is cheaper. But for a price, you can trade
that off for a managed server.

Even for a small corporate project or startup, it’s good to build in some redundancy
and scalability with multiple servers. A simple way is to have a few boxes on round-
robin DNS taking requests and passing them on. This way, if a box goes down,
there are other boxes for the browser to try before the user starts to notice there is
an issue.

For really large setups, it’s usually worth buying your own machines, but you’d be
needing nearly 100 boxes before that becomes reasonable feasible. There are plenty
of stories online of large companies moving away from cloud hosting to their own
dedicated servers.

Personally, for the basic non-Al servers, we recommend going reasonably low-end
or mid-tier in terms of specs, but running a lot of them.
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In particular, you don’t need a lot of disk space for many of these basic servers, so
focus on getting enough RAM and a CPU with enough cores.

In terms of network bandwidth, if you’re running multiple servers, you also don’t
need a high network traffic level on a per-server basis, because it’s distributed across
multiple servers. But you do need to consider your method of dispersing traffic
across multiple HTTPD servers (e.g., round-robin DNS or a load balancing
method). But note that consideration of “sessions” are important for Al backend
servers. If you’re storing conversation history in a chatbot or Q&A app, or if you’re
doing KV caching optimizations, then you have two options:

(a) Ensure user sessions stay on the same box (i.e., “sticky sessions”) by
using router or load balancer technologies with this feature, or

(b) Plan to share data between multiple boxes via advanced inter-server
networking (e.g., RDMA technologies) or shared storage (e.g., NAS
appliances).

Also, try to set up your architecture so that you don’t need those gold-plated extras
from your hosting provider. You don’t need fault tolerance and failover for an
architecture with multiple web server boxes. You also don’t need backup of these
cloned production servers in this case, but only for those servers with important
logs, user management databases, or user document datastores. The idea is to run
multiple identical servers, and then shut down any that start being problematic,
which occurs rarely anyway. Instead, you need a streamlined process for deploying
a new server, whether it’s renting a new bare metal server or auto-spinning up a
new VM. Hence, the DevOps software processes are almost more important than
the exact choice of server specs for many utility servers.

What you do need is a monitoring system to detect any problems. You can run
some open source tools on your own servers (or developer desktops), ot you can
use some of the various commercial services that charge a low monthly fee for
remote monitoring (e.g., uptimerbot, websitepulse).

For backend networking, you may also need a fast network between all the servers
sO you can copy over an entire server deployment quickly. Note that you can often
have faster “private” network connections than the public ones if the servers
support multiple network cards.

Disk specs. Although your GPU choice and RAM size are more important, you
should also consider your disk speed. This applies to your options in setting up a
virtual machine, or on the choice of disk storage for a bare metal server.
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You need a large amount of disk storage for model files, which are larger than your
average bear. This might tempt you to go for the cheaper and larger HDD disks.
On the other hand, SDD disks are much faster to load, and not that expensive
anymore. If you want fast startup of your engine with its full model, I think SDD,
such as using NVMe disks, is the way to go. Also, it’s a kind of fallback in case you
mess up the server process configurations, and the machine starts paging, which is
much faster if the disk is SSD.

GPU Specs

Sadly, you will need to rent some GPUs for your rapacious Al engines, and this will
skyrocket your hosting bills. There are several important considerations related to

GPUs:

e GPU choice

e GPURAM (VRAM)
e GPU billing methods

GPU Choice. Which brand of GPU should you choose? For a data center backend
execution of Al inference or training, the leader of the pack is currently NVIDIA.
Alternatively, as your second choice, you could try a GPU made by NVIDIA. But
if you can’t afford that, then you really should pass the hat around and save up to
pay for a GPU from NVIDIA. Your basic data center GPU options from NVIDIA,
sorted by GPU RAM (and cost), include:

e P100 (Pascal) — 12GB or 16GB

e V100 (Volta) — 16GB or 32GB

e A100 (Ampere) — 40GB or 80GB

e H100 (Hopper) — 80GB

e B100/B200 (Blackwell) — 192GB (2x96GB)

Okay, yes, there are some other options. There is the Google TPU and some data
center GPUs from AMD and Intel that you can consider.

If it’s not in the data center, such as running a smaller model on a high-end PC (e.g.,
a “gaming” desktop), then there are more options, and many more GPU RAM sizes
to consider. You can choose between various NVIDIA RTX series, AMD Radeons,
and several other GPU vendors.
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GPU RAM. The amount of RAM on a GPU is important and directly impacts the
performance of Al inference. This is sometimes called “VRAM” for “Video RAM”
in a somewhat outdated reference to using GPUs for video games, but it’s often
just called “GPU RAM” when used for Al engines. The “G” in “GPU” used to
stand for “Graphics,” but now it just means “Gigantic” or “Generative” or
something,

How much GPU RAM is needed? Short answer: at least 12GB for smaller models
(e.g., 3B), ideally 24GB to run a 7B model or a 13B model. Quantization is also
helpful in making models small enough to fit in a GPU.

Typically, for open source models you want the entire model able to sit inside a
single GPU’s RAM. However, this also impacts how many instances of the Al
engine can run on a single server with one GPU. The GPU needs a static copy of
the model (once), but also needs to store all the interim calculations of activations
separately for each instance. If you’re running an open source 7B model, multiple
copies fit inside a decent GPU. Less so for 13B models, and trying to run a 70B
model in an 80GB GPU gets a touch more difficult. Quantized models are your
friend.

NVIDIA 3080Ti has 12GB and works for 3B/7B models, mainly for POC
development and researchy type stuff. NVIDIA 3090 has 24GB and works well for
3B/7B and you can toy around with 13B if careful. NVIDIA 4070Ti (12GB) is
similar to a 3080T1; NVIDIA 4080 has 16GB and NVIDIA 4090 has 24GB. For
bigger models requiring more GPU RAM, you’re looking at V100, A100, or H100.

The above discussion mainly relates to small and medium-size open source models.
Running a big commercial mega-model isn’t really possible with only a single GPU.
The big companies are running H100’s by the bucketload with complex multi-GPU
scheduling algorithms. If you want to know about that stuff, send them a resume
(or read research papers).

Note that there’s not really the concept of “virtual memory” or “context switching”
or “paging” of GPU RAM. The operating system isn’t going to help you here.
Managing GPU RAM is a low-level programming task and you basically cram the
entire model into the GPU and hope to never unload it again.

You will more than one box with a GPU, even for smaller models, assuming
multiple model instances per GPU. To get a decent response time, you want a
model instance on a GPU to be immediately available to run a user’s query. How
many total instances you need depends on your user load, and whether they like
watching blue spinning circles.
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GPU Billing. There ate various billing methods for GPUs, and you have to
compare providers. A lot of GPU power is billed on an houtly basis, with monthly
options, and managing this expense can make a big difference overall. The load
profile differs for inference versus training, and also obviously depends on user
patterns in the production application.

Online Architecture Optimization

The Al engine and its model are only part of your production architecture. An
online website version needs a backend server that receives user requests, marshals
them to an API, that then sends them off to the Al engine. The Al engine shouldn’t
be running on the same tech as your basic server, so the requests are sent remotely
whether it’s your own Al engine or a commercial API wrapper architecture.

Website Optimization: There’s a whole bag of jobs needed to optimize the user
response for a website, and most is well-known and unrelated to Al. Some issues:

e Apache versus Nginx (generally, Nginx is faster, but Apache is flexible).

e DNS speed (usually better to use your domain providet’s commercial
service than DIY)

e Image sizes (i.e., low-resolution images)

e Script sizes (e.g., minifying JavaScript)

e HTML page sizes

e File cache settings

e [Ftags

e SSL/HTTPS certificates (e.g., LetsEncrypt is free)

e Third-party scripts (e.g., Google AdSense, Google Analytics)

e Cookie management (or like Mater: “to not to”)

Some of the broader issues include:

e  User account management

e (DN usage (use a commercial provider or DIY with image-only servers).
e Security blocking (e.g., CloudFlare)

e Analytics

e Ad serving scripts

¢ C(loud hosting servers (GPU and non-GPU)

e  Multi-server management

Having a website run small and fast is a whole tech discipline in itself. This book
does not cover many of these non-Al-specific website optimization issues in detail.
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API Wrapper Architecture Optimizations

If your architecture is wrapping a commercial API, then you can’t do much with
the model or its engine. However, in addition to optimizing your backend server
architecture, you also have control over what user requests get sent through to the
commercial API. Some of the optimizations include:

e Filter dubious queries with heuristics (e.g., blanks only, punctuation only,
single cuss words, etc.)

e Use an “inference cache” of full responses to identical previously-seen
queries. Consider caching multiple slightly-different responses.

e Use a “semantic cache” with a vector database that does “nearest-
neighbor” lookups to cache responses to close-enough queries.

e Context compression of chatbot conversation history or RAG document
chunks.

If you are wrapping a commercial API, your speed improvements are limited to this
type of pre-API caching, along with speedups to your basic deployment architecture
(e.g., Apache/Nginx, back-end servers, application logic, etc.)

To some extent, these caching optimizations also apply to your own non-wrapped
Al engine architecture as a way to reduce the GPU compute costs of your own
hosting platform. You can reduce load on your own Al engine, such as an open
source engine running an open source model, by using these caching techniques.
However, you can also speed up your own Al engine using many of the other
techniques in this book.

Request Queue Architecture

Assuming you have an incoming stream of Al prompt requests, how do you send
them to be processed? There are two issues to consider:

(a) Session tracking, and
(b) Prompt history.

Session tracking refers to having multiple users with different sessions, who may be
either logged in or running in a guest session. The responses from the web server
need to be consistent with the session, and may need to process information using
the session. For example, a logged in user may be working on a document that is
stored in their online account.
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Prompt history refers to whether the Al engine can answer a prompt in isolation,
or whether it must keep track of the “history” of recent prompts from the one user.
Does the Al engine need “context” between two prompts from the same user?

If not, then the Al engine may simply answer a prompt in a “stateless” manner. But
if history is required in a multi-prompt conversation with the user (e.g., chatbot or
Q&A session use cases), there are more issues to consider.

In the simplest architecture, without needing context from the prompt history, the
session tracking is done near the web server. In other words, the request handling
server can handle any session-related requests, and then access any session-specific
documents from a data store.

It can then forward this data to the Al engine, and the Al engine can simply receive
and handle prompt requests without knowing from where they came. The Al
engine is thereby operating in a stateless manner, simply processing input prompts
without any additional user context.

There are many ways to implement a simple request queue in a server. It is an
“application server” to put on the backend of your web server. You can build your
own, or use a production tool such as:

e  Uvicorn with FastAPI
e  Gunicorn with Flask
e Apache Tomcat

e  Microsoft IIS

There are many other options here, and you can add your favorite application server
to the list. Tomcat is a well-known application server typically used as add-on to
Apache on Linux. Microsoft IIS was a web server that has gradually evolved into a
combined web-application server.

Uvicorn combined with FastAPI or Gunicorn with Flask are both similar Python-
specific architectures. Either is a reasonably simple option as a production tool that
is good for using a Python-based architecture that interfaces with Al engines.
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Load Balancing

If your goal is a high volume of user requests, then you need to consider higher-
end scalable architectures with load-balancing and fault tolerance. Some of the
technologies to consider with load balancing include:

e Round Robin DNS

e TLoad Balancer Network Devices
e Apache Kafka

e Apache Load Balancer

e Nginx load balancing

Round robin DNS, or RR DNS, is a simple way to distribute incoming requests to
multiple servers, but it isn’t true load balancing because it doesn’t consider load or
availability of the server connections. On the upside, it requires no extra server
components and can be done simply by manipulating your domain DNS records.

Kafka is a more scalable production tool with advanced features such as clustering.
The advantages of using Kafka are many in a large architecture, in that it is a pre-
built tool that is purpose-designed for handling a high volume incoming event
stream. It has a highly efficient distributed architecture, where you send requests to
a Kafka cluster, and multiple listeners can be created to process incoming requests.
For each input prompt, the Kafka listener would dequeue the request, and then
forward the prompt text to its associated Al engine.

Apache Load Balancer is s freeware load balancing add-on. For more information,
see the mod proxy and mod proxy balancer Apache modules. Nginx also
supports multiple different load balancing approaches such as round robin and least
connections. Refer to the Nginx documentation for details.

Networking Optimizations

Larger GPU applications may need to transfer data between multiple GPUs or
across the network to other servers. A large data center running many inference
backends will also have a lot of work to do in terms of the various networking
protocols and software stacks. There are various optimizations in these cases, and
here’s a summary of some of them.
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A data center running H100 GPUs will have different types of networking:
1. Front-end networking — Ethernet from external accesses.
2. Back-end networking — optimizing inter-GPU transfers.
3. Out-of-band networking — for internal monitoring and management.

The front-end networking is typically an Ethernet connection from the internet into
the hosts. This is how customers and external users connect into the data center for
reaching servers and for data storage needs.

The back-end technologies are much more intense and high-bandwidth, because
they manage bursts of inter-GPU communications for reductions and gather
operations. Al training applications have a particularly bursty pattern of concurrent
data sending at high volume when updating the parameters. Technologies to use
include InfiniBand, Spectrum-X, or RoCEv2 FEthernet. This may require
optimizations to the NVIDIA Collective Communications Library (NCCL), such
as to make Ethernet run fast enough. Different connectivity topologies may be
considered viz network switches and the GPU servers. Connectivity hardware
options include various switches and a choice between optical or electrical cabling.

Monitoring and management of both software and hardware devices is important
as failures and errors are common in hot GPUs and in other network devices and
servers. Monitoring tools for data centers include Grafana and Prometheus.
Insidious failures in GPUs from overheating that cause incorrect results in
computations can be diagnosed by running self-diagnostics, such as NVIDIA’s
“dcgmi” diagnostics (at level 4).

Knowing about all this frantic nonsense in the networking layers of a high-end
datacenter is a very specialist skill in high demand at the moment. Some additional
information on particular networking technologies is below.

1. Remote Direct Memory Access (RDMA). This is a network protocol whereby
servers can access the memory in other servers, without having to interrupt the
remote CPU (or GPU). Using RDMA can allow fast network data transfers
between servers without slowing down their computations.

2. Lazy Connection Establishment in NCCL. This is an optimization to the
NVIDIA Collective Communications Library (NCCL) protocol, often pronounced
as “nickel,” for inter-GPU communication. Lazy connection establishment delays
the establishment of connections by the GPU until they are required, thereby
reducing the initialization time for NCCL.
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The feature is controlled by the NCCL_ RUNTIME CONNECT environment variable,
and can be disabled by setting this to zero. Note that this is not the same
optimization as “lazy loading,” which refers to GPU loading of machine code
instructions.

3. Multi-GPU Peer-to-Peer Memory Access. This is sometimes abbreviated to
“P2P” and is a technology relevant to motherboards with multiple GPUs running
on them. It is an optimization method that involves one GPU accessing the
memory of another GPU directly, without any involvement of the CPU.

4. nvlink Data Transfers. This method is for multi-GPU communication within
a server. It offers a faster communication protocol that bypasses the PCle bus for
data transfer, so as to allow GPUs to communicate more efficiently with each other.

5. Memory-Mapped I/O. This is an optimization whete 1/O peripherals are
directly connected to memory, rather than needing the CPU’s involvement to
control data transfers. There are a variety of peripherals that could be attached to
your Al engine, starting with a Tardis or a Holodeck.

Prompt History and Context

The architecture gets more complicated when the use case requires the Al engine
to incorporate the user’s history of prompts in their current conversation. For
example, if it’s a chatbot to take your food order, it needs to know what you’ve
already ordered so that it can annoyingly push you to buy more stuff than you need.

The main way is to use your existing Al engine, but simply prepend the prior
conversation to the uset’s new prompt. In other words, the Al engine simply
receives each request in a stateless style, but each request includes all of the
necessary prior context.

Implementing this architecture requires that the current session’s history of
prompts and responses are both stored in a session-specific data store. This might
be a temporary store for guest sessions and/or a permanent store for signed-in
users. Hither way, the main point is that the text of the prompts and engine
responses is available to be used for the next incoming request. The new prompt is
then appended to the end of the conversation, and the whole conversation can be
passed to the Al engine.

There are some downsides to this simple approach. Firstly, it’s not always that
effective, and may require some fancier prompt engineering before it works well.
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Some Al engines are beginning to have options to explicitly send these two inputs
separately in the same API request, which may improve this situation. Secondly, it’s
sending a lot of extra tokens to the Al engine, which are expensive to process,
whether it’s extra dollars in the billing statement for a commercial fee-based engine
(e.g., OpenAl’s API) or the hidden cost of increased load on your own GPU
hosting.

One idea to reduce costs is to store a “summary’ of the prior conversation, rather
than all of it, so fewer tokens are prepended. Summarization is a whole research
area in itself, and there are various approaches. For example, this could be achieved
via some types of simple heuristics (e.g., just remove unimportant “stop words”) or
via Al-based summarization algorithm (although that extra expense probably
defeats the purpose). The research areas of “prompt compression” and “document
summarization” may be relevant here.

More advanced approaches than prepending the prior conversation are possible to
handle an incoming request with history. There are various ways to store and handle
the “context” of a long user conversation with prompt and answer history. This
area is called “conversational AI” and may require changes to your Al engine
architecture.

Finally, this area is changing rapidly and the above may be outdated by the time you
read this. It’s a fairly obvious extension to a commercial API for the provider to
track the context for you, rather than impolitely foisting that requirement onto
every programmer. Admittedly, it’s also not a cheap capability to add, because the
API provider would need to store a huge amount of extra context data, in return
for getting paid less because you’d be sending them fewer tokens. Nevertheless, 1
expect to see commercial APIs having this functionality soon.
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13. Reasoning and RAG

Remember The Wall?

Do you remember when there’s was a lot of articles about how Al companies were
“hitting the wall.” Several major companies are having trouble training their next-
g ] p g g
generation models, with only incremental improvements in performance found.
What a wondetful outcome for RAG, because then all those billions of dollars in
funding for training trillion-parameter models could now be redirected to RAG.

It’s nice to have a dream.

Actually, no, the new new thing became inference at the end of 2024. This is
exemplified by the recent OpenAl “o1” (“Strawberry””) model release in September,
2024, which was based on the “Chain-of-Thought” reasoning strategy. The basic
idea was to run multiple LLM inference steps for every user question, rather than a
“one-shot” attempt to answer the user. Over multiple repeating steps, the model
could reassess its own output, and then converge on a much smarter answet.

It worked great. A little slow, but great.

But then the pendulum swung back the other way with the release of the DeepSeek
R1 reasoning model in January, 2025. Instead of multiple steps of inference, it used
“longer answers” as a way for the model to reason its way to an answer. It turned
out that you could train an LLM to do reasoning better just by training it on a lot
of such longer sequences, which it could them mimic. The result was smarter
answers at a much lower token cost than multi-step reasoning. Who knew that
“talking to yourself” would be an Al strategy for reasoning.

The point of all this is that there are now reasoning models that you can use with
RAG. But do you really need advanced reasoning to answer a uset’s question about
your refund policy? It’s a somewhat open question, and the use of reasoning models
with RAG is in its early stages.
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Reasoning Prompts

The first point about reasoning models is that you can get a long way with
prompting. In fact, most of the eatly research on better LLM reasoning was just
that you could get it to do better with a few tweaks to the prompts. The classic
example is the original Chain-of-Thought algorithm which was a single-step
prompting method of simply telling the LLM:

Let’s think step-by-step.

Surprisingly, this actually made the LLM think step-by-step, which was closer to
reasoning than basic answers.

There’s a whole swathe of prompting strategies that you can use with your RAG
application, if you want to. The types of prompt engineering methods for
improving the model’s ability to “reason” with more intelligence include:

¢  Chain-of-Thought (CoT)
e Emotional prompting
e Skeleton-of-Thought (SoT)

The relevance of all these reasoning-prompt things to your RAG application is that
you can simply add words to your prepended system instructions prompt, if you
want a more reasoning-ish RAG application.

Chain-of-Thought

This is an advanced technique where the LLM can do better just with a little
encouragement, like a toddler on a swing. The idea is to suggest via prompting that
the LLM should generate a sequence of steps, which thereby helps it to reason in
steps.

Step-by-Step. In its simplest form, this is a method where the prompt has a helpful
reminder prepended, encouraging that the LLM to proceed “step-by-step” in its
answer. The idea is literally to include in the prompt an English sentence that
literally says something like: Let’s #ry step-by-step.

More advanced versions of CoT use trickier prompting strategies. Complex
prompting templates can be used to encourage stepwise refinement of multiple
possible answers, so as to select the final choice in a more ordered way.
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Emotional Prompting

LLMs supposedly don’t have emotions, and yet appealing to their emotional
vulnerability seems to improve accuracy of answers. Anecdotally, some users had
reported that they got better answers if they begged or yelled at ChatGPT. In
November 2023, research was published confirming that LLMs did respond to
“emotional stimuli” in the prompts.

The technique is to add an emotional sentence to the prompt. For example, after
the main question, append: This is very important to my career. Another example
was: You'd better be sure.

Nobody thinks they’ve got emotions or become aware of their inner child. But
somehow, the addition of emotive wording to a prompt triggered better working.
Is there some kind of emotional signals in all that training data? Actually, the paper
discusses why it works, and suggests a simpler explanation that the extra sentences
add more definitive and positive word signals such as “important” and “sure.”

But they aren’t very sure, although it’s certainly important to their career. I cried
when I read that paper.

Skeleton-of-Thought Prompting

The skeleton-of-thought (SoT) method is from some recent research, and it has
been getting significant attention in the literature. SoT is not just a reasoning
improvement method, but has two goals:

e  Smarter, and
e Speedier

The SoT idea mimics the way humans would write a long paragraph. Most writers
don’t just have the words stream out of their fingertips in one long writing session.
Why should we expect the LLM to do that?

Instead, the SoT method is a multi-phase method that works in a human-like way:
1. Generate a rough outline (i.e., with paragraph main points or a list).
2. Process each sub-point in a separate LLM query.

3. Run a final LLM query to combine all the results nicely.
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This few-shot method aims to generate a much better answer than a one-shot
response. Each sub-point should get a more detailed consideration, and then the
final output should be well-written. It’s almost like a RAG architecture with a query
for each sub-point, but the answers come out of the LLM itself.

Or, you know, why couldn’t the sub-answers come out of a RAG system? Oh, wow!
I just invented the multi-RAG multi-shot multi-model, which I'll now officially
name the “manga” model.

Anyway, this combined multi-response idea in SoT isn’t just more effective. It’s
also faster, because each sub-point can be processed in parallel. Each paragraph’s
LLM query can be running at the same time, although the first outlining query, and
the final summarizing query, must still run sequentially. But still, that’s three LLM
query phases, rather than many more if there are ten sub-points in the answer.

Finally, note that although this is faster in terms of /afency, it’s inefficient in terms
of computation cost. The parallelization reduces the time it takes to come back to the
user, but all those parallelized sub-point LLM requests are chewing GPU juice. It’s
also not going to work well with “on-device” models, such as Al phones and PCs,
where parallel capabilities are limited.

Two-Step Reasoning

The advanced LLMs don’t do all of their answers in one LLM inference sequence.
In fact, they do many, and the state-of-the-art is “multi-step” reasoning. One of the
basic multi-step methods is the use of “tools”, such as:

e LILM devises a “plan” to execute the user query, including tool executions.

e Execute the tools to get their outputs.

e LLM executes the final query to summarize the overall response, including
any data from the tools.

This method has two LLM inference computations, whereas the “tools” are
probably non-LLM code applications. This is assuming that tools are doing:

(a) computations — e.g., a clock or calculator, and/or
(b) data source integrations — e.g., search real estate listing in a database.

Big LLMs have lots of calculation-type tools, and they also can integrate with a
variety of disparate data sources. The issues of tool integrations and data sources
are covered in a sepatate section.
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Multi-Step Reasoning

A more generalized idea for advanced reasoning capabilities is that the LLM makes
a plan, which can include any number of other LLM sub-processing tasks. The idea
is also called “few-shot” processing, because it allows multiple LLM calls, rather
than “one-shot” methods, where there’s only a single LLM request. This is an area
of state-of-the-art research in trying to reach AGI, by improving the LLM’s ability
to plan and reason.

You usually don’t even know it’s happening if you use a third-party inference API
to get answers to your queties. Which is good news if you don’t happen to have a
PhD in machine learning.

There are many more prompting techniques, both zero-shot and few-shot, that you
can research. Here is just a smattering:

e Rephrase and Respond (RaR)

e Re-reading (RE2) — appends “Read the question again:” and the question
a second time.

e Self-Ask — encourages the LLM to ask “follow-up questions.”

¢  Memory-of-Thought

e Active Prompting

e Ensemble prompting — various multi-answer combination ideas.

Unfortunately, I've run out of electrons, so I’'m not going to cover all of these.
There are various huge survey papers on the internet if you happen to like strange
nonsense that actually works.

Recent Research on RAG Reasoning

The level of recent research attention to “multi-step reasoning” is off the charts.
We’ve now seen papers on “chain-of-X” for almost every word in the English
language. And this has now started to make its way into RAG research, although
it’s not a flood of papers by any means.

Every implementation of a RAG application can use any of those advanced
reasoning algorithms, which would probably make it 1% smarter and 100% slower.
Arguably, the type of advanced reasoning problems that OpenAl Strawberty or
DeepSeek R1 is better at solving are not really in the bread basket for RAG, but it’s
worth a try!

149 RAG Optimization



Nevertheless, there’s room for some more research on RAG and reasoning. For
example, does RAG with Chain-of-Thought work better if you prepend the RAG
chunks at every step of the way, or is it better just to have them at the first step?
We’re yet to see that in a research paper!

Research papers on reasoning models and RAG include:

1.

B Zhan, A Li, X Yang, D He, Y Duan, S Yan, 2024, RAR0K: Retrieval-
Augmented Reasoning on Knowledge for Medical Question Answering, 2024 IEEE
International Conference on Bioinformatics and Biomedicine (BIBM),
pages 2837-2843, DOL:

10.1109/BIBM62325.2024.10822341, https://www.computer.org/csdl/p
roceedings-article/bibm/2024/10822341/230np6dXOSI (RAG
combined with Chain-of-Thought for medical reasoning.)

Xinyan Guan, Jiali Zeng, Fandong Meng, Chunlei Xin, Yaojie Lu,
Hongyu Lin, Xianpei Han, Le Sun, Jie Zhou. 3 Feb 2025, DeepRAG:
Thinking to Retrieval Step by Step for Large Langnage

Models, https:/ /arxiv.org/abs/2502.01142

P Verma, SP Midigeshi, G Sinha, A Solin, N Natarajan, Mar 2025, Plan
*RAG: Efficient Test-Time Planning for Retrieval Augmented Generation, ICLR
2025 review, https://openreview.net/pdfrid=gi9aqlYdBk (Improve RAG
reasoning efficiency via planning for parallel reasoning.)

Qiguang Chen, Libo Qin, Jinhao Liu, Dengyun Peng, Jiannan Guan,
Peng Wang, Mengkang Hu, Yuhang Zhou, Te Gao, Wanxiang Che, 13
Mar 2025 (v2), Towards Reasoning Era: A Survey of Long Chain-of-Thonght for
Reasoning Large Language

Models, https:/ /arxiv.org/abs/2503.09567 (Massive and broad survey of
all types of reasoning.)

Mingyue Cheng, Yucong Luo, Jie Ouyang, Qi Liu, Huijie Liu, Li Li, Shuo
Yu, Bohou Zhang, Jiawei Cao, Jie Ma, Daoyu Wang, Enhong Chen, 17
Mar 2025 (v2), A Survey on Knowledge-Oriented Retrieval-Augmented
Generation, https:/ /arxiv.org/abs/2503.10677

Thang Nguyen, Peter Chin, Yu-Wing Tai, 26 May 2025, M.A-RAG: Multi-
Agent Retrieval-Augmented Generation via Collaborative Chain-of-Thonght
Reasoning, https:/ /arxiv.org/abs/2505.20096
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14. Advanced RAG
Architectures

Overview of Advanced RAG

We’ve already covered some of the more advanced types of RAG architectures,
such as combining fine-tuning and RAG. Here are some more possible extensions
to a basic RAG architecture.

Citation management. An important part of a production RAG system is to have
it emit the citations into its answers. Although it’s relatively easy to store a URL or
other identifier in the RAG datastore for every chunk. A simplistic approach is to
list the citations at the end of the LLM response. However, it’s a little trickier to
know whether or not the LLM has actually used the chunk in its answer, or to try
to insert the citation into the middle of the output text as a HREF link.

Reranking. Advanced RAG systems have a few steps after the retriever returns a
few chunks of text. The reranker will attempt to decide which is the most relevant.
Why do you need a “reranker” if the retriever has just looked it up? Presumably the
retriever did its best to order them, right? Yes, that’s why it’s called a “reranker”
rather than just a “ranker.”

The reranker is optional, but having one can improve the RAG system overall. It
can be a model-based algorithm to review the chunk’s relevance to the query in
more detail, since a typical retriever is non-LLM technology. The reranker may also
have information that is unavailable to the retriever, such as user feedback data
about chunks, or whether the RAG chunk has its KV data cached (i.e., “cache-
aware” reranking).

Packing. The packing phase is after the reranker, and will merge the ranked chunks
together into one text sequence. This could be simple string concatenation of text
chunks, or they might be incorporated into a more templated structured text (e.g.,
with separator lines of text, and numbering). Another issue is whether or not to put
the citation URLs into the final text for the LLLLM to use.
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Some research has shown that, at least for some models, the best packing is
“reverse” order, with the most relevant chunk last. This sounds strange, but it puts
the retriever’s best chunk closest to the user’s query at the end, which helps the
LLM pay “attention” to that last chunk. However, more advanced models are better
at extracting text across longer contexts, so this advice may not be that important
for long.

Too much of a good chunk. A typical RAG system does a retrieval from the
external datastore for every query. This is probably fine for a Q&A style lookup for
factual answers, but is not always optimal for every query from a human, such as in
a conversation with a chatbot.

There are times where it’s inappropriate for a chatbot to respond with an answer
based on some document. Sometimes people just want a chunk-free answer.

The basic approach is just to hope the datastore’s nearest-neighbor vector lookup
will fail to match a chunk in such cases, or else let the LLLLM sort it out and do its
best.

The more advanced idea of using additional models to determine whether or not a
uset’s query requires an external RAG lookup is called “adaptive RAG” and it’s a
relatively new area of research.

Knowledge graphs. Instead of basic text chunks of documents, a RAG system
can use more complex representations of information. One of the rising stars in
this type of system is the knowledge graph. This represents information in a
hierarchical graph structure, allowing for more advanced reasoning in the results.

Prefix KV caching. There are multiple ways to use caches in RAG, such as using
basic datastore lookup caching (and indexing) optimizations for the retriever
component. Another deeper way to integrate RAG into a Transformer system is to
also store the KV cache data with the RAG chunk text.

The idea is to pre-compute the KV data that results from processing any RAG
chunk, This ensures that the inference engine does not re-process the same chunk
every time it’s retried, but only needs to process the new tokens, which is usually
the user’s actual question.

The idea is that the RAG chunk is usually prepended as the prefix of the full input
to the LLM. Note that the “prefix” text might include both the “global instructions”
along with the RAG chunk, but this still works; it’s just a longer prefix to pre-
compute for each chunk. Hence, a RAG prefix KV cache can speed up the latency
significantly.
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The downside is the need to add an extra caching component that maps the RAG
chunk id to a blob of KV cache data (one for every layer of the model), and the
inference engine needs to load that KV cache at the statt of prefill.

There are also difficulties in pre-processing multiple chunks, such as if they are
ordered differently, but caching two or more chunks as a single prefix is possible.

Image Results

Most RAG applications are text-to-text, such as answering a user’s question in a
support chatbot. But what if your RAG app wakes up as a salesy chatbot that wants
to make a few commissions. Wouldn’t it want to show some pictures of the
products to the user?

Yes, you want to show images, but no, you don’t want the LLM to create them.
Using an advanced multimodal LLM to create images to return in its results would
be: (a) slow, (b) expensive, and (c) unpredictable.

You really don’t want to worry about hallucinations in images. Instead, you want to
supply a set of canned images that have been carefully vetted by your sales
professionals. There are a few ways to do this:

e Image database component
e Image results LLM
e Tie images to chunks or citations

The first point for latency is that your RAG application does not return the image
file data. Rather, you’re returning a URL, or a section of HTML that shows an
image, and letting the user’s browser load the image from whetever you have these
images hosted on a web server. Usually, this would be the same method of serving
images that you’re already using for your public website or intranet.

One way to choose which image URL to return is to create a whole new component
that takes the uset’s query and returns an image URL to display (from a predefined
set). This is effectively a vector database that uses semantic embeddings, but returns
image URLs or HTML snippets instead of text. Easier said than donel

If you want to chew up even more GPU juice, you could build an LLM for that!
You could train an LLM to map input questions to image filenames or URLs. This
is obviously going to be slower than an image vector database, but you’ve got a big
compute budget, haven’t you?
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Another way is to notice that you already have various attributes returned with each
chunk by your retriever component (from the vector database). You can add image
filenames, URLs, and other metadata like width and height to the existing database
of chunks. Note that you don’t always want to show an image, and one of the
metadata settings is whether or not to show an image for a given chunk. Another
one could be that you want to show two images for a chunk.

Alternatively, rather than a mapping image URLSs to each individual chunk, you can
create a mapping between citations and the images to display. This is like using a
document-level mapping to relevant images, rather than a chunk-level mapping. In
cither of these ways, you aren’t adding another vectorized embeddings search, but
are leveraging off the existing one in the vector database for text chunks.

One final point: you could do the same thing for videos, too! (Also, audio
voiceovers, background music, sound effects, GIF animations, SVG designs, or 3D
augmented-reality world generation in real-time for goggle gaming.)

Beyond RAG

There’s a lot of different variations on the RAG architecture. Also, RAG
architectures can be extended in various ways. Some of the similar capabilities with
“augmentation” of the LLM’s input prompt with extra data include:

e Retrieval Augmented Language Models (RALM) — the most general
category including augmentation by basically anything; see more about
RALM.

e Tool-Augmented Language Models (TALM) — use dynamic tool
execution to compute extra input data. See more about tool integrations.

e Data source integrations (“plugins”) — extended ways to search big
databases, such as real estate listings or the entire internet, using a RAG-
like approach.

e Agentic RAG — integrating agent features with RAG for action
capabilities.

e Table-Augmented Generation (TAG) — overcoming limitations in

processing tabular data, to allow spreadsheets and classic SQL database
rows to be used as RAG inputs.

The first three of these RAG extensions aim to provide the LLM with more data
than from simple document chunks. RALM can access dynamic data in any possible
way, of which the most obvious is via a “plug-in” interface, which generalizes the
vector database lookup of RAG.
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TALM involves extending the input dynamically with tools that perform
computations, and inject new data into the overall input sequence, rather than
simply inserting verbatim sections of stored data.

Finally, note that classic RAG and these RAG extensions are an inherently “read-
only” approach that only generates answers. It doesn’t change anything for the user,
and the generalization of that idea is “agents” that can do real-world actions (i.e.,
they’re “read-write” and can do “actions”).

For example, classic RAG could maybe tell you what your symptoms might be
caused by, but an LLLM agent can also book your doctot’s appointment for you. For
more on this combination of technologies, see Chapter 15 covering agentic RAG
architectures.

RALM

Retrieval Augmented Language Models (RALM) is the general method of using
external data sources to make LLMs more powerful. It improves the “smartness”
of the LLM, rather than being a speed optimization. In fact, it is often slower,
because accessing a secondary data source requires an extra step.

RALM and RAG are almost the same thing, but RALM is a little more general in
allowing any kind of “retrieval” in the architecture. RALM is the general category
of methods whereby an LLM is extended using an external data source. This is very
similar to RAG architectures, which are a more specific type where the retrieval
takes place in a datastore of document sections. Going beyond basic RAG chunk
lookups, RALM may also include capabilities such as:

e Data source integrations (“plug-ins”)
e Tool Augmented Language Models (TALM)
e “Hooks” for tool preprocessing

RALM generally refers to a read-only type architecture that simply returns
information for the LLM to use, whereas more powerful two-way integrations with
tools that “do” something are called “agents.” Read more about “agentic RAG” in
Chapter 15.
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Research Papers on RALM

Papers on the use of RALM techniques in LLMs and Transformer architectures:

1.

Dakhel, A.M., Nikanjam, A., Khomh, F., Desmarais, M.C., Washizaki, H.
(2024). An Overview on Large Language Models. In: Nguyen-Duc, A.,
Abrahamsson, P., Khombh, F. (eds) Generative Al for Effective Software
Development. Springer, Cham. https://doi.org/10.1007/978-3-031-
55642-5 1 https://link.springer.com/chapter/10.1007/978-3-031-55642-
51

Minghan Li, Xilun Chen, Ari Holtzman, Beidi Chen, Jimmy Lin, Wen-tau
Yih, Xi Victoria Lin, 29 May 2024, Nearest Neighbor Speculative
Decoding for LLM Generation and

Attribution, https://arxiv.org/abs/2405.19325 (Merging of RALM and
speculative decoding.)

Lianming Huang, Shangyu Wu, Yufei Cui, Ying Xiong, Xue Liu, Tei-Wei
Kuo, Nan Guan, Chun Jason Xue, 24 May 2024, RAEE: A Training-Free
Retrieval-Augmented Early Exiting Framework for Efficient

Inference, https://arxiv.org/abs/2405.15198 (Fatly exit classifiers built
with pre-computation using a retrieval database.)

Runheng Liu, Xingchen Xiao, Heyan Huang, Zewen Chi, Zhijing Wu, 7
May 2024, FlashBack:Efficient Retrieval-Augmented Language Modeling
for Long Context

Inference, https://arxiv.org/abs/2405.04065 (Optimize RAG by
appending rather than prepending documents, and modifying the
attention for improvements in KV caching, by shimming or replacing
some of the CUDA GPU low-level memory management APIs to avoid
the need to rewrite kernels with extra higher-level memory management
code.)

Yucheng Hu, Yuxing Lu, 30 Apr 2024, RAG and RAU: A Survey on
Retrieval-Augmented Language Model in Natural Language

Processing, https://arxiv.org/abs/2404.19543 Project: https://github.co
m/2471023025/RALM Survey

Yubo Ma, Zhibin Gou, Junheng Hao, Ruochen Xu, Shuohang Wang,
Liangming Pan, Yujiu Yang, Yixin Cao, Aixin Sun, Hany Awadalla,
Weizhu Chen, 21 Feb 2024 (v2), SciAgent: Tool-augmented Language
Models for Scientific Reasoning, https://arxiv.org/abs/2402.11451
Aaron Parisi, Yao Zhao, and Noah Fiedel. Talm: Tool augmented
language models. arXiv preprint arXiv:2205.12255,

2022. https://arxiv.org/abs/2205.12255

Zhihao Zhang, Alan Zhu, Lijie Yang, Yihua Xu, Lanting Li, Phitchaya
Mangpo Phothilimthana, Zhihao Jia, 2024, Accelerating Iterative
Retrieval-augmented Language Model Serving with Speculation,
Proceedings of the 41st International Conference on Machine Learning,
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10.

11.

12.

13.

14.

15.

16.

17.

Vienna, Austria. PMLR 235,

2024, https://openreview.net/pdf2id=CDnv4vg02f

Reyna Abhyankar, Zijian He, Vikranth Srivatsa, Hao Zhang, Yiying
Zhang, 2024, INFERCEPT: Efficient Intercept Support for Augmented
Large Language Model

Inference, https://openreview.net/pdfrid=wDDGQabYPQ

Zile Qiao, Wei Ye, Yong Jiang, Tong Mo, Pengjun Xie, Weiping Li, Fei
Huang, Shikun Zhang, 12 Jun 2024, Supportiveness-based Knowledge
Rewriting for Retrieval-augmented Language

Modeling, https://arxiv.org/abs/2406.08116

Wengi Fan, Yujuan Ding, Liangbo Ning, Shijie Wang, Hengyun Li,
Dawrei Yin, Tat-Seng Chua, Qing Li, 17 Jun 2024 (v3), A Survey on RAG
Meeting LL.Ms: Towards Retrieval-Augmented Large Language

Models, https://arxiv.org/abs/2405.06211 Project: https://advanced-
recommender-systems.github.io/RAG-Meets-1.I.Ms

Vishal Rajput, Apr 16, 2024, RAG 2.0: Retrieval Augmented Language
Models, https://medium.com /aiguys/rag-2-0-retrieval-augmented-
language-models-3762£3047256

Zhihao Zhang, Alan Zhu, Lijie Yang, Yihua Xu, Lanting Li, Phitchaya
Mangpo Phothilimthana, Zhihao Jia, July 2024, Accelerating Iterative
Retrieval-augmented Language Model Serving with Speculation,
Proceedings of the 41st International Conference on Machine Learning,
PMILR 235:60626-60643,

2024, https:/ /proceedings.mlr.press /v235/zhang24cq.html

Gauthier Guinet, Behrooz Omidvar-Tehrani, Anoop Deoras, Laurent
Callot, July 2024, Automated Evaluation of Retrieval-Augmented
Language Models with Task-Specific Exam Generation, Proceedings of
the 41st International Conference on Machine Learning, PMLR
235:16773-16801,

2024, https:/ /proceedings.mlr.press /v235/guinet24a.html PDF: https://

raw.githubusercontent.com/mlresearch/v235/main/assets/guinet24a/gu

inet24a.pdf
Mintong Kang, Nezihe Merve Giirel, Ning Yu, Dawn Song, Bo Li, July

2024, C-RAG: Certified Generation Risks for Retrieval-Augmented
Language Models, Proceedings of the 41st International Conference on
Machine Learning, PMLR 235:22963-23000,

2024, https:/ /proceedings.mlr.press /v235/kang24a.html

Seong-11 Park, Jay-Yoon Lee, 19 Oct 2024, Toward Robust RALMs:
Revealing the Impact of Imperfect Retrieval on Retrieval-Augmented
Language Models, https://arxiv.org/abs/2410.15107

Rana Shahout, Cong Liang, Shiji Xin, Qianru Lao, Yong Cui, Minlan Yu,
Michael Mitzenmacher, 23 Oct 2024, Efficient Inference for Augmented
Large Language Models, https://arxiv.org/abs/2410.18248
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18. Qingfei Zhao, Ruobing Wang, Yukuo Cen, Daren Zha, Shicheng Tan,
Yuxiao Dong, Jie Tang, 23 Oct 2024, LongRAG: A Dual-Perspective
Retrieval-Augmented Generation Paradigm for Long-Context Question
Answering, https://arxiv.org/abs/2410.18050 https://github.com/Qing
Feil /LongRAG

19. Hieu Tran, Zonghai Yao, Junda Wang, Yifan Zhang, Zhichao Yang,
Hong Yu, 5 Dec 2024 (v2), RARE: Retrieval-Augmented Reasoning
Enhancement for Large Language
Models, https://arxiv.org/abs/2412.02830

RAG Tool Usage

LLMs need to use dynamic tools to create some results. For example, to answer a
user asking what time it is, the LLM needs to call a “clock” tool. Searching the
internet needs a different type of tool.

Typically, these have been a different part of LLM architectures to RAG. Never the
twain shall meet. But recently, there has been some research on merging the
requirements for RAG chunks and tool usage. The general idea is:

e Chunks — static or fixed answers.
e Tools — dynamic answers that require computation.

Research on RAG architectures using dynamic tools:

1. Elias Lumer, Vamse Kumar Subbiah, James A. Burke, Pradeep
Honaganahalli Basavaraju, Austin Huber, 22 Oct 2024 (v2), Toolshed:
Scale Tool-Equipped Agents with Advanced RAG-Tool Fusion and Tool
Knowledge Bases, https://arxiv.org/abs/2410.14594

2. Aditi Singh, Abul Ehtesham, Saket Kumar, Tala Talaei Khoei, 15 Jan
2025, Agentic Retrieval-Augmented Generation: A Survey on Agentic
RAG, https://arxiv.org/abs/2501.09136

3. Tong Xiao, Jingbo Zhu, 16 Jan 2025, Foundations of Large Language
Models, https://arxiv.org/abs/2501.09223 (Huge 230 page paper on
many topics such as training, prompting, alignment, and long context.)

4. Mengsong Wu, Tong Zhu, Han Han, Xiang Zhang, Wenbiao Shao,
Wenliang Chen, 21 Mar 2025, Chain-of-Tools: Utilizing Massive Unseen
Tools in the CoT Reasoning of Frozen Language
Models, https://arxiv.org/abs/2503.16779 https://github.com/fairyshin

¢/Chain-of-Tools
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TAG

Table Augmented Generation (TAG) is an extension of RAG to return live tables
of data relevant to a query. This involves direct access to a database system to return
whatever rows of data that are related to the user’s query. Compared to regular
RAG chunks, this method allows returning much more specific, personalized and
up-to-date data that is relevant to the specific query. This method is also often easier
to update, because the business database is already being updated, so the extra step
of exporting and chunking updated data is avoided.

There are many applicable usages of this TAG architecture, limited only by the
variety of databases available. The TAG architecture is very flexible, and is also
similar to the use of data source integrations in agentic RAG architectures.

Research papers on TAG include those on the use of Excel spreadsheets and SQL
databases:

1. Sreedevi Gogusetty, Dec 6, 2024, From RAG to TAG: Leveraging the
Power of Table-Augmented Generation (TAG): A Leap Beyond
Retrieval-Augmented Generation

ai.plainenglish.io /from-rag-to-tag-leveraging-the-power-
of-table-augmented-generation-tag-a-leap-bevond-54d1cfadb994 (TAG
for augmenting LLMs with queries from database tables, similar to data
source plugins.)

2. Zipeng Qiu, You Peng, Guangxin He, Binhang Yuan, Chen Wang, 29
Nov 2024, TQA-Bench: Evaluating LL.Ms for Multi-Table Question
Answering with Scalable Context and Symbolic
Extension, https://arxiv.org/abs/2411.19504

3. Tom Martin, Oct 15, 2024, From RAG to TAG: Exploring the Power of
Table-Augmented Generation (TAG): A Leap Beyond Retrieval-
Augmented Generation (RAG), https://ai.plainenglish.io/from-rag-to-
tag-exploring-the-power-of-table-augmented-generation-tag-a-leap-
beyond-b2¢165309£63

4. Asim Biswal, Liana Patel, Siddarth Jha, Amog Kamsetty, Shu Liu, Joseph
E. Gonzalez, Carlos Guestrin, Matei Zaharia, 27 Aug 2024, Text2SQL is
Not Enough: Unitying Al and Databases with
TAG, https://arxiv.org/abs/2408.14717,

Code: https://github.com/TAG-Research/TAG-Bench
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RAG Knowledge Graph

A RAG Knowledge Graph architecture, or a “RAG Graph,” is a combination of
RAG with a Knowledge Graph. Instead of returning text chunks, the retriever
returns a structured “graph” that represents additional knowledge. The advantage
of a graph is that it contains concept relationships such as hierarchies.

Research on RAG with Knowledge Graphs:

1.

Dr. Ashish Bamania, Aug 2024, ‘MedGraphRAG’ Is A Complete Game
Changer For Al In Medicine A deep-dive into how RAG, GraphRAG,
and MedGraphRAG work and how they significantly improve the
performance of LLM responses in

Medicine, https://levelup.gitconnected.com/medgraphrag-is-a-complete-
game-changer-for-ai-in-medicine-c6b41b0effd6

Junde Wu, Jiayuan Zhu, Yunli Qi, 8 Aug 2024, Medical Graph RAG:
Towards Safe Medical Large Language Model via Graph Retrieval-
Augmented

Generation, https://arxiv.org/abs/2408.04187 Code: https://github.com
/MedicineToken/Medical-Graph-RAG/tree/main

Yuntong Hu, Zhihan Lei, Zheng Zhang, Bo Pan, Chen Ling, Liang Zhao,
26 May 2024, GRAG: Graph Retrieval-Augmented

Generation, https://arxiv.org/abs/2405.16506

Philip Rathle, Jul 11, 2024, The GraphRAG Manifesto: Adding
Knowledge to GenAl, https://neo4j.com/blog/graphrag-manifesto
Microsoft, Aug 2024 (accessed), GraphRAG: A modular graph-based
Retrieval-Augmented Generation (RAG)

system, https://github.com/microsoft/graphrag

Chia Jeng Yang, Dec 14, 2023, A first intro to Complex RAG (Retrieval
Augmented Generation), https://medium.com/enterprise-rag/a-first-
intro-to-complex-rag-retrieval-augmented-generation-a8624d70090f
Vahe Aslanyan, June 11, 2024, Next-Gen Large Language Models: The
Retrieval-Augmented Generation (RAG)

Handbook, https://www.freecodecamp.org/news/retrieval-augmented-
generation-rag-handbook/

Lei Liang, Mengshu Sun, Zhengke Gui, Zhongshu Zhu, Zhouyu Jiang,
Ling Zhong, Yuan Qu, Peilong Zhao, Zhongpu Bo, Jin Yang, Huaidong
Xiong, Lin Yuan, Jun Xu, Zaoyang Wang, Zhiqiang Zhang, Wen Zhang,
Huajun Chen, Wenguang Chen, Jun Zhou, 24 Sep 2024 (v2), KAG:
Boosting LLLMs in Professional Domains via Knowledge Augmented
Generation, https://arxiv.org/abs/2409.13731

Xinke Jiang, Rihong Qiu, Yongxin Xu, Wentao Zhang, Yichen Zhu,
Ruizhe Zhang, Yuchen Fang, Xu Chu, Junfeng Zhao, Yasha Wang, 31
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Oct 2024, RAGraph: A General Retrieval-Augmented Graph Learning
Framework, https://arxiv.org/abs/2410.23855

10. Cristian-George Criciun, Razvan-Alexandru Smidu, Dumitru-Clementin
Cercel, Mihaela-Claudia Cercel, 5 Dec 2024, GRAF: Graph Retrieval
Augmented by Facts for Legal Question
Answering, https://arxiv.org/abs/2412.04119

Multimodal RAG

The obvious extension to chunking text documents is for RAG to ingest
multimodal data. Whereas text-based RAG is the bread-and-butter of Al projects
in business, this next step is an emerging field of research, and is advancing rapidly.
Initial work has focused mainly on extending document chunking to the visual
representation of those same documents (i.e., direct from PDFs), but the trend
towards ingesting all manner of visual data sources is clearly coming soon to a RAG
bot near you.

Depending on the product, you might want multimodal data for your RAG project.
There’s also these types of data to inventory:

e Images (e.g., photos, diagrams, drawings)

e Videos

e Animations

e Audio (e.g., music, sound effects)

e Advanced formats (e.g., 3D CAD/CAM design data)

Each of these non-text data sources has a variety of different available formats. 'm
not going to go into the details of image formats and video codecs, because, well, 1
don’t know anything about that stuff, although I know someone who does.

Research papers on visual RAG:

1. Shi Yu, Chaoyue Tang, Bokai Xu, Junbo Cui, Junhao Ran, Yukun Yan,
Zhenghao Liu, Shuo Wang, Xu Han, Zhiyuan Liu, Maosong Sun, 14 Oct
2024, VisRAG: Vision-based Retrieval-augmented Generation on Multi-
modality Documents, https://arxiv.org/abs/2410.10594
https://github.com/openbmb/visrag

2. Junyuan Zhang, Qintong Zhang, Bin Wang, Linke Ouyang, Zichen Wen,
Ying Li, Ka-Ho Chow, Conghui He, Wentao Zhang, 3 Dec 2024, OCR
Hinders RAG: Evaluating the Cascading Impact of OCR on Retrieval-
Augmented Generation, https://arxiv.org/abs/2412.02592
https://github.com/opendatalab/ OHR-Bench
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3. Junjie Zhou, Zheng Liu, Ze Liu, Shitao Xiao, Yueze Wang, Bo Zhao,
Chen Jason Zhang, Defu Lian, Yongping Xiong, 19 Dec 2024,
MegaPairs: Massive Data Synthesis For Universal Multimodal Retrieval,
https://arxiv.org/abs/2412.14475

4. Jaemin Cho, Debanjan Mahata, Ozan Irsoy, Yujie He, Mohit Bansal, 7
Nov 2024, M3DocRAG: Multi-modal Retrieval is What You Need for
Multi-page Multi-document Understanding,
https://atxiv.org/abs/2411.04952 https:/ /m3docrag.github.io/

5. Manan Suri, Puneet Mathur, Franck Dernoncourt, Kanika Goswami,
Ryan A. Rossi, Dinesh Manocha, 14 Dec 2024, VisDoM: Multi-
Document QA with Visually Rich Elements Using Multimodal Retrieval-
Augmented Generation, https://arxiv.org/abs/2412.10704

Information Retrieval Algorithms

What’s next after vector databases? The generic research field is “information
retrieval” and it predates Al research by decades. People have been scanning
through documents with computers for over 60 years. Some of that older research
is now getting re-purposed to extend RAG retrievers beyond keyword search (e.g.,
BM?25) and vector databases.

The idea of vector databases is to have a single embedding vector representing each
query and document chunk, with a focus on text for both.

When you think about it like that, you can see that it’s more general than keyword
search, but also obviously there are ways to go beyond that.

The focus of this research is similar to multimodal RAG, but mostly limited to
better indexing by examining visual elements of PDFs, rather than surfacing image

portions in results.

Some of the contenders in this space are:

e ColPali
e ColBERT
e ColQwen
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And of course there are research papers for that!

1.

3.

Manuel Faysse, Hugues Sibille, Tony Wu, Bilel Omrani, Gautier Viaud,
Céline Hudelot, Pietre Colombo, 7 Oct 2024 (v3), ColPali: Efficient
Document Retrieval with Vision Language Models,
https://atxiv.org/abs/2407.01449

Omar Khattab, Matei Zaharia, 4 Jun 2020 (v2), ColBERT: Efficient and
Effective Passage Search via Contextualized Late Interaction over BERT,
https://arxiv.org/abs/2004.12832

Jaemin Cho, Debanjan Mahata, Ozan Irsoy, Yujie He, Mohit Bansal, 7
Nov 2024, M3DocRAG: Multi-modal Retrieval is What You Need for
Multi-page Multi-document Understanding,
https://arxiv.org/abs/2411.04952 https:/ /m3docrag.github.io/

Embedding Models

The area of embedding models is a research area in itself. Choosing and tweaking
an embedding model is an important part of RAG implementation. Some of the
choices include:

Matryoska embeddings (the de facto standard)
Nomic embed

OpenAl embeddings

CDE embeddings

Model evaluation for embeddings models is also a specialty. The best known
evaluation benchmark is Massive Text Embedding Benchmark (MTEB).

Research papers on embedding models include:

1.

2.

HF, February 23, 2024, Introduction to Matryoshka Embedding Models,
https://huggingface.co/blog/matryoshka

Aditya Kusupati, Gantavya Bhatt, Aniket Rege, Matthew Wallingford,
Aditya Sinha, Vivek Ramanujan, William Howard-Snyder, Kaifeng Chen,
Sham Kakade, Prateek Jain, Ali Farhadi, 8 Feb 2024 (v4), Matryoshka
Representation Learning, https://arxiv.org/abs/2205.13147
https://github.com/RAIVNLab/MRL

OpenAl, January 25, 2024, New embedding models and API updates,
https://openai.com/index/new-embedding-models-and-api-updates/
Nomic Team, 2024, Introducing Nomic Embed: A Truly Open
Embedding Model, https://www.nomic.ai/blog/posts/nomic-embed-
text-v1
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Zach Nussbaum, John X. Morris, Brandon Duderstadt, Andriy Mulyar, 2
Feb 2024, Nomic Embed: Training a Reproducible Long Context Text
Embedder, https://arxiv.org/abs/2402.01613

Saba Sturua, Isabelle Mohr, Mohammad Kalim Akram, Michael Gunther,
Bo Wang, Markus Krimmel, Feng Wang, Georgios Mastrapas, Andreas
Koukounas, Nan Wang, Han Xiao, 19 Sep 2024 (v3), jina-embeddings-
v3: Multilingual Embeddings With Task LoRA,
https://atxiv.org/abs/2409.10173

John X. Morris, Alexander M. Rush, 8 Nov 2024 (v4), Contextual
Document Embeddings, https://arxiv.org/abs/2410.02525

Niklas Muennighoff, Nouamane Tazi, Loic Magne, Nils Reimers, 19 Mar
2023 (v3), MTEB: Massive Text Embedding Benchmark,
https://arxiv.org/abs/2210.07316 https://github.com/embeddings-
benchmark/mteb

Advanced RAG Research Papers

Research papers on advanced RAG architectures:

1.

Xiaohua Wang, Zhenghua Wang, Xuan Gao, Feiran Zhang, Yixin Wu,
Zhibo Xu, Tianyuan Shi, Zhengyuan Wang, Shizheng Li, Qi Qian,
Ruicheng Yin, Changze Lv, Xiaoqing Zheng, Xuanjing Huang, 1 Jul
2024, Searching for Best Practices in Retrieval-Augmented
Generation, https://arxiv.org/abs/2407.01219 Project: https://github.co
m/FudanDNN-NLP/RAG (Attempts to optimize the entire RAG
system, including the various options for different RAG modules in the
RAG pipeline, such as optimal methods for chunking, retrieval,
embedding models, vector databases, prompt compression, reranking,
repacking, summarizers, and other components.)
Akash Bajwa and Chia Jeng Yang, May 27, 2024, The RAG Stack:
Featuring Knowledge Graphs: Reducing Hallucinations To Make LLMs
Production-Grade With Complex

https://akashbajwa.substack.com /p/the-rag-stack-featuring-
knowledge
Xi Wang, Procheta Sen, Ruizhe Li, Emine Yilmaz, 31 Jul 2024, Adaptive
Retrieval-Augmented Generation for Conversational
Systems, https://arxiv.org/abs/2407.21712 (Deciding whether or not to
include a RAG external data request in the inference of a chatbot in a
multi-turn conversation.)
Igor Novikov, Jul 23, 2024, RAG Architecture: Advanced
RAG, https://pub.towardsai.net/rag-architecture-advanced-rag-
3feaB83e¢0d189
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10.

11.

Vishal Rajput, Apr 16, 2024, RAG 2.0: Retrieval Augmented Language
Models, https://medium.com/aiguys/rag-2-0-retrieval-augmented-
language-models-3762f3047256

Florian June Aug 2024, The Best Practices of RAG: Typical RAG
Process, Best Practices for Each Module, and Comprehensive
Evaluation, https://pub.towardsai.net/the-best-practices-of-rag-
300e313322¢6

Chandini Jain, Aug 15, 2024, The magic of RAG is in the

retrieval, https://www.infoworld.com /article/3484132/the-magic-of-rag-
is-in-the-retrieval.html (Quality of RAG answers is more dependent on
the retriever than the LLM, needing both high quality data availability and
accurate retriever query lookup.)

Bhaskarjit Sarmah, Benika Hall, Rohan Rao, Sunil Patel, Stefano Pasquali,
Dhagash Mehta, 9 Aug 2024, HybridRAG: Integrating Knowledge
Graphs and Vector Retrieval Augmented Generation for Efficient
Information Extraction, https://arxiv.org/abs/2408.04948

Florian June, Jul 14, 2024, Three Practical Challenges of RAG and Their
Mitigation Ideas: Strategies for Overcoming Obstacles in Real-World
RAG Projects https://ai.gopubby.com/three-practical-challenges-of-rag-
and-their-mitigation-ideas-5cc8e6dd7e30

Matei Zaharia, Omar Khattab, Lingjiao Chen, Jared Quincy Davis,
Heather Miller, Chris Potts, James Zou, Michael Carbin, Jonathan
Frankle, Naveen Rao, Ali Ghodsi, Feb 18, 2024, The Shift from Models
to Compound Al

Systems, https://bair.berkeley.edu/blog/2024/02/18/compound-ai-
systems/

Dr. Ashish Bamania, Aug 2024, ‘MedGraphRAG’ Is A Complete Game
Changer For Al In Medicine A deep-dive into how RAG, GraphRAG,
and MedGraphRAG work and how they significantly improve the
performance of LLM responses in

Medicine, https://levelup.gitconnected.com/medgraphrag-is-a-complete-

game-changer-for-ai-in-medicine-c6b41b0effd6

12. Junde W, Jiayuan Zhu, Yunli Qi, 8 Aug 2024, Medical Graph RAG:

13.

14.

Towards Safe Medical Large Language Model via Graph Retrieval-
Augmented

Generation, https://arxiv.org/abs/2408.04187 Code: https://github.com
/MedicineToken/Medical-Graph-RAG/tree/main

Yuntong Hu, Zhihan Lei, Zheng Zhang, Bo Pan, Chen Ling, Liang Zhao,
26 May 2024, GRAG: Graph Retrieval-Augmented

Generation, https://arxiv.org/abs/2405.16506

Philip Rathle, Jul 11, 2024, The GraphRAG Manifesto: Adding
Knowledge to GenAl, https://neo4j.com/blog/graphrag-manifesto
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15.

16.

17.

18.

19.

20.

21.

22.

23.

24,

Tomaz Bratanic¢, Mar 12, 2024, Implementing Advanced Retrieval RAG
Strategies With Neo4j, https://neodj.com/developer-blog/advanced-rag-
strategies-neo4j/

Microsoft, Aug 2024 (accessed), GraphRAG: A modular graph-based
Retrieval-Augmented Generation (RAG)

system, https://github.com/microsoft/graphrag

Zhihao Zhang, Alan Zhu, Lijie Yang, Yihua Xu, Lanting Li, Phitchaya
Mangpo Phothilimthana, Zhihao Jia, July 2024, Accelerating Iterative
Retrieval-augmented Language Model Serving with Speculation,
Proceedings of the 41st International Conference on Machine Learning,
PMLR 235:60626-60643,

2024, https:/ /proceedings.mlr.press/v235/zhang24cq.html

Mintong Kang, Nezihe Merve Giirel, Ning Yu, Dawn Song, Bo Li, July
2024, C-RAG: Certified Generation Risks for Retrieval-Augmented
Language Models, Proceedings of the 41st International Conference on
Machine Learning, PMLR 235:22963-23000,

2024, https:/ /proceedings.mlr.press /v235/kang24a.html

Ahmed Besbes, Aug 24, 2024, What Nobody Tells You About

RAGs, https:/ /towardsdatascience.com/what-nobody-tells-you-about-
rags-b35t017e1570

Ayush RoyChowdhury, Mulong Luo,, Prateek Sahu,, Sarbartha Banerjee,
Mohit Tiwari, Aug 2024, ConfusedPilot: Confused Deputy Risks in
RAG-based LLMs, https://confusedpilot.info/confused pilot new.pdf
Ziyan Jiang, Xueguang Ma, Wenhu Chen, June 2024, LongRAG:
Enhancing Retrieval-Augmented Generation with Long-context LLMs,
arXiv preprint

arXiv:2406.15319, https:/ /arxiv.org/abs/2406.15319 (Improved accuracy
performance of RAG methods when using a long context LLM and
longer chunk sizes for the retriever.)

Daniel Fleischer, Moshe Berchansky, Moshe Wasserblat, Peter Izsak, 5
Aug 2024, RAG Foundry: A Framework for Enhancing LLMs for
Retrieval Augmented

Generation, https://arxiv.org/abs/2408.02545 https://github.com/Intel
Labs/RAGFoundry

Jiajie Jin, Yutao Zhu, Xinyu Yang, Chenghao Zhang, Zhicheng Dou, 22
May 2024, FlashRAG: A Modular Toolkit for Efficient Retrieval-
Augmented Generation

Research, https://arxiv.org/abs/2405.13576 https://github.com/RUC-
NLPIR/FlashRAG

David Rau, Hervé Déjean, Nadezhda Chirkova, Thibault Formal, Shuai
Wang, Vassilina Nikoulina, Stéphane Clinchant, 1 Jul 2024, BERGEN: A
Benchmarking Library for Retrieval-Augmented

Generation, https://arxiv.ore/abs/2407.01102
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25.

26.

27.

28.

29.

30.

31.

32.

33.

34.

35.

36.

Ayush Thakur, Raghav Gupta, 13 Apr 2024, Introducing Super RAGs in
Mistral 8x7B-v1, https://arxiv.org/abs/2404.08940

SuperAgent, 2024, Super-Rag with

SAML, https://docs.superagent.sh/ovetview/rag-retrieval /supet-rag-
with-saml

Andrew Ditmer, May 13 2024, SuperRAG — How to achieve higher
accuracy with Retrieval Augmented

Generation, https://techcommunity.microsoft.com/t5/ai-azure-ai-

services-blog/superrag-how-to-achieve-higher-accuracy-with-retrieval-

augmented/ba-p/4139004

Chia Jeng Yang, Dec 14, 2023, A first intro to Complex RAG (Retrieval
Augmented Generation), https://medium.com/enterprise-rag/a-first-
intro-to-complex-rag-retrieval-augmented-generation-a8624d70090f
Vahe Aslanyan, June 11, 2024, Next-Gen Large Language Models: The
Retrieval-Augmented Generation (RAG)

Handbook, https://www.freecodecamp.org/news/retrieval-augmented-
generation-rag-handbook

Chandini Jain, August 28, 2024, The magic of RAG is in the

retrieval, https://edtinfoworld.com/q/1ddUPQDxjluYqjeyvhS98AV4 /w
v

NirDiamant, Aug 2024, Advanced RAG Techniques: Elevating Your
Retrieval-Augmented Generation

Systems, https://github.com/NirDiamant/RAG Techniques

Asim Biswal, Liana Patel, Siddarth Jha, Amog Kamsetty, Shu Liu, Joseph
E. Gonzalez, Carlos Guestrin, Matei Zaharia, 27 Aug 2024, Text2SQL is
Not Enough: Unifying Al and Databases with

TAG, https://arxiv.org/abs/2408.14717 https://github.com/TAG-
Research/TAG-Bench

Thomas Merth, Qichen Fu, Mohammad Rastegari, Mahyar Najibi, 19 Jul
2024 (v2), Superposition Prompting: Improving and Accelerating
Retrieval-Augmented

Generation https://arxiv.org/abs/2404.06910 (Process each RAG chunk
in parallel and choose a final output.)

Zheng Wang, Shu Xian Teo, Jicer Ouyang, Yongjun Xu, Wei Shi, 26 May
2024, M-RAG: Reinforcing Large Language Model Performance through
Retrieval-Augmented Generation with Multiple

Partitions, https://arxiv.org/abs/2405.16420

Shenggang Li, Jul 30, 2024, MemO: Is This the Future of AI Memory
Management? https://ai.gopubby.com/mem0-is-this-the-future-of-ai-
memory-management-1e228dc8220a

C Yang, S Fujita, 2024, Adaptive Control of Retrieval-Augmented
Generation for LLMs Through Reflective

Tags, https://www.preprints.org/manuscript/202408.2152 /download /fi

nal file
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37.

38.

39.

40.

41.

42.

43.

44,

45.

46.

47.

48.

Thuwarakesh Murallie, Aug 2024, How to Achieve Near Human-Level

Performance in Chunking for RAGs: The costly yet powerful splitting

technique for superior RAG

retrieval, https://towardsdatascience.com/agentic-chunking-for-rags-

091beccd94b1

Dom Couldwell, Sep 03, 2024 Dealing with ‘day two’ issues in generative

Al deployments, https://www.infoworld.com/article/3493255 /dealing-

with-day-two-issues-in-generative-ai-deployments.html

Niklas Muennighoff, Hongjin Su, Liang Wang, Nan Yang, Furu Wei, Tao

Yu, Amanpreet Singh, Douwe Kiela, 17 Apr 2024 (v2), Generative

Representational Instruction Tuning, https://arxiv.org/abs/2402.09906

Tan Yu, Anbang Xu, Rama Akkiraju, 3 Sep 2024, In Defense of RAG in

the Era of Long-Context Language

Models, https:/ /arxiv.org/abs/2409.01666

Florian June, Feb 3, 2024, Advanced RAG 02: Unveiling PDF

Parsing, https://pub.towardsai.net/advanced-rag-02-unveiling-pdf-

parsing-b84ae866344¢

Lior Solomon, Sep 2024, Gen Al testing strategies and

tools, https://medium.com/ai-in-grc/gen-ai-testing-strategies-and-tools-

257383e5cbtb

Vivedha Elango, Sep 2024, Search in the age of Al- Retrieval methods for

Beginners, https://ai.gopubby.com/search-in-the-age-of-ai-retrieval-

methods-for-beginners-557621e12ded

Ali Forootani, Danial Esmaeili Aliabadi, Daniela Thraen, 11 Sep 2024,

Bio-Eng-LMM Al Assist chatbot: A Comprehensive Tool for Research

and Education, https://arxiv.org/abs/2409.07110

Louis Bouchard, Sep 13, 2024, Top RAG Techniques You Should Know

(Wang et al., 2024), https://www.louisbouchard.ai/top-rag-techniques

Sascha Heyer, Sep 2024, RAG API: 30 lines of code is all you need for

RAG. The easiest way to get started with

RAG. https://medium.com/google-cloud/google-cloud-rag-api-

€7e3¢9931b3e

Florian June, Sep 2024, Kotaemon Unveiled: Innovations in RAG

Framework for Document QA: PDF Parsing, GraphRAG, Agent-Based

Reasoning, and Insights, https://ai.gopubby.com/kotaemon-unveiled-

innovations-in-rag-framework-for-document-qa-0b6d67e¢4b9b7

Michael D. Skarlinski, James D. Braza, SamCox, Michaela Hinks,

Manvitha Ponnapati, Samuel G. Rodriques, Jon M. Laurent, Michael J.

Hammerling, Andrew D. White, Sep 2024, Language Agents Achieve

Superhuman Synthesis of Scientific

Knowledge, https://storage.googleapis.com/fh-
ublic/paperqa/Tanguage Agents Science.pdf https://github.com/Futu

re-House/paper-qa
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49.

50.

51.

52.

53.

54.

55.

56.

57.

58.

59.

Pathway, Sep 2024, 2024 Top RAG

Frameworks, https://pathway.com/rag-frameworks

Anthropic, 20 Sept 2024, Introducing Contextual

Retrieval, https://www.anthropic.com/news/contextual-retrieval

Siyun Zhao, Yuqing Yang, Zilong Wang, Zhiyuan He, Luna K. Qiu, Lili
Qiu, 23 Sep 2024, Retrieval Augmented Generation (RAG) and Beyond:
A Comprehensive Survey on How to Make your LLMs use External Data
More Wisely, https://arxiv.org/abs/2409.14924

Lei Liang, Mengshu Sun, Zhengke Gui, Zhongshu Zhu, Zhouyu Jiang,
Ling Zhong, Yuan Qu, Peilong Zhao, Zhongpu Bo, Jin Yang, Huaidong
Xiong, Lin Yuan, Jun Xu, Zaoyang Wang, Zhiqiang Zhang, Wen Zhang,
Huajun Chen, Wenguang Chen, Jun Zhou, 24 Sep 2024 (v2), KAG:
Boosting LLMs in Professional Domains via Knowledge Augmented
Generation, https://arxiv.org/abs/2409.13731

Surya Maddula, Sep 2024, Not RAG, but RAG Fusion? Understanding
Next-Gen Info Retrieval. https://pub.towardsai.net/not-rag-but-rag-
fusion-understanding-next-gen-info-retrieval-477788da02¢2

Adrian H. Raudaschl, Oct 6, 2023, Forget RAG, the Future is RAG-
Fusion: The Next Frontier of Search: Retrieval Augmented Generation
meets Reciprocal Rank Fusion and Generated

Queries, https://towardsdatascience.com/forget-rag-the-future-is-rag-
fusion-1147298d8ad1

Deval Shah, Jul 4, 2024, Reciprocal Rank Fusion (RRF) explained in 4
mins — How to score results from multiple retrieval methods in RAG:
Unlock the power of Reciprocal Rank Fusion in Retrieval-Augmented

Generation. https://medium.com/@devalshah1619/mathematical-
intuition-behind-reciprocal-rank-fusion-rrf-explained-in-2-mins-
002df0ccbe2a

Vishal Rajput, Sep 27, 2024, Why Scaling RAGS For Production Is So
Hard? https://medium.com/ai
so-hard-a2f540785¢97

Chirag Agrawal, Sep 20, 2024, Unlocking the Power of Efficient Vector
Search in RAG Applications, https://pub.towardsai.net/unlocking-the-
power-of-efficient-vector-search-in-rag-applications-c2e3a0c551d5
Zixuan Li, Jing Xiong, Fanghua Ye, Chuanyang Zheng, Xun Wu, Jiangiao
Lu, Zhongwei Wan, Xiaodan Liang, Chengming Li, Zhenan Sun,
Lingpeng Kong, Ngai Wong, 3 Oct 2024, UncertaintyRAG: Span-Level
Uncertainty Enhanced Long-Context Modeling for Retrieval-Augmented
Generation, https://arxiv.org/abs/2410.02719

Zhenrui Yue, Honglei Zhuang, Aijun Bai, Kai Hui, Rolf Jagerman, Hansi
Zeng, Zhen Qin, Dong Wang, Xuanhui Wang, Michael Bendersky, 6 Oct
2024, Inference Scaling for Long-Context Retrieval Augmented
Generation, https://arxiv.org/abs/2410.04343
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15. Agentic RAG

What is Agentic RAG?

Agentic RAG is basically an agent with access to extra components like a vector
lookup and/or a keyword search capability over a datastore or other external data
integration capability. These RAG-inspired components do the “R” part and the
agent does the rest of it, such as triggering actions or overall planning. Hence, the
basic idea is:

¢ RAG — does the “retrieval” of useful information.
e Agents — does the “actions” based on this info.

An agentic RAG architecture ends up being just a different organization of the same
RAG components, but agents are much cooler today, so you’ll get more research
grants.

Why Agentic RAG?

The main advantage of agentic RAG is to avoid all the data preparation required
for the data chunks in classic RAG. Instead, the agentic RAG system uses a
constrained search tool to “retrieve” the data dynamically, then the agent’s LLM
wordsmiths it.

The “constrained search tool” can be as simple as the “search” endpoint on the
customers documentation website that a company already hosts. It’s possible to
inject extra context into the search, too, such as adding product version.

But does agentic RAG really avoid everything in data preparation?

Yes and no. You still need to “rank” results, and still need to “ground” the LLM.
Also, there’s probably still a need to build caches, and perhaps even use vector
databases.

173 RAG Optimization



So, it’s an open question whether agentic RAG is an advanced new architecture
with powerful capabilities, or whether it’s a trendy conflation of two topics.

The main reason to extend classic RAG into agentic RAG would be to leverage the
promise of agents. With the right tools and implementation, the agent can fit into
multiple different workflows.

The disadvantage of agentic RAG would be that things still get complicated from
merging two major Al architectures (agents and RAG), the data likely still needs to
be “organized” to get full value out of it, and latency optimizations such as caches
likely still need to be built.

Agentic RAG extends the set of use cases that can be covered to those in both
RAG and agent domains. All the RAG use cases apply and additional doors might
open due to agentic abilities to plug-and-play in various workflows. And let us not
forget the main reason: agents are hot right now!

What are Agents?

The idea of agents tends to evoke the idea of Al engines that take over the planet.
After all, agents are the Al apps that “do” things, whereas LLLMs are supposed to
just sit there and write poetry.

Actually, agents are just software, and aren’t necessarily an architecture you need to
shy away from. These architectures are already well established in various industry
frameworks. The features that are needed include:

e Data sources (e.g., read your email inbox, search the internet).

e Software integrations (e.g., your company database, HR system, internal
financials, etc.)

e LLM queries (the basic level of intelligence).

e Combining it together (i.e., planning, scheduling, delegating, etc.)

Although single agents have the potential to be powerful, it’s becoming clear that
the main industry direction is “agentic architectures” and the use of multiple agents
with specially trained LLMs for particular tasks. For example, Salesforce has
multiple agents for different activities, and Apple Intelligence has a “multi-LoRA”
architecture with many small on-phone LLMs, backed up by a larger LLM
framework in the cloud called Private Cloud Compute (PCC).
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More formally, an Agent is an LLM, with access to “tools,” “memories” and
prompting, which together give the LLM goals to achieve. Each of these is
important:

e Tools — simply the way agents are given access to data sources and an
environment. The exact nature of the tools will determine exactly what the
agent will be able to do.

e Memories — special tools that allow for state to be stored and retrieved
later. This is in addition to the LLM context.

e Prompts — the glue for the agent to bring everything together, and thereby
effectively defines the goals of the LLM and how it should use the tooling
to do so.

It sounds deceptively simple, and it’s easy to think a RAG agent is little more than
an LLM, a set of tools to manipulate a vector database, and a prompt. That would
be a somewhat naive implementation. In reality, “RAG Agent” likely have multiple
sub-agents in them which all work towards parts of the RAG implementation and
flow.

Another area where RAG techniques are important is agent is for managing large
tool results. In many applications, tools can return a lot of data, far too much data
to fit into a context window of an LLM. In such situations, the tools will actually
return results in chunks and those chunks organized in some manner. Depending
on the data and the organization, vector databases make a lot of sense. Sometimes,
these chunks will be explicitly iterated over, and other times only specific chunks
will be retrieved using RAG mechanism to satisfy the goal.

What Are Agentic Architectures?

The term “agentic architectures” is a hot area that is all the rage at the moment on
Arxiv. It’s a somewhat vague concept, but generally encompasses the use of LLM
agent technologies with these important aspects:

e  Multiple agents

e Cooperation of multiple types of agents

e Workflow pathways

e Planning

e Scheduling, sequencing, and chaining

e Retrievers (i.e., data source “read” capabilities)
e Actions (“write” capabilities)
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In the most basic form, it’s very much like RAG, except the agent goes and fetches
the data from somewhere, typically from something that’s not a database, such as
the web.

The good thing is that it requires no work to keep it up-to-date. The bad things is,
it has access to the web, but there are ways to constrain the scope of a web search.

As an example, if you’re trying to produce a chatbot that is an expert on “recipes,”
the agent might be specifically aware of only a few “cooking” websites and may
even use the search capabilities of those sites. This is an agentic architecture with
“retrievers” and you can see the analogy to RAG retrievers.

You could characterize RAG as an agent that knows how to retrieve data from your
vector store or other stores. However, in general agentic architectures are often
more diverse, and there are typically multiple agents involved.

As another example, perhaps you want to have a website which generates 5-course
meals where each course complements each other. Perhaps also catering to some
special needs.

You might end up with a couple of agents that search for recipes, and an agent that
has some knowledge about what foods complement each other, and another that
knows about wine pairings, and so on. These agents are often arranged in a structure
whereby the output of one agent feeds into another agent and the results are further
refined.

Each “agent” is also running an LLM query, which focuses the agent to a specific
“role” but also has knowledge of the original “question”. Once the structure has all
been traversed, the result is generated by a final LLM summary.

An agentic architecture can be interactive, and there are often multiple places in the
sequence where the user can be involved. For example, deep down, it’s possible
that there may be a choice between a “beef dish” or a “chicken dish” and it’s
possible for the LLLM to ask a followup question (if trained to do so), whereby the
user can indicate which food they prefer.

More complex agentic architectures are not a static structure or single toolchain.

Advanced agentic structures can contain loops, decision points, interactivity or
approval choices, feedback points, and steps for the user to fulfil.
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Many of the software development Al tools that generate entire fully-coded
applications are agentic systems. They can have agents that make up a typical
software team: there is a PM Agent, a coding agent, an architect agent, a testing
agent, a documentation agent, and more.

The user describes the software they want built, in as much detail as possible, and
the PM agent will refine the requirements, often in a loop with the user, then each
requirement will be “designed” by the architect agent, coded by the coding agent,
tested and documented by the respective agents. Along the way, bugs can occur, so
a “debugging agent” can come into the mix.

At the end of a full cycle of auto-development, the user will be brought back in to
test the generated application. Behind the scenes there is yet another agent, one
which builds the code and deploys the executable. Once the user accepts a
requirement as complete, the agentic system loops around to the next requirement.

Overall, the “structure” of an agentic architecture is very dynamic. Each agent can
have access to a different LLM. The coding agent might be a code-completing LLLM,
whereas the “architect agent” might be a coding agent with perhaps a design pattern
RAG-based LLM. Agentic architectures can get very expensive fastl
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Research papers on combining RAG and agents into agentic RAG architectures:

1.

3.

Shubham Sharma, November 12, 2024, How agentic RAG can be a game-
changer for data processing and retrieval, https:/ /venturebeat.com/ai/how-

i and-retrieval
Chidaksh Ravuru, Sagar Srinivas Sakhinana, Venkataramana Runkana, 18
Aug 2024, Agentic Retrieval-Augmented Generation for Time Series

Apnalysis, https:/ /arxiv.org/abs /2408.14484

Jisoo Jang and Wen-Syan Li, 2024, AU-RAG: Agent-based Universal
Retrieval Augmented Generation. In Proceedings of the 2024 Annual
International ACM SIGIR Conference on Research and Development in
Information Retrieval in the Asia Pacific Region (SIGIR-AP 2024).
Association for Computing Machinery, New York, NY, USA, 2-11.
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10.

11.

12.

13.

14.

https://doi.org/10.1145/3673791.3698416 https://dl.acm.org/doi/abs
10.1145/3673791.3698416

Anita Kirkovska, David Vargas, Jul 11, 2024, Agentic Workflows in 2024
The ultimate guide, https:/ /www.vellum.ai/blog/agentic-workflows-
emerging-architectures-and-design-patterns

Dawei Gao, Zitao Li, Xuchen Pan, Weirui Kuang, Zhijian Ma, Bingchen
Qian, Fei Wei, Wenhao Zhang, Yuexiang Xie, Daoyuan Chen, Liuyi Yao,
Hongyi Peng, Zeyu Zhang, Lin Zhu, Chen Cheng, Hongzhu Shi, Yaliang
Li, Bolin Ding, Jingren Zhou, 20 May 2024 (v2), AgentScope: A Flexible yet
Robust Multi-Agent

Platform, https:/ /arxiv.org/abs/2402.14034 https://github.com/modelsc
ope/agentscope

Shubham Sharma. November 12, 2024, How agentic RAG can be a game-
changer for data processing and retrieval, https:/ /venturebeat.com/ai/how-

agentic-rag-can-be-a-game-changer-for-data-processing-and-retrieval

Chidaksh Ravuru, Sagar Srinivas Sakhinana, Venkataramana Runkana, 18
Aug 2024, Agentic Retrieval-Angmented Generation for Time Series

Apnalysis, https:/ /arxiv.org/abs /2408.14484

Jisoo Jang and Wen-Syan Li, 2024, AU-RAG: Agent-based Universal
Retrieval Augmented Generation. In Proceedings of the 2024 Annual
International ACM SIGIR Conference on Research and Development in
Information Retrieval in the Asia Pacific Region (SIGIR-AP 2024).
Association for Computing Machinery, New York, NY, USA, 2—

11. https://doi.org/10.1145/3673791.3698416 https://dl.acm.org/doi/a
bs/10.1145/3673791.3698416

Julia Wiesinger, Patrick Matlow and Vladimir Vuskovic, Sep 2024, Agents,
Google Whitepaper, https://www.kaggle.com/whitepaper-agents

Hui Wu, Xiaoyang Wang, Zhong Fan, 14 Jan 2025, Addressing the
sustainable Al trilemma: a case study on LLM agents and

RAG, https://arxiv.org/abs/2501.08262

Aditi Singh, Abul Ehtesham, Saket Kumar, Tala Talaei Khoei, 15 Jan
2025, Agentic Retrieval-Angmented Generation: A Survey on Agentic

RAG, https://arxiv.org/abs/2501.09136

Peter Baile Chen, Yi Zhang, Michael Cafarella, Dan Roth, 30 Jan

2025, Can we Retrieve Everything All at Once? ARM: An Alignment-Oriented
LIM-based Retrieval Method, https:/ /arxiv.org/abs/2501.18539

Zitao Li, Fei Wel, Yuexiang Xie, Dawei Gao, Weirui Kuang, Zhijian Ma,
Bingchen Qian, Yaliang Li, Bolin Ding, 13 Feb 2025, KIM.As: A
Configurable Knowledge Integrated Multi-Agent

System, https:/ /arxiv.org/abs/2502.09596

Mingyue Cheng, Yucong Luo, Jie Ouyang, Qi Liu, Huijie Liu, Li Li, Shuo
Yu, Bohou Zhang, Jiawei Cao, Jie Ma, Daoyu Wang, Enhong Chen, 17
Mar 2025 (v2), A Survey on Knowledge-Oriented Retrieval-Augmented
Generation, https:/ /arxiv.org/abs/2503.10677
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15. Ranjan Sapkota, Konstantinos 1. Roumeliotis, Manoj Karkee, 20 May
2025 (v3), Al Agents vs. Agentic AL: A Conceptual Taxonomy, Applications and
Challenges, https:/ /arxiv.org/abs/2505.10468

16. Antonio Martinez, Apr 3, 2025, Building an Agentic LM with RAG Using
Openl/INO™, https://medium.com/openvino-toolkit/building-an-
agentic-llm-with-rag-using-openvino-4d98bef28205

17. Thang Nguyen, Peter Chin, Yu-Wing Tai, 26 May 2025, M.A-RAG: Multi-
Agent Retrieval-Augmented Generation via Collaborative Chain-of-Thonght
Reasoning, https:/ /arxiv.org/abs/2505.20096
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16. Graph RAG

What is Graph RAG?

Maintaining a list of vectors corresponding to chunks so that for any retrieved
vector, the chunks above and below it is just one way to organize RAG data. More
complex structures often make sense. One of the most general structures available
is a graph. A graph is a set of “vertices” corresponding to chunks of the source
data. Vertices are related by “edges”. In the above section the graph degenerates to
a list and the edges effectively represent an order (reading order maybe).

More complex structures can exist. Consider a ticketing system (e.g., like Atlassian
Jira, or Zendesk). Each ticket can have associated comments. Tickets are often
related to other tickets. Ticket relationships could indicate that one ticket is a
duplicate of another, or is caused by another, or depends on another etc. Further,
tickets might be linked to problems and problems might have solutions. Tickets
could be linked to a part of a knowledge base too.

Chunking all of this, whilst maintaining the relationships can be very valuable. For
example, if the retriever matches a ticket chunk, it can also pull in some comments,
it can pull in other tickets, it can pull in a solution, perhaps, and even content from
the knowledge base to provide chunks to the LLM.

All of this helps to get a good amount of likely related content for the LLM to build
a great answer. The type of the chunk initially matched can guide the retriever to
finding the good data and related data. The type of the edges also help with this
guidance.

Document Structure

Many RAG sources have structure already. Ticketing systems and knowledge based
are inherently structured. Even websites have a lot of structure and a lot of hidden
data in them which can help classify chunks (e.g., SEO information in metatags).
Chunks from different website pages linked to each other are likely useful to keep
together. Then analysing a website, it’s possible to “guess” the nature of a link (e.g.,
is it an ad? Is it a deeper dive? is it an alternative?). LLM are actually pretty good at
classifying things like that.
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Other types of documents are often structured, but less directly. For example,
books have multiple chapters, where eatly chapters often introduce topics, and
subsequent chapters can revisit and dive deeper. And some don’t.

If there is no “physical” structure to the RAG data source, then Graph RAG can
be very useful. Wait, what, wasn’t all of the above graph RAG, too? Well, yes, but
it was speaking more to the actually structuring of the chunks in the data store that
the retriever works with

Graph RAG algorithms tends to focus on how vertices and edges are created,
particularly when there is no inherent structure in the source data. But when those
vertices and edges are identified, it’s just a data structure that the retriever uses.

Scientific papers are often used as a source for RAG systems and are chunked and
related using a citation graph. However, this does not form edges between chunks.
A citation will have a chunk on one side, but the whole paper of the other side.
That is not useful. Also not useful is having edges from the source chunk to all the
chunks in the other paper. As such, to get a chunk to chunk edge, additional work
needs to be done. The easiest approach is to calculate the vector embedding for the
source chunk, and for all the chunk in the cited paper and then only create edges
for the embeddings which match the source chunk’s embedding the best.
Fortunately, the vector embeddings need to be calculated for everything anyway,
and the logic to find the best chunks is part of any RAG system.

In fact, many documents have a complex level of structure associated with them.
Some examples of simple ideas include:

e Headings

e  Sections

e Chapters

e Table of Contents
e Index

These sections with inherent structure are all useful for building graphs which can
help relate chunks. StructuGraphRAG is an example of such a system.
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Microsoft GraphRAG

GraphRAG was proposed by Microsoft in 2024. The basic idea is to extract the key
concepts/ideas (“entities”) out of each “chunk” using an LLM. Each chunk which
shares an entity is linked to each other. Everything linked by a common entity forms
a “community”’.

The LLM is used to summarise each community. Each summary becomes a new
part of the graph too. At retrieval time, each summary which matches the
question/quety is used to build a full answer.

GraphRAG does well at answering questions which do not have answer directly in
the raw source text. For example, in the Microsoft example, they run RAG over the
transcripts of a podcast.

The question posed was “What are the oddest topics discussed”. This naturally did
not directly match any particular thing discussed. But due to the concept/idea
extraction oddness did get into the graph. GraphRAG performs better than
standard RAG in many cases.

LightRAG and Other Variants

It turns out that GraphRAG is computationally expensive. Both for the initial
chunking/indexing and at retrieval time. LightRAG (2024) is an attempt to speed
things up whilst retaining similar ideas. LightRAG uses the LLM to find key
concepts or ideas (“entities”) and then builds a graph similarly to GraphRAG. But
instead of summarizing each “entity” and adding it to the graph, it just uses the
graph to find related chunks. Retrieval works by first retrieving chunks using vector
lookups, and then using the graph to find related chunks to the entities in the initial
retrieved chunks.

There are numerous other proposed methods which can be categorized as Graph-
based RAG. Some include:

e HybGRAG (2024)

e Think-on-Graph (2024)
e  KnowGPT (2024)

e KG RAG (2025)

e PathRAG (2025)

Every week seems to yield a new graph-based RAG mechanism.

183 RAG Optimization



Theory of Graph RAG

The key point to take away from this section is that to get maximal accuracy out of
the retriever, it needs to be aligned with the structure of your data source. The more
context which can be taken or derive from the source, the better the retriever can
be implemented.

It should not be a surprise that a “graph” is a common type of structure to organize
your data. A graph is effectively a catch-all data structure, and everything is a graph
of some sort. All that is needed for a graph is a set of nodes and the arcs that
represent one-way relationships between two nodes.

Tree RAG. Even the simple list in classic RAG implementations based on
overlapping chunks is a degenerate type of graph. As a final example, if a family
tree was the source of a RAG system, it would not be a surprise if a tree is the best
way to represent the data source, too. A tree is just another special type of graph.
Chunks can be related by family relationships, too. The tree would come from direct
patent/child relationships. Other relations ships can be threaded into the tree, such
as nieces or nephews in the tree hierarchy.

References on Graph RAG

Another important point to note: most of the methods mentioned above have
open-source implementations. References and project links are below:

1. Edge, Datren, et al., 2024, From Local to Global: A Graph RAG Approach to
Query-Focused Summarization, Microsoft Research Tech Report (Preprint),
2024, https:/ /www.microsoft.com/en-us/research/publication/from-
local-to-global-a-graph-rag-approach-to-query-focused-
summarization, https://www.microsoft.com/en-
us/research /project/graphrag/, https://github.com/microsoft/graphrag

2. Zhu, Xishi, et al., 2024, StructnGraphRAG: Structured Document-Informed
Knowledge Graphs for Retrieval-Augmented Generation, AAAL Symposium
Series,

2024, https:/ /www.researchgate.net/publication/385678132 StructuGra
phRAG Structured Document-
Informed Knowledge Graphs for Retrieval-Augmented Generation

3. Guo, Zirui, et al., 2024, LightRAG: Simple and Fast Retrieval-Augmented
Generation, arXiv preprint 2410.05779,

2024, https://arxiv.org/html/2410.05779v1, https://github.com/HKU

DS/LightRAG
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https://github.com/HKUDS/LightRAG
https://github.com/HKUDS/LightRAG

Lee, Meng-Chieh, et al., 2024, HybGRAG: Hybrid Retrieval-Aungmented

Generation on Textual and Relational Knowledge Bases, Findings of ACL,

2024, https:/ /ar5iv.labs.arxiv.org/html/2412.16311

Sun, Jiashuo, et al., 2024, Think-on-Graph: Deep and Responsible Reasoning of

Large Langnage Model on Knowledge Graph, ICLR,

2024, https://arxiv.org/abs/2307.07697

Zhang, Qinggang, et al., 2024, KnowGPT: Knowledge Graph Based Prompting

Sfor Large Language Models, NeurIPS,

2024, https://openreview.net/forum?id=PacBluO5m7, https://arxiv.org
abs/2312.06185

Zhu, Xiangrong, et al., 2025, Knowledge Graph-Guided Retrieval Augmented

Generation (KG°RAG), NAACL, 2025, https://arxiv.org/abs/2502.06864

Chen, Boyu, et al., 2025, PathRAG: Pruning Graph-based Retrieval Augmented

Generation with Relational Paths, arXiv preprint 2502.14902,

2025, https:/ /arxiv.org/abs/2502.14902

Ontology RAG

Ontology-based RAG is the use of a special type of Knowledge Graph, known as
an “ontology” or “taxonomy” of the concept space. Extra information can be
extracted from the taxonomy as a special type of retrieval for RAG-based systems.
The advantage is the ability to better capture structured information and
hierarchical relationships between concepts in the ontology.

Research papers on LLMs and ontologies or taxonomies include:

1.

Prajwal Kailas, Max Homilius, Rahul C. Deo, Calum A. MacRae, 16 Dec
2024, NoteContrast: Contrastive Langnage-Diagnostic Pretraining for Medical

Text, https:/ /arxiv.org/abs/2412.11477

Muhayy Ud Din, Jan Rosell, Waseem Akram, Isiah Zaplana, Maximo A
Roa, Lakmal Seneviratne, Irfan Hussain, 10 Dec 2024, Ontology-driven
Prompt Tuning for LLM-based Task and Motion

Planning, https:/ /arxiv.org/abs/2412.07493 https://muhayyuddin.github.i
o/llm-tamp/ (Detecting objects in the prompt text and then using a
RALM algorithm to query an ontology database.)

Oleksandr Palagin, Vladislav Kaverinskiy, Anna Litvin, Kyrylo Malakhov,
11 Jul 2023, OntoChatGPT Information System: Ontology-Driven Structured
Prompts for ChatGPT Meta-1 earning, International Journal of Computing,
22(2), 170-

183, https://arxiv.org/abs/2307.05082 https://doi.org/10.47839 /ijc.22.2
.3086 https://computingonline.net/computing/article/view /3086
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4. Alhassan Mumuni, Fuseini Mumuni, 6 Jan 2025, Large langnage models for
artificial general intelligence (AGI): A survey of foundational principles and
approaches, https:/ /arxiv.org/abs/2501.03151

5. Kartik Sharma, Peeyush Kumar, Yunqing Li, 12 Dec 2024, OG-RAG:
Ontology-Grounded Retrieval-Angmented Generation For Large Langnage
Models, https:/ /arxiv.org/abs /2412.15235

6. Chengshuai Zhao, Garima Agrawal, Tharindu Kumarage, Zhen Tan, Yuli
Deng, Ying-Chih Chen, Huan Liu, 10 Dec 2024, Ontology-Aware RAG for
Improved Question-Answering in Cybersecurity
Education, https:/ /arxiv.org/abs /2412.14191

7. Ramona Kiihn, Jelena Mitrovi¢, Michael Granitzer, 18 Dec
2024, Enbancing Rhbetorical Fignre Annotation: An Ontology-Based Web
Application with RAG Integration, https:/ /arxiv.org/abs/2412.13799

8.  Xueli Pan, Jacco van Ossenbruggen, Victor de Boer, Zhisheng Huang, 13
Sep 2024, A RAG Approach for Generating Competency Questions in Ontology
Engineering, https:/ /arxiv.org/abs/2409.08820

9. Rafael Teixeira de Lima, Shubham Gupta, Cesar Berrospi, Lokesh
Mishra, Michele Dolfi, Peter Staar, Panagiotis Vagenas, 29 Nov
2024, Know Your RAG: Dataset Taxonomy and Generation Strategies for
Evalnating RAG Systems, https:/ /arxiv.org/abs/2411.19710

10. Yuxing Lu, Sin Yee Goi, Xukai Zhao, Jinzhuo Wang, 22 Jan 2025
(v2), Biomedical Knowledge Graph: A Survey of Domains, Tasks, and Real-World
Applications, https:/ /arxiv.org/abs/2501.11632

11. Battazza, I. F. C., Rodrigues, C. M. d. O., & Oliveira, J. F. L. d., 2025, 4
Framework for Market State Prediction with Ontological Asset Selection: A
Multimodal Approach, Applied Sciences, 15(3),

1034. https://doi.org/10.3390/app15031034 https://www.mdpi.com/20
76-3417/15/3/1034

12. AD Al Hauna, AP Yunus, M Fukui, S Khomsah, Apr 2025, Enbancing
LIM Efficiency: A Literature Review of Emerging Prompt Optimization Strategies,
International Journal on
Robotics, https://doi.org/10.33093 /ijoras.2025.7.1.9 https://mmupress.
com/index.php/ijoras/article/view/1311 PDF: https://mmupress.com/i
ndex.php/ijoras/article/view/1311/834

13. Jean-Philippe Corbeil, Amin Dada, Jean-Michel Attendu, Asma Ben
Abacha, Alessandro Sordoni, Lucas Caccia, Francois Beaulieu, Thomas
Lin, Jens Kleesiek, Paul Vozila, 15 May 2025, A Modular Approach for
Clinical SLMs Driven by Synthetic Data with Pre-Instruction Tuning, Model
Merging, and Clinical-Tasks Alignment, https:/ /arxiv.org/abs/2505.10717
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17. Research on RAG

What’s Hot in RAG Research?

Looking for a dissertation idea in RAG? Well, RAG is inherently hot in itself, as
one of the most popular architectures for generative Al apps. Hence, there’s a
steady stream of all sorts of research on RAG, as you can see from our list at the
end of this chapter.

Nevertheless, here are some thoughts on specific areas of RAG research that are
recently hot, or predicted to shortly get hotter:

o Agentic RAG

e Multi-step reasoning (for RAG)

e RAG tool integrations

e Long context RAG

e Advanced RAG architectures

e Fused KV caching of RAG chunks
e  Multimodal RAG chunks

Agentic RAG. This goes two ways: (a) agents using RAG for data lookups, or (b)
RAG apps doing actions via agent interfaces. Most likely, both. There’s plenty more
research papers on agents and “agentic architectures,” and there’s an endless stream
of RAG papers, but not many yet in the combined area. The area of agentic RAG
has been examined in Chapter 15.

Multi-step reasoning. There probably isn’t any hotter area of research right now
than “multi-step reasoning’ or “test time compute” as a way to get to greater model
intelligence. The leader of the pack is “Chain-of-Thought,” as implemented in
OpenAl’s “01” model (the “Strawberry” version), but there are numerous “chain-
of-something” variants.

All of these can be used by RAG, as part of its LLM lookup, and see Chapter 13

for some discussion of reasoning and RAG. However, there hasn’t been much
research on this “reasoning for RAG” special case yet. We predict morel
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RAG tool integrations. There is ongoing research into the integration of tools
(“function calling”) for RAG architectures. This goes in multiple directions: (a)
using data integration tool interfaces for more general RALM architectures (see
Chapter 14), (b) using computation tools in RAG (e.g., clocks, calculators), and (c)
using action tools in agentic RAG architectures (see Chapter 15). Although there’s
much research on tool usage by LLMs in general, one of the RAG-specific issues
with tool usage is that the RAG LLM must make two similar and ovetlapping
choices: whether or not to use tools, and whether or not 2a RAG chunk is needed
to answer a query. Hence, the general area of RAG query planning involves both
areas, and now must also be combined with new “multi-step reasoning” choices,
too.

Long context RAG. There are numerous papers on long context LLMs, and now
there are many commercial inference engines that support long context lookups.
Hence, it’s become a solved problem. However, the use of long context LLMs in
RAG hasn’t received as much research attention. The extreme ideas are mini-RAG
(single-document RAG) or mega-RAG (big chunk RAG), and these are covered in
Chapter 10.

Advanced RAG architectures. There continues to be a stream of research papers
on numerous ways to improve the basic RAG algorithm. The vector database
received most of the early research attention, but researchers are now sharing the
love to rerankers, packers, keyword datastore lookups, and more. This area of
advanced RAG architectures is examined in Chapter 14.

Fused KV caching. There’s a problem with RAG in that “prefix caching” doesn’t
work too well as a speed optimization, because returning multiple chunks in query-
specific orderings is not amenable to prefix caching. The fix is “non-pretix KV
caching” and there’s a few papers on this already. If solved, then the KV cache can
be precomputed for every RAG chunk, alleviating the need for the prefill or prompt
processing phase of LLM inference completely. On the other hand, the growth of
“big chunks” in mini-RAG (single-document) and mega-RAG architectures (long
context chunks) means there is less of a problem, because there’s fewer chunks
overall, and therefore the RAG chunk ordering workarounds for prefix KV caching
may be adequate. There aren’t many papers in this area yet. Nevertheless, this idea
of non-prefix fused KV caching as used in a RAG cache is examined in detail in
Chapter 11.

Context compression. Every token in a RAG chunk costs money in terms of
LLM inference processing, so it’s desirable to reduce those tokens. There’s various
research on “context compression” techniques, such as token pruning or token
merging, in general LLM inference optimization. However, reducing the size of
RAG chunks using these context compression ideas needs some more reseatrch.
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Multimodal RAG chunks. Most of the research about RAG is related to text.
However, there are various obvious cases where you’d want an image to be returned
by an LLM. For example, if you’re implementing a customer support chatbot on
your car dealership’s website, you might want to show a picture of a car. However,
you don’t want to use a typical multimodal LLM, because that will generate a
random new image, and be both expensive and potentially risky.

The use of images and multimodal data with RAG is an emerging research area.
There are several distinct sub-areas including:

e Using visual features of PDFs for better retrieval (e.g., ColPali)
e Ingesting multimodal data for both retrieval and display in results.
e Image results display (simpler methods)

The area of showing images from an approved catalog, or portions of those images,
in a RAG architecture is an area worthy of further research.

RAG Optimization Papers

Some of the best research papers with overviews of optimizations for RAG include:

1. Xiaohua Wang, Zhenghua Wang, Xuan Gao, Feiran Zhang, Yixin Wu,
Zhibo Xu, Tianyuan Shi, Zhengyuan Wang, Shizheng Li, Qi Qian,
Ruicheng Yin, Changze Lv, Xiaoqing Zheng, Xuanjing Huang, 1 Jul
2024, Searching for Best Practices in Retrieval-Augmented
Generation, https:/ /arxiv.org/abs/2407.01219 Project: https://github.com
/FudanDNN-NLP/RAG (Attempts to optimize the entire RAG system,
including the various options for different RAG modules in the RAG
pipeline, such as optimal methods for chunking, retrieval, embedding
models, vector databases, prompt compression, reranking, repacking,
summarizers, and other components.)

2. Joyce Birkins, Oct 10, 2024, 6 Advanced RAG Optimization Strategies:
Apnalysis of 14 Key Research
Papers, https://medium.com/@pamperherself/6-advanced-rag-
optimization-strategies-analysis-of-14-key-research-papers-£12329975009

3. Michael Shen, Muhammad Umar, Kiwan Maeng, G. Edward Suh, Udit
Gupta, 16 Dec 2024, Towards Understanding Systems Trade-offs in Retrieval-
Aungmented Generation Model Inference, https:/ /arxiv.org/abs/2412.11854

4. Rama Akkiraju, Anbang Xu, Deepak Bora, Tan Yu, Lu An, Vishal Seth,
Aaditya Shukla, Pritam Gundecha, Hridhay Mehta, Ashwin Jha, Prithvi
Raj, Abhinav Balasubramanian, Murali Maram, Guru Muthusamy,
Shivakesh Reddy Annepally, Sidney Knowles, Min Du, Nick Burnett,
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Sean Javiya, Ashok Marannan, Mamta Kumari, Surbhi Jha, Ethan
Dereszenski, Anupam Chakraborty, Subhash Ranjan, Amina Terfai,
Anoop Surya, Tracey Mercer, Vinodh Kumar Thanigachalam, Tamar Bar,
Sanjana Krishnan, Samy Kilaru, Jasmine Jaksic, Nave Algarici, Jacob
Liberman, Joey Conway, Sonu Nayyar, Justin Boitano, 10 Jul

2024, EACTS About Building Retrieval Augmented Generation-based Chatbots,
NVIDIA Research, https://arxiv.org/abs/2407.07858

Contextual Al Team, March 19, 2024 Introducing RAG

2.0, https://contextual.ai/introducing-rag2

RAG Best Practices

RAG best practices are practical guidelines on getting the most out of your RAG
architecture. This can include accuracy improvements and efficiency optimizations.
Research papers that examine the general state of RAG architectures in terms of
their best practices include:

1.

Xiaohua Wang, Zhenghua Wang, Xuan Gao, Feiran Zhang, Yixin Wu,
Zhibo Xu, Tianyuan Shi, Zhengyuan Wang, Shizheng Li, Qi Qian,
Ruicheng Yin, Changze Lv, Xiaoqing Zheng, Xuanjing Huang, 1 Jul
2024, Searching for Best Practices in Retrieval-Augmented

Generation, https:/ /arxiv.org/abs/2407.01219 Project: https://github.com
/FudanDNN-NLP/RAG (Attempts to optimize the entire RAG system,
including the various options for different RAG modules in the RAG
pipeline, such as optimal methods for chunking, retrieval, embedding
models, vector databases, prompt compression, reranking, repacking,
summarizers, and other components.)

Florian June Aug 2024, The Best Practices of RAG: Typical RAG Process, Best
Practices for Each Module, and Comprebensive

Evalnation, https:/ /pub.towardsai.net/the-best-practices-of-rag-
300e313322¢6

Siran Li, Linus Stenzel, Carsten Eickhoff, Seyed Ali Bahrainian, 13 Jan
2025, Enbancing Retrieval-Augmented Generation: A Study of Best

Practices, https:/ /arxiv.org/abs/2501.07391 https://github.com/ali-
bahrainian/RAG best practices (Examines RAG best practices such as
model size, prompt wording, chunk size, knowledge base size, and more.)
Harvey Bower, 2024, Debugging RAG Pipelines: Best Practices for High-
Performance 1.LMs, https:/ /www.amazon.com/dp/BODNWNS5RB1
Venkatesh Balavadhani Parthasarathy, Ahtsham Zafar, Aafaq Khan,
Arsalan Shahid, 30 Oct 2024 (v3), The Ultimate Guide to Fine-Tuning I.LMs
from Basics to Breakthroughs: An Exbaustive Review of Technologies, Research, Best
Practices, Applied Research Challenges and

Opportunities, https:/ /arxiv.org/abs/2408.13296
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RAG Evaluation Research

RAG evaluation is the analysis of the LLM-based RAG architecture as a whole,
rather than conventional model evaluation that examines only the model. A typical
RAG system includes not only an LLM, but a vector database of document chunks,
and an orchestrator component. Advanced RAG architectures typically also include
a keyword search datastore, reranker, packer, and other components.

Research papers on testing and evaluation of entire RAG systems:

1.

Shahul Es, Jithin James, Luis Espinosa-Anke, Steven Schockaert, 26 Sep
2023, RAGAS: Automated Evaluation of Retrieval Angmented

Generation, https:/ /arxiv.org/abs/2309.15217

Shangeetha Sivasothy, Scott Barnett, Stefanus Kurniawan, Zafaryab
Rasool, Rajesh Vasa, 24 Sep 2024, RAGProbe: An Automated Approach for
Evalnating RAG Applications, https:/ /arxiv.org/abs/2409.19019

Jon Saad-Falcon, Omar Khattab, Christopher Potts, Matei Zaharia, 31
Mar 2024 (v2), ARES: An Automated Evalnation Framework for Retrieval-
Augmented Generation Systems, https:/ /arxiv.org/abs/2311.09476

Kevin Wu, Eric Wu, James Zou, 10 Jun 2024 (v2), ClashEval: Quantifying
the tug-of-war between an LLM’s internal prior and external

evidence, https:/ /arxiv.org/abs/2404.10198

Galla, D., Hoda, S., Zhang, M., Quan, W., Yang, T.D., Voyles, J.,

2024, CoURAGE: A Framework to Evalnate RAG Systems, In: Rapp, A., Di
Caro, L., Meziane, F., Sugumaran, V. (eds) Natural Language Processing
and Information Systems. NLDB 2024. Lecture Notes in Computer
Science, vol 14763. Springer, Cham. https://doi.org/10.1007/978-3-031-
70242-6 37 https://link.springer.com/chapter/10.1007/978-3-031-
70242-6 37

Rafael Teixeira de Lima, Shubham Gupta, Cesar Berrospi, Lokesh
Mishra, Michele Dolfi, Peter Staar, Panagiotis Vagenas, 29 Nov

2024, Know Your RAG: Dataset Taxonomy and Generation Strategies for
Evalnating RAG Systems, IBM

Research, https://arxiv.org/abs/2411.19710

Lilian Weng, July 7, 2024, Extrinsic Hallucinations in

LILMs, https:/ /lilianweng.github.io /posts /2024-07-07-hallucination
Rama Akkiraju, Anbang Xu, Deepak Bora, Tan Yu, Lu An, Vishal Seth,
Aaditya Shukla, Pritam Gundecha, Hridhay Mehta, Ashwin Jha, Prithvi
Raj, Abhinav Balasubramanian, Murali Maram, Guru Muthusamy,
Shivakesh Reddy Annepally, Sidney Knowles, Min Du, Nick Burnett,
Sean Javiya, Ashok Marannan, Mamta Kumari, Surbhi Jha, Ethan
Dereszenski, Anupam Chakraborty, Subhash Ranjan, Amina Terfai,
Anoop Surya, Tracey Mercer, Vinodh Kumar Thanigachalam, Tamar Bar,
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10.

11.

Sanjana Krishnan, Samy Kilaru, Jasmine Jaksic, Nave Algarici, Jacob
Liberman, Joey Conway, Sonu Nayyar, Justin Boitano, 10 Jul

2024, FACTS Abont Building Retrieval Aungmented Generation-based Chatbots,
NVIDIA Research, https://arxiv.org/abs/2407.07858

Contextual Al Team, March 19, 2024 Introducing RAG

2.0, https://contextual.ai/introducing-rag2

Angels Balaguer, Vinamra Benara, Renato Luiz de Freitas Cunha,
Roberto de M. Estevio Filho, Todd Hendry, Daniel Holstein, Jennifer
Marsman, Nick Mecklenburg, Sara Malvar, Leonardo O. Nunes, Rafael
Padilha, Morris Sharp, Bruno Silva, Swati Sharma, Vijay Aski, Ranveer
Chandra, 30 Jan 2024 (v3), RAG vs Fine-tuning: Pipelines, Tradeoffs, and a
Case Study on Agricnlture, https:/ /arxiv.org/abs/2401.08406

Mingyue Cheng, Yucong Luo, Jie Ouyang, Qi Liu, Huijie Liu, Li Li, Shuo
Yu, Bohou Zhang, Jiawei Cao, Jie Ma, Daoyu Wang, Enhong Chen, 17
Mar 2025 (v2), A Survey on Knowledge-Oriented Retrieval-Augmented
Generation, https:/ /arxiv.org/abs/2503.10677

RAG Fusion

RAG fusion is a RAG extension that incorporates analyzing multiple versions of
the query to return the best context chunks. The model generates multiple
“reformulated” versions of the original text query, each of which is sent to the
retriever, and a final use of “Reciprocal Rank Fusion” combines all of the returned
chunks into a single ranking, like a “reranker” component, but using multiple similar
rankings. The main advantage is finding more accurate context for the LLM, and
the downside is the many additional calls to the retriever database with slightly
modified queries.

Research on RAG fusion algorithms:

1.

3.

Igor Novikov, Jul 23, 2024, RAG Architecture: Advanced

RAG, https://pub.towardsai.net/rag-architecture-advanced-rag-
3fea83e0d189

Surya Maddula, Sep 2024, Noz RAG, but RAG Fusion? Understanding Next-
Gen Info Retrieval, https:/ /pub.towardsai.net/not-rag-but-rag-fusion-
understanding-next-gen-info-retrieval-477788da02¢2

Adrian H. Raudaschl, Oct 6, 2023, Forget RAG, the Future is RAG-Fusion:
The Next Frontier of Search: Retrieval Augmented Generation meets Reciprocal
Rank Fusion and Generated Queries, https:/ /towardsdatascience.com/forget-
rag-the-future-is-rag-fusion-1147298d8ad1

Deval Shah, Jul 4, 2024, Reciprocal Rank Fusion (RRF) explained in 4 mins —
How to score results from multiple retrieval methods in RAG: Unlock the power of
Reciprocal Rank Fusion in Retrieval-Angmented
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Generation, https:/ /medium.com/(@devalshah1619/mathematical-
intuition-behind-reciprocal-rank-fusion-rrf-explained-in-2-mins-
002df0cc5e2a

Andrea Matarazzo, Riccardo Torlone, 3 Jan 2025, A Survey on Large
Langnage Models with some Insights on their Capabilities and

Limitations, https:/ /arxiv.org/abs/2501.04040 (Broad survey with many
LLM topics covered from history to architectutres to optimizations.)
Sanjay Kumar, Apr 2, 2024, RAG Fusion: A New Frontier in Search and
Generative Al https:/ /medium.com/@Sanjaynk7907/rag-fusion-a-new-
frontier-in-search-and-generative-ai-ebb24e7¢905¢

Omar Santos, Jun 15, 2024, Comparing RAG, RAG Fusion, with RAPTOR:
Different AI Retrieval-Augmented

Tmplementations, https:/ /becomingahacker.org/comparing-rag-rag-fusion-
with-raptor-different-ai-retrieval-augmented-implementations-
1aa706fce6a5¢

Super RAG

Super RAG is a generalization of retrieval to accept more general information than
naive RAG systems. Hence, a “super RAG” system is an embodiment of a more

general type of RALM. Research papers on “super RAG” include:

1.

2.

Ayush Thakur, Raghav Gupta, 13 Apr 2024, Introducing Super RAGs in
Mistral 8x7B-v1, https:/ /arxiv.org/abs/2404.08940

SuperAgent, 2024, Super-Rag with

SAML, https://docs.superagent.sh /overview/rag-retrieval /super-rag-
with-saml

Andrew Ditmer, May 13 2024, SuperRAG — How to achieve higher accuracy
with Retrieval Aungmented

Generation, https:/ /techcommunity.microsoft.com/t5/ai-azure-ai-

services-blog/superrag-how-to-achieve-higher-accuracy-with-retrieval-

augmented/ba-p/4139004

RAG Survey Papers

General survey papers on RAG architectures include:

1.

Wengqi Fan, Yujuan Ding, Liangbo Ning, Shijie Wang, Hengyun Li,
Dawei Yin, Tat-Seng Chua, Qing Li, 17 Jun 2024 (v3), A Survey on RAG
Meeting ILMs: Towards Retrieval-Aungmented 1arge Language

Models, https:/ /arxiv.org/abs/2405.06211 Project: https://advanced-

recommender-systems.github.io/RAG-Meets-1.L.Ms/
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Shangyu Wu, Ying Xiong, Yufei Cui, Haolun Wu, Can Chen, Ye Yuan,
Lianming Huang, Xue Liu, Tei-Wei Kuo, Nan Guan, Chun Jason Xue, 18
Jul 2024, Retrieval-Angmented Generation for Natural Langnage Processing: A
Survey, https:/ /arxiv.org/abs/2407.13193

Siyun Zhao, Yuqing Yang, Zilong Wang, Zhiyuan He, Luna K. Qiu, Lili
Qiu, 23 Sep 2024, Retrieval Augmented Generation (RAG) and Beyond: A
Comprebensive Survey on How to Matke your LLMSs nse External Data More
Wisely, https:/ /arxiv.org/abs/2409.14924

Huayang Li, Yixuan Su, Deng Cai, Yan Wang, Lemao Liu, 13 Feb 2022
(v2), A Survey on Retrieval-Angmented Text

Generation, https:/ /arxiv.org/abs/2202.01110

Penghao Zhao, Hailin Zhang, Qinhan Yu, Zhengren Wang, Yunteng
Geng, Fangcheng Fu, Ling Yang, Wentao Zhang, Jie Jiang, Bin Cui, 21
Jun 2024 (v0), Retrieval-Angmented Generation for AI-Generated Content: A
Survey, https:/ /arxiv.org/abs/2402.19473

Hao Yu, Aoran Gan, Kai Zhang, Shiwei Tong, Qi Liu, Zhaofeng Liu, 3
Jul 2024 (v2), Evalnation of Retrieval-Angmented Generation: A

Survey, https:/ /arxiv.org/abs/2405.07437

Yunfan Gao, Yun Xiong, Xinyu Gao, Kangxiang Jia, Jinliu Pan, Yuxi Bi,
Yi Dai, Jiawei Sun, Meng Wang, Haofen Wang, 27 Mar 2024

(v5), Retrieval-Augmented Generation for Large Language Models: A

Survey, https:/ /arxiv.org/abs/2312.10997

General Research Papers on RAG

There are rather a lot of research papers on RAG, as it’s a fundamental
underpinning technique in generative Al. Here’s a few of them:

1.

Abhimanyu Bambhaniya, Ritik Raj, Geonhwa Jeong, Souvik Kundu,
Sudarshan Srinivasan, Midhilesh Elavazhagan, Madhu Kumar, Tushar
Krishna, 3 Jun 2024, Demystifying Platform Requirements for Diverse LM
Inference Use

Cases, https:/ /arxiv.org/abs/2406.01698 Code: https://github.com/abhi
bambhaniva/GenZ-L.LM-Analyzer (Analysis of cost of serving LLMs,
including separate profiles of prefill versus decoding phases, and the cost
of extra prompt processing in RAG architectures with prepended
information.)

Timo Lehto, June 2024, Developing I.LM-powered Applications Using Modern
Frameworks, Bachelot’s Thesis, Information and Communications
Technology, Jamk University of Applied Sciences, Finland, June 2024, 53
pages., https://www.theseus.fi/bitstream /handle/10024 /862271 /Iehto
Timo.pdfrsequence=2 (Building LLM-based applications in RAG
architecture using LangChain.)
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10.

11.

12.

13.

Runheng Liu, Xingchen Xiao, Heyan Huang, Zewen Chi, Zhijing Wu, 7
May 2024, FlashBack:Efficient Retrieval-Augmented Langnage Modeling for Long
Context Inference, https:/ /arxiv.org/abs/2405.04065 (Optimize RAG by
appending rather than prepending documents, and modifying the
attention for improvements in KV caching, by shimming or replacing
some of the CUDA GPU low-level memory management APIs to avoid
the need to rewrite kernels with extra higher-level memory management
code.)

Yucheng Hu, Yuxing Lu, 30 Apr 2024, RAG and RAU: A Survey on
Retrieval-Augmented Langnage Model in Natural Langnage

Processing, https:/ /arxiv.org/abs/2404.19543 Project: https://github.com

2471023025/RALM Survey

Zixuan Zhou, Xuefei Ning, Ke Hong, Tianyu Fu, Jiaming Xu, Shiyao Li,
Yuming Lou, Luning Wang, Zhihang Yuan, Xiuhong Li, Shengen Yan,
Guohao Dai, Xiao-Ping Zhang, Yuhan Dong, Yu Wang, 22 Apr 2024, A
Survey on Efficient Inference for Large Langnage

Models, https:/ /arxiv.org/abs/2404.14294

Mandar Karhade, Mar 20, 2024, Why RAG Applications Fail in Production,
Towards Al, https://pub.towardsai.net/why-rag-applications-fail-in-
production-a-technical-deep-dive-15¢c976af52¢

Priyank Rathod, May 21, 2024, Efficient Usage of RAG Systems in the World
LIMs, https:/ /www.techrxiv.org/doi/full/10.36227 /techrxiv.171625877
.73379410/v1

SciPhi Al June 2024 (accessed), RZ2R: The ultimate open-source RAG
framework, https:/ / github.com/SciPhi-AI/R2R

Penghao Zhao, Hailin Zhang, Qinhan Yu, Zhengren Wang, Yunteng
Geng, Fangcheng Fu, Ling Yang, Wentao Zhang, Bin Cui, 27 Mar 2024
(v2), Retrieval-Angmented Generation for Al-Generated Content: A

Survey, https:/ /arxiv.org/abs/2402.19473 Project: https://github.com/hy
miel22/RAG-Survey

Peter Hase, Mohit Bansal, Peter Clark, Sarah Wiegreffe, 12 Jan 2024, The
Unreasonable Effectiveness of Easy Training Data for Hard

Tasks, https:/ /arxiv.org/abs/2401.06751

Bijit Ghosh, Dec 25, 2023, Advanced RAG for 1.LMs/ST.Ms,

Medium, https://medium.com/@bijit211987/advanced-rag-for-lims-
slms-5bcc6tbba411

Tulia Brezeanu, Jan 5, 2024, How to Cut RAG Costs by 80% Using Prompt
Compression, Towards Data

Science, https://towardsdatascience.com/how-to-cut-rag-costs-by-80-
using-prompt-compression-877a07c6bedb

James Nguyen, Nov 19, 2023, Forget RAG: Embrace agent design for a more
intelligent gronnded ChatGPT! https:/ /james-tn.medium.com/forget-rag-

embrace-agent-design-for-a-more-intellicent-grounded-chatgpt-
6¢562d903c¢61

195 RAG Optimization


https://arxiv.org/abs/2405.04065
https://arxiv.org/abs/2404.19543
https://github.com/2471023025/RALM_Survey
https://github.com/2471023025/RALM_Survey
https://arxiv.org/abs/2404.14294
https://pub.towardsai.net/why-rag-applications-fail-in-production-a-technical-deep-dive-15cc976af52c
https://pub.towardsai.net/why-rag-applications-fail-in-production-a-technical-deep-dive-15cc976af52c
https://www.techrxiv.org/doi/full/10.36227/techrxiv.171625877.73379410/v1
https://www.techrxiv.org/doi/full/10.36227/techrxiv.171625877.73379410/v1
https://github.com/SciPhi-AI/R2R
https://arxiv.org/abs/2402.19473
https://github.com/hymie122/RAG-Survey
https://github.com/hymie122/RAG-Survey
https://arxiv.org/abs/2401.06751
https://medium.com/@bijit211987/advanced-rag-for-llms-slms-5bcc6fbba411
https://medium.com/@bijit211987/advanced-rag-for-llms-slms-5bcc6fbba411
https://towardsdatascience.com/how-to-cut-rag-costs-by-80-using-prompt-compression-877a07c6bedb
https://towardsdatascience.com/how-to-cut-rag-costs-by-80-using-prompt-compression-877a07c6bedb
https://james-tn.medium.com/forget-rag-embrace-agent-design-for-a-more-intelligent-grounded-chatgpt-6c562d903c61
https://james-tn.medium.com/forget-rag-embrace-agent-design-for-a-more-intelligent-grounded-chatgpt-6c562d903c61
https://james-tn.medium.com/forget-rag-embrace-agent-design-for-a-more-intelligent-grounded-chatgpt-6c562d903c61

14.

15.

16.

17.

18.

19.

20.

21.

22.

Patrick Lewis, Ethan Perez, Aleksandra Piktus, Fabio Petroni, Vladimir
Karpukhin, Naman Goyal, Heinrich Kittler, Mike Lewis, Wen-tau Yih,
Tim Rocktischel, Sebastian Riedel, Douwe Kiela, Apr 2021, Retrieval-
Aungmented Generation for Knowledge-Intensive NLP

Tastks, https:/ /arxiv.org/abs/2005.11401

Jiayi Yao, Hanchen Li, Yuhan Liu, Siddhant Ray, Yihua Cheng, Qizheng
Zhang, Kuntai Du, Shan Lu, Junchen Jiang, 3 Jun 2024 (v2), CacheBlend:
Fast Large Language Model Serving for RAG with Cached Knowledge

Fusion, https:/ /arxiv.org/abs/2405.16444 Code: https://github.com/Yao
Jiayi/CacheBlend.git (Generalizes prefix KV caching to KV cache fusion
with selective recomputation of some KV cache data.)

David Spuler, March 2024, Chapter 6. Training, Fine-Tuning & RAG, in
Generative Al in C++: Coding Transformers and

LLMs, https://www.amazon.com/dp/BOCX]KCWX9
Tiernan Ray, June 3, 2024, Make room for RAG: How Gen AL's balance of

power is shifting, https:/ /www.zdnet.com/article/make-room-for-rag-how-
gen-ais-balance-of-power-is-shifting

Shicheng Xu, Liang Pang, Mo Yu, Fandong Meng, Huawei Shen, Xueqi
Cheng, Jie Zhou, 12 Jun 2024 (v2), Unsupervised Information Refinement
Training of Large Langnage Models for Retrieval-Angmented

Generation, https:/ /arxiv.org/abs/2402.18150 (Analysis about how LLMs
can mishandle information retrieved from a datastore and how to make
LLMs better at handling RAG information using a specialized training
regime.)

Wengqi Fan, Yujuan Ding, Liangbo Ning, Shijie Wang, Hengyun Li,
Dawei Yin, Tat-Seng Chua, Qing Li, 17 Jun 2024 (v3), A Survey on RAG
Meeting LLMs: Towards Retrieval-Augmented 1arge 1angnage

Models, https:/ /arxiv.org/abs/2405.06211 Project: https://advanced-
recommender-systems.github.io/RAG-Meets-1.L.Ms

Myeonghwa Lee, Seonho An, Min-Soo Kim, 18 Jun 2024, P/lanRAG: A
Plan-then-Retrieval Angmented Generation for Generative Large Iangnage Models
as Decision

Makers, https:/ /arxiv.org/abs/2406.12430 Code: https://github.com/my
eon%h/PlanRAG

Ziyan Jiang, Xueguang Ma, Wenhu Chen, June 2024, LongRAG: Enhancing
Retrieval-Augmented Generation with Long-contexet ILMs, arXiv preprint
arXiv:2406.15319, https://arxiv.org/abs/2406.15319 (Improved accuracy
performance of RAG methods when using a long context LLM and
longer chunk sizes for the retriever.)

Zexuan Qiu, Zijing Ou, Bin Wu, Jingjing Li, Aiwei Liu, Irwin King, 25
Jun 2024, Entropy-Based Decoding for Retrieval-Angmented 1arge I angnage
Models, https://arxiv.org/abs/2406.17519 (Enhanced decoding algorithm
for multi-document RAG processing.)

Spuler & Sharpe 196


https://arxiv.org/abs/2005.11401
https://arxiv.org/abs/2405.16444
https://github.com/YaoJiayi/CacheBlend.git
https://github.com/YaoJiayi/CacheBlend.git
https://www.amazon.com/dp/B0CXJKCWX9
https://www.zdnet.com/article/make-room-for-rag-how-gen-ais-balance-of-power-is-shifting/
https://www.zdnet.com/article/make-room-for-rag-how-gen-ais-balance-of-power-is-shifting/
https://arxiv.org/abs/2402.18150
https://arxiv.org/abs/2405.06211
https://advanced-recommender-systems.github.io/RAG-Meets-LLMs/
https://advanced-recommender-systems.github.io/RAG-Meets-LLMs/
https://arxiv.org/abs/2406.12430
https://github.com/myeon9h/PlanRAG
https://github.com/myeon9h/PlanRAG
https://arxiv.org/abs/2406.15319
https://arxiv.org/abs/2406.17519

23.

24.

25.

20.

27.

28.

29.

30.

31.

32.

Louis-Franc¢ois Bouchard, Louie Peters, May 2024, Chapter 7: RAG, and
Chapter 8, Advanced RAG, in Building I.LMs for Production: Enbancing I.LM
Abilities and Reliability with Prompting, Fine-Tuning, and

RAG, https:/ /www.amazon.com/Building-1.I.Ms-Production-Reliability-
Fine-Tuning/dp/BOD4FFPFWE/

Matt Murphy, Tim Tully, Derek Xiao, January 18, 2024, The Modern AI
Stack: Design Principles for the Future of Enterprise AI Architectures, Menlo
Ventures, https://menlove.com/perspective/the-modern-ai-stack-
design-principles-for-the-future-of-enterprise-ai-architectures/ (Vatious
details about the Al tech stack, organizational Al maturity levels, and
several interesting facts: inference is 95% of Al cost now, 60% of
organizations are using multi-model methods, RAG is the dominant
architecture currently, and Al application development teams are
primarily made up of non-ML software engineers leveraging on top of Al
models.)

Anirban Ghoshal, July 3, 2024, AWS approach to RAG evaluation conld help
enterprises reduce Al

spending, https:/ /www.infoworld.com/atticle/3715629 /aws-new-
approach-to-rag-evaluation-could-help-enterprises-reduce-ai-
spending.html

Yi Zhou, Dec 16, 2023, Optimizing GenAlL: Comparing Model T'raining, Fine-
Tuning, RAG, and Prompt Engineering, https://medium.com/generative-ai-

revolution-ai-native-transformation/optimizing-genai-comparing-model-

training-fine-tuning-rag-and-prompt-engineering-7a7c6c65¢0£0
Shangyu Wu, Ying Xiong, Yufei Cui, Haolun Wu, Can Chen, Ye Yuan,

Lianming Huang, Xue Liu, Tei-Wei Kuo, Nan Guan, Chun Jason Xue, 18
Jul 2024, Retrieval-Angmented Generation for Natural Langunage Processing: A
Survey, https://arxiv.org/abs/2407.13193

Chip Huyen, Jul 25, 2024, Building A Generative Al

Platform, https:/ /huvenchip.com/2024/07/25/genai-platform.html
Akash Bajwa and Chia Jeng Yang, May 27, 2024, The RAG Stack: Featuring
Knowledge Graphs: Redncing Hallucinations To Make LLMs Production-Grade
With Complex RAG, https://akashbajwa.substack.com/p/the-rag-stack-
featuring-knowledge

Chips Ahoy Capital, Jul 02, 2024, Evolution of Databases in the World of AI
Apps, https://chipsahoycapital.substack.com/p/evolution-of-databases-
in-the-world

Pavan Belagatti, Jul 31, 2024, Semantic Chunking for Enhanced RAG
Applications! https:/ /levelup.gitconnected.com/semantic-chunking-for-
enhanced-rag-applications-b6bc92942af0

Florian June Aug 2024, The Best Practices of RAG: Typical RAG Process, Best
Practices for Each Module, and Comprebensive

Evaluation, https:/ /pub.towardsai.net/the-best-practices-of-rag-
300e313322¢6

197 RAG Optimization


https://www.amazon.com/Building-LLMs-Production-Reliability-Fine-Tuning/dp/B0D4FFPFW8/
https://www.amazon.com/Building-LLMs-Production-Reliability-Fine-Tuning/dp/B0D4FFPFW8/
https://menlovc.com/perspective/the-modern-ai-stack-design-principles-for-the-future-of-enterprise-ai-architectures/
https://menlovc.com/perspective/the-modern-ai-stack-design-principles-for-the-future-of-enterprise-ai-architectures/
https://www.infoworld.com/article/3715629/aws-new-approach-to-rag-evaluation-could-help-enterprises-reduce-ai-spending.html
https://www.infoworld.com/article/3715629/aws-new-approach-to-rag-evaluation-could-help-enterprises-reduce-ai-spending.html
https://www.infoworld.com/article/3715629/aws-new-approach-to-rag-evaluation-could-help-enterprises-reduce-ai-spending.html
https://medium.com/generative-ai-revolution-ai-native-transformation/optimizing-genai-comparing-model-training-fine-tuning-rag-and-prompt-engineering-7a7c6c65e0f0
https://medium.com/generative-ai-revolution-ai-native-transformation/optimizing-genai-comparing-model-training-fine-tuning-rag-and-prompt-engineering-7a7c6c65e0f0
https://medium.com/generative-ai-revolution-ai-native-transformation/optimizing-genai-comparing-model-training-fine-tuning-rag-and-prompt-engineering-7a7c6c65e0f0
https://arxiv.org/abs/2407.13193
https://huyenchip.com/2024/07/25/genai-platform.html
https://akashbajwa.substack.com/p/the-rag-stack-featuring-knowledge
https://akashbajwa.substack.com/p/the-rag-stack-featuring-knowledge
https://chipsahoycapital.substack.com/p/evolution-of-databases-in-the-world
https://chipsahoycapital.substack.com/p/evolution-of-databases-in-the-world
https://levelup.gitconnected.com/semantic-chunking-for-enhanced-rag-applications-b6bc92942af0
https://levelup.gitconnected.com/semantic-chunking-for-enhanced-rag-applications-b6bc92942af0
https://pub.towardsai.net/the-best-practices-of-rag-300e313322e6
https://pub.towardsai.net/the-best-practices-of-rag-300e313322e6

33.

34.

35.

36.

37.

38.

Louis-Francois Bouchard, Aug 12, 2024, When to Use

GraphRAG, https://louisbouchard.substack.com/p/when-to-use-
graphrag

Vahe Aslanyan, June 11, 2024, Next-Gen Large Ianguage Models: The
Retrieval-Augmented Generation (RAG)

Handbook, https:/ /www.freecodecamp.org/news/retrieval-augmented-
generation-rag-handbook

Yao Lu, Song Bian, Lequn Chen, Yongjun He, Yulong Hui, Matthew
Lentz, Beibin Li, Fei Liu, Jialin Li, Qi Liu, Rui Liu, Xiaoxuan Liu, Lin Ma,
Kexin Rong, Jianguo Wang, Yingjun Wu, Yongji Wu, Huanchen Zhang,
Minjia Zhang, Qizhen Zhang, Tianyi Zhou, Danyang Zhuo, 17 Jan
2024, Computing in the Era of Large Generative Models: From Cloud-Native to
Al-Natipe, https:/ /arxiv.org/abs/2401.12230

David Spuler, March 2024, Use Cases for T vs RAG, in Generative Al in
C++, https://www.aussieai.com/book/ch6-use-cases-rag-vs-ft

Jason Perlow, Sept. 6, 2024, Understanding RAG: How fo integrate generative
AT LILMs with your business

knowledge, https:/ /www.zdnet.com/article/understanding-rag-how-to-
integrate-generative-ai-llms-with-your-business-knowledge

Sau Sheong, Jun 13, 2024, Programming with AI — RAG: Using RAG in

LIM Applications, https:/ /sausheong.com/programming-with-ai-rag-
27bf5¢19daa7

Spuler & Sharpe 198


https://louisbouchard.substack.com/p/when-to-use-graphrag
https://louisbouchard.substack.com/p/when-to-use-graphrag
https://www.freecodecamp.org/news/retrieval-augmented-generation-rag-handbook/
https://www.freecodecamp.org/news/retrieval-augmented-generation-rag-handbook/
https://arxiv.org/abs/2401.12230
https://www.aussieai.com/book/ch6-use-cases-rag-vs-ft
https://www.zdnet.com/article/understanding-rag-how-to-integrate-generative-ai-llms-with-your-business-knowledge/
https://www.zdnet.com/article/understanding-rag-how-to-integrate-generative-ai-llms-with-your-business-knowledge/
https://sausheong.com/programming-with-ai-rag-27bf5c19daa7
https://sausheong.com/programming-with-ai-rag-27bf5c19daa7

Appendix: 500+ LLM Inference
Optimization Techniques

Inference Optimization Research

The LLM is usually the main bottleneck for latency in a RAG architecture, and
inference optimization is an important part of tuning the overall application. We do
a lot of research on inference optimization techniques, so here’s a very long list of
all the techniques about which we have research papets.

Inference optimization has become a hot area of research as the industry evolves
to the point where inference costs are about 95% of overall compute. This is a
change since the early days when training expense far exceeded inference costs. This
trend is driven by both an increase in inference demand, and a decline in training
costs. Specific factors include:

(a) more users, which means more queries, which means more inference
computations,

(b) commercial and open source pre-trained models (rather than training
your own),

(¢) faster training and fine-tuning methods (e.g., LoORA and multi-LoRA),
(d) RAG architectures replacing fine-tuning, and
(e) multi-step reasoning algorithms (e.g., OpenAl’s o1 model).

The first four of these factors have been going on for a year or two, but the last
point is recent: inference is the new way to reason!
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What’s Hot in Inference Optimization
Research?

The change in focus towards inference has spawned a deluge of research papers on
speeding up inference that aims to offer faster latency to users and reduce costs.
Some of the hottest research sub-areas for speeding up inference include:

1. Hardware optimizations. The biggest opportunity for inference speedup
is probably in hardware rather than software. There’s the upcoming
NVIDIA Blackwell architecture, which is apparently delayed as I write this,
along with several Al-specific hardware startups such as Groq and Etched
receiving large funding rounds. I'm not an expert on the hardware
opportunities, so I'll leave it there.

2. KV cache compression. The KV cache was initially a speedup for
inference, but it’s become a memory hog, especially for long context
processing. Hence, there are numerous research papers on making the KV
cache data use less memory (see KV cache compression research). In
particular, KV cache quantization is becoming standard in industry
framework implementations, such as 4-bit quantized KV cache data used
by Character.Al and Apple Intelligence. There are several fancier types of
KV cache compression in the research, such as KV cache layer pruning
(depth dimension) and KV cache token pruning (input prompt length
dimension). Notably, an implementation of KV cache laver fusion is used
by Character.AI’s inference backend for companionbots.

3. Context caching. The simplest cache is a text-to-text full "inference
cache" and there’s also semantic caching based on embedding vector
similarity. However, the idea of saving the KV cache, but re-running
decoding has various advantages, and is gaining attention in both research
and industry. This is usually termed “context caching” or “prompt
caching” in the industry. Google has recently released “context caching”
features, Anthropic has added “prompt caching,” and this type of caching
is also appearing in other inference frameworks, such as vLLM and
DeepSeck. Expect many more to follow! See: context caching research.

4. Prefix KV caching. There are many cases where Transformers are re-
processing the same prefix of tokens, such as chatbot multi-turn
conversational context, global system instructions (prepended), RAG
chunks (prepended), and re-used documents. Instead, you can just load the
KV cache data from a prefix KV cache, and the latency is minimal, and
you only have to decode the last few tokens. Prefix KV caching is also
getting implemented in frameworks, including vLLM, DeepSeek, and
Character.Al’s backend. Interestingly, DeepSeck offers lower pricing for
“cached tokens,” which reflects the lower cost.

Spuler & Sharpe 200


https://www.aussieai.com/research/caching#compression
https://www.aussieai.com/research/caching#quantization
https://www.aussieai.com/research/caching#fusion
https://www.aussieai.com/research/caching#inference
https://www.aussieai.com/research/caching#inference
https://www.aussieai.com/research/caching#semantic
https://www.aussieai.com/research/caching#context
https://www.aussieai.com/research/caching#prefix

10.

Multi-LoRA. The idea of using multiple LoRA adapters for efficiently
supporting multiple fine-tuned models got a massive boost from Apple
Intelligence. There are many research papers now focused on further
optimizing the load-time and inference characteristics of multi-.oRA
architectures and other types of Parameter-Efficient Fine-Tuning (PEFT).
Memory-efficient attention algorithms. The two leading contenders for
attention optimization by paying attention to its memory access patterns
are Flash Attention and Paged Attention, and you can even combine them!
There’s also their precursors Multi-Query Attention (MQA) and Grouped
Query Attention (GQA) that are still in use and getting researched in
papers. See memorvy-efficient attention optimization.

Linear attention. Another way to reduce memory cost is to simply access
it less! Algorithms like this include local attention and other types of linear
attention. As a recent example in industry, Character.Al’s inference
backend uses a hybrid layerwise attention scheme, that alternates between
local and global attention across different layers. There’s a lot of research
happening in optimizing the attention mechanisms, because of its annoying
quadratic complexity. See research on attention optimization.
Zero-multiplication models. MIT research released a model architecture
based on element-wise multiplication for matrix multiplication, which is
the “Hadamard product.” Basic matrix multiplication is O(#?) whereas
Hadamard computations are O(#?), so it’s potentially a tenfold reduction,
and also a simpler algorithm that’s more amenable to followup kernel
optimizations like kernel fusion. See Hadamard multiplication models.
There are actually at least ten other types of zero-multiplication models in
the literature (e.g., adder models, shift-add, logarithmic, power-of-
two, max-plus, min-max, weightless neural networks, etc.). There’s also the
well-known method of avoiding multiplication with low-bit quantization.
Both binary quantization and ternary quantization can be implemented via
addition, albeit with accuracy loss.

Speculative decoding. Increased parallelization of the decoding
algorithm via speculative decoding is a perennially hot area of research. It’s
a speedup that’s long been used in production backends. Various
generalization have been discovered, such as generalized speculative
decoding, heuristic speculative decoding, self-speculative
decoding, retrieval lookup decoding, prompt lookup decoding, and several
other methods.

Multi-token generation. Generalizing the decoding algorithm to output
multiple tokens in parallel is a clear gain in efficiency, and some research is
starting to show promise. These require an entirely different type of model
architecture for both training and inference. There are also some multi-
token drafting methods starting to be used to optimize speculative
decoding algorithms. See: parallel decoding research.
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11. Prefill optimizations. There has been a burst of new research that
examines the cost of the prefill operation, which creates the KV cache, and
is the reason for the initial latency before the first token is output. Hence,
prefill time is important for user responsiveness for any interactive use
cases. In particular, research has found that prefill is compute-bound,
whereas the decoding phase is memory-bound. Hence, there is much

research on prefill phase optimizations, chunked prefill, and disaggregated

scheduling of prefill and decoding phases on GPU platforms. Note also
that KV caching methods as discussed above can optimize prefill by

avoiding it completely!

LLM Inference Optimizations List

Here’s the list! It’s over 500 and growing!

If you’re reading the e-book version, then the links should be live for each topic. If
not, you can see the live list, with links and updates, at this URL:

https://www.aussieai.com/blog/llm-inference-optimization
Model compression main subtypes:

Model compression (overview)
— Pruning (overview)

— Quantization (overview)

— Knowledge Distillation (KD)

— Parameter sharing (weight sharing)

— Low-rank matrices

— Small Language Models (SI.Ms)
— Data compression algorithms

NN AE D=

Pruning main types:
9. Dynamic pruning
10. Hybrid pruning
11. Unstructured pruning
12. Semi-Structured Pruning
13. Structured pruning

Layerwise structured pruning subtypes (depth dimension):

14. Depthwise structural pruning (overview)
15. — Static layer pruning
16. — Layer pruning
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17
18
19
20
21
22
23

24,
25.
20.
27.
28.
29.

30.
31.
32.
33.
34.
35.
36.
37.
38.

39.
40.
41.
42.
43.

44,

45
46

47.

48

. — Early exit

. — Dynamic layer pruning
. — Layer skipping

. — Layer approximation

. — Shallow decoder architecture

. — Layer reordering
. — Laver Importance

Width-wise structured pruning subtypes:

Widthwise structural pruning (overview)
— Attention head pruning

— Slimmable networks (width pruning)
— FFN pruning

— Channel pruning

— Filter pruning

Length-wise structured pruning subtypes:

Lengthwise structural pruning (longitudinal/input/end-to-end):
— Token pruning (input pruning)

— Dynamic token pruning

— Prompt compression

— Context compression

— Token merging
— Token skipping
— Token dropping

— Zero padding removal

Model dimension embedding pruning subtypes:

Embedding-dimension pruning

— Embedding pruning

— Embedding matrix compression (embedding pruning)
— Embedding low-rank matrix factorization

— Unembedding matrix (output embeddings)

Hybrid multi-dimensional pruning:
Multi-dimensional pruning

. — Dual pruning

. — Triple pruning

— Quadruple pruning

. — 3D CNN model pruning
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Transformer component pruning:

49. Normalization pruning
50. Positional embeddings pruning

51. Softmax pruning
52. Skip connection pruning (residual connection removal)

Unstructured pruning subtypes:

53. Unstructured pruning (overview)
54. — Magnitude pruning

55. — Movement pruning
56. — Gradual pruning

Quantization subtypes:

57. Post-Training Quantization (PTQ)
58. Quantization-Aware Training (QAT)

59. Activation Quantization
60. Outlier-aware quantization

Integer quantization subtypes:
61. Integer quantization (overview)

62. — Integer-only arithmetic quantization

63. — Fixed-point quantization (integer)

64. — Low-bit integer quantization (overview)
65. — Binary quantization

66. — Ternary quantization

67. — 2-bit quantization (INT2)
68. — 3-bit quantization (IN'T3)
69. — 4-bit quantization (IN'T4)
70. — 5-bit quantization (INT5)
71. — 6-bit quantization (INT6)
72. — 7-bit quantization (INT7)
73. — 8-bit quantization (INTS8)
74. — 9-bit quantization (INT9)
75. — 10-bit quantization (INT10)
76. — 11-bit quantization (INT11)
77. — 12-bit quantization (INT12)
78. — 16-bit INT'16 quantization
79. — 32-bit INT32 quantization
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80.
81.
82.
83.
84.
85.

86.
87.
88.
89.
90.
91.
92.
93.
94.
95.

96.
97.
98.
99.

Floating-point quantization subtypes:

Floating-point quantization
— FP4 quantization

— FP6 quantization

— P8 quantization

— FP16 guantization

— FP32 quantization

Other quantization subtypes:
Mixed-precision quantization

Logarithmic power-of-two quantization (bitshift quantization)

Double bitshift power-of-two quantization
Division quantization

Cluster-based quantization (Weight clustering)

Hashing-based weight clustering

Dyadic quantization

Fake quantization

Simulated quantization

Stochastic quantization (probabilistic)

Granularity-level quantization subtypes:
Granular quantization (overview)

— Layerwise Quantization

— Blockwise Quantization

— Vector quantization

Knowledge distillation subtypes:

100. Knowledge Distillation (overview)
101.— Ensemble Distillation

102.— Unnatural instructions (data sets)
103.— Dataset Distillation

Parameter/weight sharing subtypes:

104. Parameter/Weight sharing (overview)
105.— Activation sharing

106.— Layer fusion
107.— Clustering (Weights)

108.— Attention head fusion

109.— FEN fusion

110.— KV cache layer fusion (depthwise)
111.— KV cache head fusion (widthwise)
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Activation function optimizations:

112. Activation function optimizations (overview)
113.— Activation function approximation

114.— Integer-only activation functions

115.— Fused activation functions (kernel fusion)
116.— Fused RELLU

117.— Fused GELU

118.— Fused SwiGL.U

119.— Activation alternatives/replacements

120.— Activation function pruning/removal (bilinear layers)

121.— Activation function reordering

Normalization optimization types:

122. Normalization algorithm optimizations (overview)
123.— Approximate normalization

124.— Norm reordering (pre-norm/post-norm)
125.— Integer-only normalization

126.— Normalization alternatives/replacements

127.— Fused normalization (e.g., "fused LayerNorm" in kernel fusion)

Softmax optimization types:

128. Softmax optimizations (overview)
129.— Softmax pruning

130.— Approximate Softmax

131.— Softmax alternatives/replacements

132.— Integer-only Softmax
133.— Fused Softmax

Feed-Forward Network (FFIN) optimization types:

134. FEN optimizations (overview)
135— FEN pruning

136.— FFN approximation
137.— Fused add-bias

138.— Bias vector pruning

139.— FEN sparsity
140.— FEN alternatives/replacements

141.— Integer-only FFN
142.— Bias optimizations

MatMul/ GEMM optimization types:

143. MatMul/GEMM kernel optimizations (overview)

144.— Faster matrix multiplication (e.g., Winograd, Strassen)

145.— Approximate matrix multiplication
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146.— Transpose cache
147.— Fused multiply-add (FMA)

148.— Fused transpose

149.— Vector dot product optimization

150.— Sparse MatMul/ GEMM
151.— Tiled MatMul

Positional Encoding optimizations:

152. Positional encoding optimization (overview)
153.— RoPE (Rotary Positional Encoding)

154.— Pruning positional encoding (temoval/NoPE)

155.— Positional encoding approximation
156.— Integer-only positional encoding

NAS subtypes:
157. Neural Architecture Search (NAS)

158.— Dynamic NAS

159.— Embedding Size Optimization (embeddings NAS)

Platform-specific optimization subtypes:
160. On-device inference (native phone and PC Al)

161. AI Phones
162. AI PCs (desktops/laptops)

163. Edge device inference (IoT/mobile/PC)

164. Hybrid cloud-on-device inference

Decoding algorithm subtypes:
165. Decoding algorithms (overview)

166.— Non-autoregressive decoding
167.— Greedy decoding

168.— Top-k decoding

169.— Top-p decoding

170.— Min-P Sampling

171.— Flash decoding

172.— Beam search decoding

173.— Edit decoding

174.— Contrastive decoding

175.— Approximate top-k algorithms
176.— Bidirectional decoding

177.— Constrained decoding
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Parallel Decoding algorithms:

178. Parallel decoding

179.— Blockwise parallel decoding
180.— n-gram parallel decoding
181.— Lookahead decoding
182.— Medusa decoding

183.— Consensus decoding
184.— Mutually-guided decoding
185.— Multi-token generation
186.— Eagle decoding

Speculative decoding subtypes:
187. Speculative decoding (overview)
188.— Generalized speculative decoding
189.— Aggressive decoding
190.— Lookup decoding
191.— Retrieval lookup decoding
192.— Prompt lookup decoding
193.— Self speculative decoding
194.— Tree speculative decoding
195.— Superposed decoding
196.— Hierarchical speculative decoding
197.— Heuristic speculative decoding
198.— Multi-token speculative decoding
199.— Sequential speculative decoding
200.— Redrafting

Parameter Efficient Fine-Tuning (PEFT) subtypes:
201. PEFT (overview)
202.— LoRA
203.— Multi-LoRA inference
204.— QLoRa (Quantized Low-Rank Adapters)

205.— LoRA inference optimizations (load/unload)
206.— Prompt Tuning (Extended Vocabulary PEFT)

Ensemble multi-LLM subtypes:
207. Ensemble inference (overview of multi-model Al engines)
208.— Mixture of Experts (MoE)
209.— Model selection algorithms
210.— Big-little architectures
211.— Cascades
212.— Collaborative inference
213.— Consensus decoding
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214.— Swarm ensemble architectures
215.— Committee ensemble architectures
216.— Ensemble averaging

217.— Easy-hard queries

218.— Submodels (Many-Models-in-One)
219.— Distributed Inference

Orchestration, Deployment and Serving:
220. Cloud inference servers
221. Orchestration frameworks

222. Scheduling optimizations
223. Serving

224. Load balancing

225. Batching

226. Continuous batching

227. Deplovment

228. Servetless

229. Networking optimizations
230. In-flight batching

Attention optimization subtypes:
231. Attention optimizations (overview)
232.— Multi-Head Attention (MHA)
233.— Group Query Attention (GQA)
234, — Multi-Query Attention (MQA)

235.— Sparse attention
236.— Local attention

237 — Memory-efficient attention algorithms
238.— Flash Attention

239.— Paged Attention

240.— Linear attention

241.— Cross attention

242.— Tree attention

243.— Sliding window attention
244 — Approximate attention heads

245.— Attention alternatives/replacements
246.— Fused MHA

247 — Low-rank matrix attention

248.— Medusa attention

249.— Block attention

250.— Cross attention

251.— Fused head attention

252.— Hybrid local-global attention
253.— FFT attention
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254.— QKV computation optimizations

255.— Additive attention

256.— Multiplicative attention
257.— Graph attention

258.— Chunked attention

259.— Attention sink

260.— Attention steering

261.— Bilinear attention

262.— Attention-free methods
263.— Mixture-of-Heads (MOH) Attention (MoE+MHA)
264.— Star attention

265. Flex attention

266. Razor attention

267. Contiguous QKYV tensor

268. Relative Attention Bias (RAB)

Long context optimizations (attention):
269.— Long context models

270.— Length generalization
271.— Quadratic attention complexity

272— Long RAG

Caching optimizations:
273. Caching (overview)
274.— Inference Cache (text-to-text)
275.— Inference cache (global KV caching)

276.— Prompt caching

277.— Input Similarity-Based Caching (frame skipping in video)
278.— Semantic caching (text-to-text)

279.— Semantic KV caching

280.— Vector database caching

281.— Chatbot caching

282.— Vector Caching (Vector hashing)

283.— Caching vector dot products

284.— Caching general theory

KV cache optimizations:
285. KV Caching (overview)
286.— KV cache global (multi-query KV caching)
287.— KV cache reuse

288.— Global semantic KV caching (difficult!)
289.— Context cache (global KV caching)

290.— Prefix KV Caching
291.— KV cache recomputation with early exit
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292.— Session KV cache (multi-turn KV caching)

293.— Substring/fused KV cache (Lengthwise-fused KV caching)
294.— Paged KV caching (related to paged attention)

KV cache memory size reduction:
295. KV cache compression
296.— KV cache quantization
297 — KV cache sparsity
298.— KV cache token pruning
299.— KV cache eviction policies
300.— KV cache layer fusion
301.— KV cache layer pruning
302.— KV Cache low-rank matrix factorization
303.— Cyclic KV cache (Rolling buffer KV cache or circular KV cache)

Non-Multiplication AT Models:
304. Zero-Multiplication Models (overview)
305.— Binary quantization
306.— Ternary quantization
307.— 2-bit quantization (INT?2)
308.— Adder networks
309.— Bitshift-add networks
310.— Bitshift power-of-2 quantization (logarithmic quantization)
311.— Double bitshift quantization
312.— Add-as-integer networks
313.— Logarithmic Models
314.— Bitwise neural networks
315.— Diff-squared networks
316.— Log-sum-exp (I.SE) networks
317.— Max-Plus networks
318.— Min-Max-Plus networks
319.— Morphological networks
320.— Trigonometric approximate inference
321.— Weightless Neural Networks (WINNs)
322.— XNOR networks
323.— Hadamard elementwise matrix multiplication models
324.— Other addition-related zero-multiplication networks
325.— Table lookups replace multiplication
326.— Other multiplication-free neural networks
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Advanced Number System optimizations:

327. Advanced Number Systems (overview)
328.— Posit number system (PNS)
329.— Residue number system (RNS)

330.— Dyadic numbers
331.— Double-base numbet system (DBNS)

332.— Dynamic number systems
333.— Hybrid number systems
334.— Tropical algebra (max-plus)
335.— MiniMax algebra

336.— Multi-dimensional logarithmic number system (MDILNS)
337.— Multiple-Base Number System (MBNS)

338.— Semi-Logarithmic Number System (SLNS)
339.— Lattice algebra

Logarithmic Number System optimizations:

340. Logarithmic number system (LNS) (overview)

341.— End-to-end LNS logarithmic model
342.— LS addition and subtraction

343.— ILNS in AT models
344, — I.NS Hardware Acceleration

345.— LNS mathematical and algorithmic theory

346.— LNS algebra
347.— LINS extensions

Prefill phase optimizations:

348. Prefill optimizations (overview)
349.— Chunked prefill

350.— Disaggregated prefill scheduling (Phase splitting)
351.— Deep prefill, shallow decoder architecture

352.— Mini-prefill recomputation

Parallel Programming Optimization Techniques:
353. Parallelization techniques (overview)
354.— Hardware acceleration
355.— Hardware-software co-design
356.— Vectorization
357.— Pipelining (pipeline parallelism)
358.— Overlapping (new)
359.— Overlapping communications and computation (new)
360.— Overlapping rematerialization (new)
361.— Overlapping memory access & computation (new)
362.— Offloading
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363.— Partitioning

364.— Dataflow optimizations
365.— Sharding

366.— Overlapping

367.— Data parallelism

368.— Query parallelism

369.— Tensor parallelism

370.— Model parallelism

371.— Prefetching

372.— Speculative execution

373.— Sequence Parallelism

374.— Skeleton-of-Thought (Query Parallelism)

Hardware Optimizations:
375. Hardware Acceleration (overview)
376.— Software accelerations
377.— Hardware-software co-desion
378.— GPU
379.— GPU software platforms
380.— Multi-GPU
381.— CPU Execution
382.— Single Instruction Multiple Data (SIMD)
383.— AVX (AVX/AVX-2/AVX-512)
384.— ARM NEON
385.— Neural Processing Unit (NPU)
386.— Overclocking CPU
387.— Overclocking GPU

388.— Assembly language

RAG Architecture Optimizations:
389. RAG architectures (overview)
390.— RAG cache
391.— RAG optimizations
392.— RAG retriever datastore indexing
393.— Advanced RAG
394.— Speculative RAG
395.— Reranker in RAG
396.— Chunk-specific global KV caching
397.— Chunk-specific prefix KV caching
398.— RAG Knowledge Graph
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Sparsity Optimizations:

399. Sparsification techniques (overview)
400.— Activation Sparsity

401.— Dynamic Sparsity
402.— Block sparsity
403.— Vector sparsity
404.— Tensor sparsity

405.— Sparse matrix kernels
406.— Outlier-aware sparsification

Memory Utilization Optimizations:

407. Memory optimization techniques (overview)

408.— Parameter sharing
409.— Model compression

410.— Low-bit integer quantization

411.— Binary quantization

412.— Ternary quantization

413.— Layer fusion

414.— Recomputation: trading time for space
415.— Memory-bound versus CPU-bound
416.— Data locality optimization

417 — Compute-in-Memory (CIM) architectures
418.— Memory cache management algorithms
419.— Kernel operator fusion

420.— Flash Inference (FlashInfer)

421.— Checkpointing

422.— Offloading

Numerical representation subtypes:
423. Floating-point representations (overview)
424.— Floating Point Bit Tricks
425.— Block floating-point arithmetic

426.— Fixed point number system (FXP) optimizations
427 — Floating point number system (FLLP) optimizations

428.— Foating point bitwise arithmetic
429.— FTZ/DAZ floating point CPU settings
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Kernel optimizations:

430. Kernel optimizations (overview)

431.— Kernel operator fusion (merging)
432.— Kernel fission (splitting)

433 — Kernel tiling
434.— Operator reordering

435.— Graph operator fusion (Deep learning compilers)

Computation optimizations:
436.Advanced Al Mathematics

437. Approximate activation functions
438.Caching / memoization
439.Computation reuse
440.Precomputation

441.Source code precomputation
442.Conditional computation

443. Approximations

444 Integer-only arithmetic quantization
445.Weight precomputations
446.Lero-skipping

447 — Low-Level Zero Skipping
448.— High-Level Zero Skipping

449 Negative skipping
450.Approximate caching
451.End-to-End integer inference

452.Padding usage
453.Incremental inference (new)

Arithmetic optimizations:

454 Integer operations
455.Addition optimizations
456.Bitwise operation tricks
457. Approximate addition

458 .Multiplication algorithms
459. Approximate division
460.Approximate multiplication

461.Bitwise operator inference
462.Bitserial operations

463.Division optimizations

464.Logarithmic approximate multiplication
465.Integer Dot Product
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466.Vector dot product optimization

Advanced matrix algebra optimizations:
467. Matrix Algebra (overview)
468.— Approximate matrix multiplication
469.— Butterfly matrices
470.— Monarch matrices

471.— Sparse matrices (sparsification)

Low-rank matrix optimizations:
472. Low-rank matrix factotization (overview)
473.— Tensor decomposition
474.— Tucker decomposition
475.— Embedding low-rank matrix factorization

476.— KV Cache low-rank matrix factorization

Transformer architectural optimizations:
477. Transformer architectures (overview)
478.— Transformer low-level optimizations (overview)
479.— Adaptive Inference
480.— Integer-only Transformers
481.— Approximate Transformers
482.— Decoder-Only Architectures
483.— Encoder-Only Architectures
484.— Encoder-Decoder Architectures

Transformers and LLMs:
485. Open source models
486. Inference frameworks

487. Open source frameworks

Next-Generation Transformer architectures:
488. Next-generation architectures (overview)
489.— Hybrid Transformer architectures
490.— Newer Transformer architectures
491.— BERT (encoder)

492.— State Space Models (SSMs)
493.— Mamba

494 — RWKV

495.— Knowledge graph Al architectures
496.— Compound Al architectures
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General Classes of Optimization Techniques:

497. Dynamic inference (adaptive inference)
498. Skipping

499, Heuristics

500. Probabilistic optimizations

501. Approximate computing

502. Code optimizations

503. Deep learning compilers

504. Incremental algorithms

505. Fuzzy logic

Loop Optimizations:
506. Loop optimizations (overview)
507.— Inference loop optimizations
508.— Loop fusion (merging loops)
509.— Loop unrolling
510.— Loop perforation
511.— Loop reordering
512.— Loop tiling
513.— Loop reversal
514.— Loop fission (splitting a loop)
515.— Loop intetleave
516.— Loop interchange
517.— Loop coalescing

518.— Loop-invariant code motion ("hoisting")

519.— Loop distribution
520.— Pointer arithmetic

521.— Loop peeling (unrolling first iterations)

522.— Loop splitting— Loop sentinel
523.— Loop collapsing

524.— Loop normalization

525.— Loop strip mining (LLoop sectioning)
526.— Loop skewing

527.— Loop spreading

Low-Level Coding Efficiency:

528. Code optimizations (overview)
529.— Constant folding
530.— Common subexpression elimination

531.— Algebraic identities
532.— Strength reduction

533.— Type consistency
534.— Reciprocal multiplication
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535.— References vs pointers

536.— Compile-time optimizations
537.— Pointer arithmetic
538.— Algorithm-level optimizations

539.— Lazy evaluation
540.— Memory reduction heuristics

Data Structures for Al optimization:

541.— Hashing

542.— Perfect hashing
543.— Look-up tables (LUTS)

544 — Bloom filters
545.— Trees

546.— Tries

547 — Bloom filters
548.— Bitserial operations
549 — Permutation arravs

Vector Data Structures:
550.— Parallel data structures
551.— Bit vectors

552.— Vector hashing
553.— Locality-Sensitive Hashing (I.SH)

554.— Vector dot product caching
555.— Bit signatures (vector algorithm)

556.— K-means clustering (vector algorithm)
557.— Hyper-Cube (vector algorithm)

Convolution Optimizations in CNNs:
558. Convolution optimizations (overview)
559.— Grouped convolutions
560.— Depth-wise separable convolutions

Tokenization and Vocabulary Optimizations:
561. Tokenization (overview)
562.— Tokenizer and model inference latency
563.— Semantic tokenization
564.— Tokenization for Machine Vision

565.— Tokenization of non-English languages
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566.Vocabulary optimizations:

567.— Yocabulary size
568.— Lexical shortlisting

569.— Vocabulary trimming
570.— Vocabulary expansion

571.— Dynamic vocabulary pruning

Overall summaries of Al optimizations:

572.— Deslugging Al engines

573.— Accuracy-degrading optimizations
574.— Accuracy-retaining optimizations
575.— Uncommon inference optimizations
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